

    
      
          
            
  
BrainPy documentation

BrainPy [https://github.com/PKU-NIP-Lab/BrainPy] is a highly flexible and extensible framework targeting on the
high-performance brain modeling. Among its key ingredients, BrainPy supports:


	JIT compilation for functions and class objects.


	Numerical solvers for ODEs, SDEs and others.


	Dynamics simulation tools for various brain objects, like
neurons, synapses, networks, soma, dendrites, channels, and even more.


	Dynamics analysis tools for differential equations, including
phase plane analysis, bifurcation analysis, and
linearization analysis.


	Seamless integration with deep learning models, but has the high speed
acceleration because of JIT compilation.


	And more ……





Note

Comprehensive examples of BrainPy please see:


	BrainModels: https://github.com/PKU-NIP-Lab/BrainModels


	BrainPyExamples: https://brainpy-examples.readthedocs.io/
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Installation



	Installation with pip


	Installation from source


	Package Dependency


	NumPy & Matplotlib


	JAX


	Numba


	SymPy










BrainPy is designed to run on across-platforms, including Windows,
GNU/Linux and OSX. It only relies on Python libraries.


Installation with pip

You can install BrainPy from the pypi [https://pypi.org/project/brain-py/].
To do so, use:

pip install brain-py





If you try to update the BrainPy version, you can use

pip install -U brain-py





If you want to install the pre-release version (the latest development version)
of BrainPy, you can use:

pip install --pre brain-py







Installation from source

If you decide not to use conda or pip, you can install BrainPy from
GitHub [https://github.com/PKU-NIP-Lab/BrainPy],
or OpenI [https://git.openi.org.cn/OpenI/BrainPy].

To do so, use:

pip install git+https://github.com/PKU-NIP-Lab/BrainPy

# or

pip install git+https://git.openi.org.cn/OpenI/BrainPy







Package Dependency

In order to make BrainPy work normally, users should install
several dependent Python packages.


NumPy & Matplotlib

The basic function of BrainPy only relies on NumPy [https://numpy.org/]
and Matplotlib [https://matplotlib.org/]. Install these two packages is very
easy, just using pip or conda:

pip install numpy matplotlib
# or
conda install numpy matplotlib







JAX

We highly recommend you to install JAX [https://github.com/google/jax].
JAX is a high-performance JIT compiler which enables users run
Python code on CPU, GPU, or TPU devices. Most functionalities of BrainPy
is based on JAX.

Currently, JAX supports Linux (Ubuntu 16.04 or later) and macOS (10.12 or
later) platforms. The provided binary releases of JAX for Linux and macOS
systems are available at https://storage.googleapis.com/jax-releases/jax_releases.html .

To install a CPU-only version of JAX, you can run

pip install --upgrade "jax[cpu]"





If you want to install JAX with both CPU and NVidia GPU support, you must first install
CUDA [https://developer.nvidia.com/cuda-downloads] and CuDNN [https://developer.nvidia.com/CUDNN], if they have not already been installed. Next, run

pip install --upgrade "jax[cuda]" -f https://storage.googleapis.com/jax-releases/jax_releases.html





Alternatively, you can download the preferred release “.whl” file, and install it via pip:

pip install xxxx.whl





For Windows users, JAX can be installed by the following methods:

Method 1: For Windows 10+ system, you can Windows Subsystem for Linux (WSL) [https://docs.microsoft.com/en-us/windows/wsl/about].
The installation guide can be found in WSL Installation Guide for Windows 10 [https://docs.microsoft.com/en-us/windows/wsl/install-win10].
Then, you can install JAX in WSL just like the installation step in Linux.

Method 2: There are several community supported Windows build for jax, please refer
to the github link for more details: https://github.com/cloudhan/jax-windows-builder .
Simply speaking, you can run:

# for only CPU
pip install jaxlib -f https://whls.blob.core.windows.net/unstable/index.html

# for GPU support
pip install <downloaded jaxlib>





Method 3: You can also build JAX from source [https://jax.readthedocs.io/en/latest/developer.html].



Numba

Numba [https://numba.pydata.org/] is also an excellent JIT compiler,
which can accelerate your Python codes to approach the speeds of C or FORTRAN.
Numba works best with NumPy. Many BrainPy modules rely on Numba for speed
acceleration, such like connectivity, simulation, analysis, measurements, etc.
Numba is also a suitable framework for the computation of sparse synaptic
connections commonly used in the computational neuroscience project.

Numba is a cross-platform package which can be installed on Windows, Linux, and macOS.
Install Numba is a piece of cake. You just need type the following commands in you terminal:

pip install numba
# or
conda install numba







SymPy

In BrainPy, several modules need the symbolic inference by SymPy [https://github.com/sympy/sympy]. For example,
Exponential Euler numerical solver [https://brainpy.readthedocs.io/en/latest/tutorials_advanced/ode_numerical_solvers.html#Exponential-Euler-methods] needs SymPy to compute the linear part of
your defined Python codes, phase plane and bifurcation analysis in
dynamics analysis module [https://brainpy.readthedocs.io/en/latest/apis/analysis.html] needs symbolic computation from SymPy.
Therefore, we highly recommend you to install sympy, just typing

pip install sympy
# or
conda install sympy










            

          

      

      

    

  

    
      
          
            
  
JIT Compilation

@Chaoming Wang

The core idea behind BrainPy is the Just-In-Time (JIT) compilation. JIT compilation enables your Python code to be compiled into machine code “just-in-time” for execution. Subsequently, such transformed code can run at native machine code speed!

Excellent JIT compilers such as JAX [https://github.com/google/jax] and Numba [https://github.com/numba/numba] are provided in Python. However, they are designed to work only on pure Python functions. While, in computational neuroscience, most models have too many parameters and variables, it’s hard to manage and control model logic by only using functions. On the contrary, object-oriented programming (OOP) based on class in Python will make your coding more readable, controlable, flexible and modular. Therefore, it is necessary to support JIT compilation on class objects for programming in brain modeling.

Here, in BrainPy, we provide JIT compilation interface for class objects, built on the top of JAX and Numba. In this section, we will talk about this.



import brainpy as bp
import brainpy.math as bm










JIT in Numba and JAX

Numba [https://github.com/numba/numba] is specialized to optimize your native NumPy codes, including NumPy arrays, loops and condition controls, etc. It is a cross-platform library which can run on Windows, Linux, macOS, etc. The most wonderful thing is that numba can just-in-time compile your native Python loops (for or while syntaxs) and condition controls (if ... else ...). This means that it supports your intutive Python programming.

However, Numba is a lightweight JIT compiler, and is just suitable for small network models. For large networks, the parallel performance is poor. Futhermore, numba doesn’t support one code runs on multiple devices. Same code cannot run on GPU targets.

JAX [https://github.com/google/jax] is a rising-star JIT compiler in Python scientific computing. It uses XLA [https://www.tensorflow.org/xla] to JIT compile and run your NumPy programs. Same code can be deployed onto CPUs, GPUs and TPUs. Moreover, JAX supports automatic differentiation, which means you can train models through back-propagation. JAX prefers large network models, and has excellent parallel performance.

However, JAX has intrinsic overhead, and is not suitable to run small networks. Moreover, JAX only supports Linux and macOS platforms. Windows users must install JAX on WSL [https://docs.microsoft.com/en-us/windows/wsl/about] or compile JAX from source. Further, the coding in JAX is not very intutive. For example,


	Doesn’t support in-place mutating updates of arrays, like x[i] += y, instead you should use x = jax.ops.index_update(x, i, y)


	Doesn’t support JIT compilation of your native loops and conditions, like




arr = np.zeros(5)
for i in range(arr.shape[0]):
    arr[i] += 2.
    if i % 2 == 0:
        arr[i] += 1.





instead you should use

arr = np.zeros(5)
def loop_body(i, acc_arr):
    arr1 = ops.index_update(acc_arr, i, acc_arr[i] + 2.)
    return jax.lax.cond(i % 2 == 0, 
                        arr1,
                        lambda arr1: ops.index_update(arr1, i, arr1[i] + 1),
                        arr1,
                        lambda arr1: arr1)
arr = jax.lax.fori_loop(0, arr.shape[0], loop_body, arr)





What’s more, both frameworks have poor support on class objects.



JIT compilation in BrainPy

In order to obtain an intutive, flexible and high-performance framework for brain modeling, in BrainPy [https://github.com/PKU-NIP-Lab/BrainPy], we want to combine the advantages of both compilers together, and try to overcome the gotchas of each framework as much as possible (although we have not finished it).

Specifically, we provide BrainPy math module for


	flexible switch between NumPy (Numba) and JAX backends


	unified numpy-like array operations


	unified ndarray data structure which supports in-place update


	unified random APIs


	powerful jit() compilation which supports functions and class objects both





Backend Switch

To switch different backend, you can use:



# switch to NumPy backend
bm.use_backend('numpy')

bm.get_backend_name()








'numpy'











# switch to JAX backend
bm.use_backend('jax')

bm.get_backend_name()








'jax'









In BrainPy, “numpy” and “jax” backends are interchangeable. Both backends nearly have the same APIs, and same codes can run on both backends.



Math Operations

The APIs in brainpy.math module in each backend is much similar to APIs in original numpy. The detailed comparison please see the Comparison Table.

For example, the array creation functions,



bm.zeros((10, 3))








JaxArray(DeviceArray([[0., 0., 0.],
                      [0., 0., 0.],
                      [0., 0., 0.],
                      [0., 0., 0.],
                      [0., 0., 0.],
                      [0., 0., 0.],
                      [0., 0., 0.],
                      [0., 0., 0.],
                      [0., 0., 0.],
                      [0., 0., 0.]], dtype=float32))











bm.arange(10)








JaxArray(DeviceArray([0, 1, 2, 3, 4, 5, 6, 7, 8, 9], dtype=int32))











x = bm.array([[1,2], [3,4]])

x








JaxArray(DeviceArray([[1, 2],
                      [3, 4]], dtype=int32))









The array manipulation functions:



bm.max(x)








DeviceArray(4, dtype=int32)











bm.repeat(x, 2)








JaxArray(DeviceArray([1, 1, 2, 2, 3, 3, 4, 4], dtype=int32))











bm.repeat(x, 2, axis=1)








JaxArray(DeviceArray([[1, 1, 2, 2],
                      [3, 3, 4, 4]], dtype=int32))









The random numbers generation functions:



bm.random.random((3, 5))








JaxArray(DeviceArray([[0.77751863, 0.45367956, 0.09705102, 0.35475922, 0.6678729 ],
                      [0.81603515, 0.83256996, 0.29231536, 0.8294617 , 0.41171193],
                      [0.37354684, 0.8089644 , 0.4921714 , 0.93098676, 0.4895897 ]],            dtype=float32))











y = bm.random.normal(loc=0.0, scale=2.0, size=(2, 5))

y








JaxArray(DeviceArray([[ 0.24033605,  1.6801527 ,  1.6716577 ,  0.19926837,
                       -2.3778987 ],
                      [ 0.58184516,  1.3625289 , -2.3364332 ,  2.082281  ,
                        0.23409791]], dtype=float32))









The linear algebra functions:



bm.dot(x, y)








JaxArray(DeviceArray([[ 1.4040264,  4.4052105, -3.0012088,  4.3638306, -1.9097029],
                      [ 3.0483887, 10.490574 , -4.3307595,  8.926929 , -6.1973042]],            dtype=float32))











bm.linalg.eig(x)








(JaxArray(DeviceArray([-0.37228107+0.j,  5.3722816 +0.j], dtype=complex64)),
 JaxArray(DeviceArray([[-0.8245648 +0.j, -0.41597357+0.j],
                       [ 0.56576747+0.j, -0.9093767 +0.j]], dtype=complex64)))









The discrete fourier transform functions:



bm.fft.fft(bm.exp(2j * bm.pi * bm.arange(8) / 8))








JaxArray(DeviceArray([ 3.2584137e-07+3.1786513e-08j,  8.0000000e+00+4.8023384e-07j,
                      -3.2584137e-07+3.1786513e-08j, -1.6858739e-07+3.1786506e-08j,
                      -3.8941437e-07-2.0663207e-07j,  2.3841858e-07-1.9411573e-07j,
                       3.8941437e-07-2.0663207e-07j,  1.6858739e-07+3.1786506e-08j],            dtype=complex64))











bm.fft.ifft(bm.array([0, 4, 0, 0]))








JaxArray(DeviceArray([ 1.+0.j,  0.+1.j, -1.+0.j,  0.-1.j], dtype=complex64))









The full list of API implementation please see the Comparison Table.



JIT for Functions

To take advantage of the JIT compilation, users just need to wrap their customized functions or objects into bm.jit() to instruct BrainPy to transform your codes into machine codes.

Take the pure functions as the example. Here we try to implement a function of Gaussian Error Linear Unit,



bm.use_backend('jax')


def gelu(x):
  sqrt = bm.sqrt(2 / bm.pi)
  cdf = 0.5 * (1.0 + bm.tanh(sqrt * (x + 0.044715 * (x ** 3))))
  y = x * cdf
  return y









Let’s first try the running speed without JIT.



# jax backend, without JIT

x = bm.random.random(100000)
%timeit gelu(x)








332 µs ± 8.43 µs per loop (mean ± std. dev. of 7 runs, 1000 loops each)









The function after JIT can significantly speed up.



# jax backend, with JIT

gelu_jit = bm.jit(gelu)
%timeit gelu_jit(x)








66.6 µs ± 135 ns per loop (mean ± std. dev. of 7 runs, 10000 loops each)









After siwtching to the ‘numpy’ backend, the result also applies.



bm.use_backend('numpy')











# numpy backend, without JIT

x = bm.random.random(100000)
%timeit gelu(x)








3.52 ms ± 12.7 µs per loop (mean ± std. dev. of 7 runs, 100 loops each)











# numpy backend, with JIT

gelu_jit = bm.jit(gelu)
%timeit gelu_jit(x)








1.91 ms ± 55.5 µs per loop (mean ± std. dev. of 7 runs, 1 loop each)











JIT for Objects

However, in BrainPy, JIT compilation can be carried on the class objects. Specifically, any instance of brainpy.Base object can be just-in-time compiled into machine codes.

Let’s try a simple example, which trains a Logistic regression classifier.



class LogisticRegression(bp.Base):
    def __init__(self, dimension):
        super(LogisticRegression, self).__init__()

        # parameters    
        self.dimension = dimension
    
        # variables
        self.w = bm.Variable(2.0 * bm.ones(dimension) - 1.3)

    def __call__(self, X, Y):
        u = bm.dot(((1.0 / (1.0 + bm.exp(-Y * bm.dot(X, self.w))) - 1.0) * Y), X)
        self.w[:] = self.w - u
        
num_dim, num_points = 10, 20000000









In this example, we want to train the model weights (self.w) again and again. So, we mark the weights as bm.Variable.



import time

def benckmark(model, points, labels, num_iter=30, name=''):
    t0 = time.time()
    for i in range(num_iter):
        model(points, labels)

    print(f'{name} used time {time.time() - t0} s')









Let’s try to benchmark the ‘numpy’ backend.



bm.use_backend('numpy')

points = bm.random.random((num_points, num_dim))
labels = bm.random.random(num_points)











# numpy backend, without JIT

lr1 = LogisticRegression(num_dim)

benckmark(lr1, points, labels, name='Logistic Regression (without jit)')








Logistic Regression (without jit) used time 18.891679763793945 s











# numpy backend, with JIT

lr2 = LogisticRegression(num_dim)
lr2 = bm.jit(lr2)

benckmark(lr2, points, labels, name='Logistic Regression (with jit)')








Logistic Regression (with jit) used time 12.473472833633423 s









Same results can be obtained in ‘jax’ backend.



bm.use_backend('jax')

points = bm.random.random((num_points, num_dim))
labels = bm.random.random(num_points)











# jax backend, without JIT

lr1 = LogisticRegression(num_dim)

benckmark(lr1, points, labels, name='Logistic Regression (without jit)')








Logistic Regression (without jit) used time 6.245944976806641 s











# jax backend, with JIT

lr2 = LogisticRegression(num_dim)
lr2 = bm.jit(lr2)

benckmark(lr2, points, labels, name='Logistic Regression (with jit)')








Logistic Regression (with jit) used time 4.174307346343994 s









As you can see, the JIT function showes its speed advantage.

However, what’s worth noting here is that:


	The dynamically changed variable (weight w) is marked as a bm.Variable (in __init__() function).


	The variable w  is in-place updated with [:] indexing (in __call__() function).




The above two things are all constraints in BrainPy for the JIT compilation of class objects. Other operations and coding styles are the same with the normal object-oriented programming in Python.


Mechanism of JIT in NumPy backend



bm.use_backend('numpy')









So, why must we in-place update the dynamically changed variables?


	First of all, in the compilation phase, a self. accessed variable which is not an instance of bm.Variable will be compiled as a static constant. For example, self.a = 1. will be compiled as a constant 1.. If you try to change the value of self.a, it will not work.






class Demo1(bp.Base):
    def __init__(self):
        super(Demo1, self).__init__()
        
        self.a = 1.
    
    def update(self, b):
        self.a = b
        

d1 = Demo1()
bm.jit(d1.update)(2.)
print(d1.a)








1.0










	Second, all the variables you want to change during the function call must be labeled as bm.Variable. Then during the JIT compilation period, these variables will be recompiled as arguments of the jitted functions.






class Demo2(bp.Base):
    def __init__(self):
        super(Demo2, self).__init__()
        
        self.a = bm.Variable(1.)
    
    def update(self, b):
        self.a = b
        

bm.jit(Demo2().update, show_code=True)








The recompiled function:
-------------------------

def update(b, Demo20_a=None):
    Demo20_a = b


The namespace of the above function:
{}

The recompiled function:
-------------------------
def new_update(b):
  update(b, 
		Demo20_a=Demo20.a.value,)

The namespace of the above function:
{'Demo20': <__main__.Demo2 object at 0x7fa9b055e2e0>,
 'update': CPUDispatcher(<function update at 0x7fa9d01ff160>)}





<function new_update(b)>









The original Demo2.update function is recompiled as update() function, with the dynamical variable a compiled as an argument Demo20_a. Then, during the functional call (in the new_update() function), Demo20.a.value is passed to Demo20_a for the jitted update() function.


	Third, as you can notice in the above source code of the recompiled function, the recompiled variable Demo20_a does not return. This means once the function finished its running, the computed value will disappear. Therefore, the dynamically changed variables must be in-place updated to hold their updated values.






class Demo3(bp.Base):
    def __init__(self):
        super(Demo3, self).__init__()
        
        self.a = bm.Variable(1.)
    
    def update(self, b):
        self.a[...] = b
        

d3 = Demo3()
bm.jit(d3.update)(2.)
d3.a








Variable(2.)









The above simple demonstrations illustrate the core mechanism of the JIT compilation in NumPy backend. bm.jit() in NumPy backend can recursively compile your class objects. So, please try your models, and run it under the JIT accelerations.

However, the mechanism of JIT compilation of JAX backend is quite different. We will detail this in the upcoming tutorials.



In-place operators

In the next, it is important to answer: what are in-place operators?



v = bm.arange(10)

id(v)








140366785129408









Actually, in-place operators include the following operations:


	Indexing and slicing. Like (More details please refer to Array Objects Indexing [https://numpy.org/doc/stable/reference/arrays.indexing.html])





	Index: v[i] = a


	Slice: v[i:j] = b


	Slice the specific values: v[[1, 3]] = c


	Slice all values, v[:] = d, v[...] = e






v[0] = 1

id(v)








140366785129408











v[1: 2] = 1

id(v)








140366785129408











v[[1, 3]] = 2

id(v)








140366785129408











v[:] = 0

id(v)








140366785129408











v[...] = bm.arange(10)

id(v)








140366785129408










	Augmented assignment. All augmented assignment are in-place operations, which include





	+= (add)


	-= (subtract)


	/= (divide)


	*= (multiply)


	//= (floor divide)


	%= (modulo)


	**= (power)


	&= (and)


	|= (or)


	^= (xor)


	<<= (left shift)


	>>= (right shift)






v += 1

id(v)








140366785129408











v *= 2

id(v)








140366785129408











v |= bm.random.randint(0, 2, 10)

id (v)








140366785129408











v **= 2.

id(v)








140366785129408











v >>= 2

id(v)








140366785129408









More advanced usage please see our forthcoming tutorials.







            

          

      

      

    

  

    
      
          
            
  
Dynamics Introduction

@Chaoming Wang


What I cannot create, I do not understand.   — Richard Feynman




Brain is a complex dynamical system. In order to simulate it, we provide brainpy.DynamicalSystem. brainpy.DynamicalSystem can be used to define any brain objects which have dynamics. Various children classes are implemented to model these brain elements, such like: brainpy.Channel for neuron channels, brainpy.NeuGroup for neuron groups, brainpy.TwoEndConn for synaptic connections, brainpy.Network for networks, etc. Arbitrary composition of these objects is also an instance of brainpy.DynamicalSystem. Therefore, brainpy.DynamicalSystem is the universal language to define dynamical models in BrainPy.



import brainpy as bp
import brainpy.math as bm










brainpy.DynamicalSystem

In this section, let’s try to understand the mechanism and the function of brainpy.DynamicalSystem.


What is DynamicalSystem?

First, what can be defined as DynamicalSystem?

Intuitively, a dynamical system is a system which has the time-dependent state.

Mathematically, it can be expressed as

$$
\dot{X} = f(X, t)
$$

where $X$ is the state of the system, $t$ is the time, and $f$ is a function describes the time dependence of the system state.

Alternatively, the evolution of the system along the time can be given by

$$
X(t+dt) = F\left(X(t), t, dt\right)
$$

where $dt$ is the time step, and $F$ is the evolution rule to update the system’s state.

Accordingly, in BrainPy, any subclass of brainpy.DynamicalSystem must implement this updating rule in the update function (def update(self, _t, _dt)). One dynamical system may have multiple updating rules, therefore, users can define multiple update functions. All updating functions are wrapped into an inner data structure self.steps (a Python dictionary specifies the name and the function of updating rules). Let’s take a look.



class FitzHughNagumoModel(bp.DynamicalSystem):
    def __init__(self, a=0.8, b=0.7, tau=12.5, **kwargs):
        super(FitzHughNagumoModel, self).__init__(**kwargs)
        
        # parameters
        self.a = a
        self.b = b
        self.tau = tau
        
        # variables
        self.v = bm.Variable([0.])
        self.w = bm.Variable([0.])
        self.I = bm.Variable([0.])
        
    def update(self, _t, _dt):
        # _t : the current time, the system keyword 
        # _dt : the time step, the system keyword 
        
        self.w += (self.v + self.a - self.b * self.w) / self.tau * _dt
        self.v += (self.v - self.v ** 3 / 3 - self.w + self.I) * _dt
        self.I[:] = 0.









Here, we have defined a dynamical system called FitzHugh–Nagumo neuron model [https://en.wikipedia.org/wiki/FitzHugh%E2%80%93Nagumo_model], whose dynamics is given by:

$$
{\dot {v}}=v-{\frac {v^{3}}{3}}-w+I, \
\tau {\dot {w}}=v+a-bw.
$$

By using the Euler method, this system can be updated by the following rule:

$$
\begin{aligned}
v(t+dt) &= v(t) + [v(t)-{v(t)^{3}/3}-w(t)+RI] * dt, \
w(t + dt) &= w(t) + [v(t) + a - b w(t)] * dt.
\end{aligned}
$$

We can inspect all update functions in the model by xxx.steps.



fnh = FitzHughNagumoModel()

fnh.steps  # all update functions








{'update': <bound method FitzHughNagumoModel.update of <__main__.FitzHughNagumoModel object at 0x7f7f4c7ceaf0>>}











Why to use DynamicalSystem?

So, why should I define my dynamical system as brainpy.DynamicalSystem?

There are several benefits.


	brainpy.DynamicalSystem has a systematic naming system.




First, every instance of DynamicalSystem has its unique name.



fnh.name  # name for "fnh" instance








'FitzHughNagumoModel0'











# every instance has its unique name

for _ in range(5):
    print(FitzHughNagumoModel().name)








FitzHughNagumoModel1
FitzHughNagumoModel2
FitzHughNagumoModel3
FitzHughNagumoModel4
FitzHughNagumoModel5











# the model name can be specified by yourself

fnh2 = FitzHughNagumoModel(name='X')

fnh2.name








'X'











# same name will cause error

try:
    FitzHughNagumoModel(name='X')
except bp.errors.UniqueNameError as e:
    print(e)








In BrainPy, each object should have a unique name. However, we detect that <__main__.FitzHughNagumoModel object at 0x7f7f4c7f3850> has a used name "X".









Second, variables, children nodes, etc. inside an instance can be easily accessed by the absolute or relative path.



# All variables can be acessed by 
# 1). the absolute path

fnh2.vars()








{'X.I': Variable([0.]), 'X.v': Variable([0.]), 'X.w': Variable([0.])}











# 2). or, the relative path

fnh2.vars(method='relative')








{'I': Variable([0.]), 'v': Variable([0.]), 'w': Variable([0.])}









If we wrap many instances into a container: brainpy.Network, variables and nodes can also be accessed by absolute or relative path.



fnh_net = bp.Network(f1=fnh, f2=fnh2)











# absolute access of variables

fnh_net.vars()








{'FitzHughNagumoModel0.I': Variable([0.]),
 'FitzHughNagumoModel0.v': Variable([0.]),
 'FitzHughNagumoModel0.w': Variable([0.]),
 'X.I': Variable([0.]),
 'X.v': Variable([0.]),
 'X.w': Variable([0.])}











# relative access of variables

fnh_net.vars(method='relative')








{'f1.I': Variable([0.]),
 'f1.v': Variable([0.]),
 'f1.w': Variable([0.]),
 'f2.I': Variable([0.]),
 'f2.v': Variable([0.]),
 'f2.w': Variable([0.])}











# absolute access of nodes

fnh_net.nodes()








{'FitzHughNagumoModel0': <__main__.FitzHughNagumoModel at 0x7f7f4c7ceaf0>,
 'X': <__main__.FitzHughNagumoModel at 0x7f7f4c7f3700>,
 'Network0': <brainpy.simulation.brainobjects.network.Network at 0x7f7f4c7f3340>}











# relative access of nodes

fnh_net.nodes(method='relative')








{'': <brainpy.simulation.brainobjects.network.Network at 0x7f7f4c7f3340>,
 'f1': <__main__.FitzHughNagumoModel at 0x7f7f4c7ceaf0>,
 'f2': <__main__.FitzHughNagumoModel at 0x7f7f4c7f3700>}










	Automatic monitors. Any instance of brainpy.DynamicalSystem can call .run(duration). During running, a brainpy.Monitor inside the dynamical system (xxx.mon) can be used to automatically monitor the history values of the interested variables. Details please see the tutorial of Monitors and Inputs.






# in "fnh3" instance, we try to monitor "v", "w", and "I" variables
fnh3 = FitzHughNagumoModel(monitors=['v', 'w', 'I'])

# in "fnh4" instance, we only monitor "v" variable
fnh4 = FitzHughNagumoModel(monitors=['v'], name='Y')










	Convenient input operations. During the model running, users can specify the inputs for each model component, with the format of (target, value, [type, operation]) (the details please see the tutorial of [Monitors and Inputs]).(../tutorial_simulation/monitors_and_inputs.ipynb).


	The target is the variable accessed by the absolute or relative path. Absolute path access will be very useful in a huge network model.


	The default input type is “fix”, means the value must be a constant scalar or array over time. “iter” type of input is also allowed, which means the value can be an iterable objects (arrays, or iterable functions, etc.).


	The default operation is +, which means the input value will be added to the target. Allowed operations include +, -, *, /, and =.










%matplotlib inline

import matplotlib.pyplot as plt











bm.set_dt(dt=0.01)

fnh3.run(duration=100, 
         # relative path to access variable 'I'
         inputs=('I', 1.5))

plt.plot(fnh3.mon.ts, fnh3.mon.v, label='v')
plt.plot(fnh3.mon.ts, fnh3.mon.w, label='w')
plt.legend()








<matplotlib.legend.Legend at 0x7f7f4c761e80>





[image: ../_images/7beace84e8c5d0f3e7d8952dcce9017c432494f694d411cb6c3b704bb1f403a5.png]






inputs = bm.linspace(1., 2., 10000)

fnh4.run(duration=100, 
         inputs=('Y.I',     #  specify 'target' by the absolute path access
                 inputs,    #  specify 'value' with an iterable array
                 'iter'))   #  "iter" input 'type' must be explicitly specified

plt.plot(fnh4.mon.ts, fnh4.mon.v, label='v')
plt.legend()








<matplotlib.legend.Legend at 0x7f7f4c7f3b80>





[image: ../_images/3abab0b01f6e76d572f29cc1f66764cb903e96395e0aa2da73453049e759ea2a.png]






def inputs():
    for i in range(10000): 
        yield 1.5

fnh4.run(duration=100, 
         inputs=('Y.I',     # specify 'target' by the absolute path access
                 inputs(),    # specify 'value' with an iterable function
                 'iter'))   # "iter" input 'type' must be explicitly specified

plt.plot(fnh4.mon.ts, fnh4.mon.v, label='v')
plt.legend()








<matplotlib.legend.Legend at 0x7f7f4c082d60>





[image: ../_images/732706026c587aec5693f4f4582fb8a10b2356a6e2d14ff1bbf7fe0d666e3a37.png]





	brainpy.DynamicalSystem is a subclass of brainpy.Base, therefore, any instance of brainpy.DynamicalSystem can be just-in-time compiled into efficient machine codes targeting on CPUs, GPUs, or TPUs.






fnh3_jit = bm.jit(fnh3)

fnh3_jit.run(duration=100, inputs=('I', 1.5))

plt.plot(fnh3_jit.mon.ts, fnh3_jit.mon.v, label='v')
plt.plot(fnh3_jit.mon.ts, fnh3_jit.mon.w, label='w')
plt.legend()








<matplotlib.legend.Legend at 0x7f7f2c595b50>





[image: ../_images/e94740ef862b5f0feb51aace1557bcdb3f22081dceef031cd90c56328a0fbd77.png]





	brainpy.DynamicalSystem can be combined arbitrarily. Any composed system can also benefit from the above convenient interfaces.






# compose two FitzHughNagumoModel instances into a Network
net2 = bp.Network(f1=fnh3, f2=fnh4, monitors=['f1.v', 'Y.v'])

net2.run(100, inputs=[
    ('f1.I', 1.5), # relative access variable "I" in 'fnh3'
    ('Y.I', 1.0), # absolute access variable "I" in 'fnh4'
])

plt.plot(net2.mon.ts, net2.mon['f1.v'], label='v1')
plt.plot(net2.mon.ts, net2.mon['Y.v'], label='v2')
plt.legend()








<matplotlib.legend.Legend at 0x7f7f2c2c6ee0>





[image: ../_images/8582cab39d333f6428868a49eb56505264112c000a5f11b527dccc5a703e9f89.png]




In next sections, we will illustrate how to define common brain objects (specifically, the neuron, the synapse and the network) by subclasses of brainpy.DynamicalSystem.




brainpy.NeuGroup

brainpy.NeuGroup is used for neuron group modeling. User-defined neuron group models should inherit from the brainpy.NeuGroup. Let’s take the leaky integrate-and-fire [https://brainmodels.readthedocs.io/en/latest/apis/generated/brainmodels.neurons.LIF.html] (LIF) model as the illustrated example.


LIF neuron model

The formal equations of a LIF model is given by:

$$
\begin{aligned}
\tau_m \frac{dV}{dt} = - (V(t) - V_{rest}) + I(t)  \quad\quad (1) \
\text{after} , V(t) \gt V_{th}, V(t) =V_{rest} ,
\text{last} , \tau_{ref} ,  \text{ms}        \quad\quad (2)
\end{aligned}
$$

where $V$ is the membrane potential, $V_{rest}$ is the rest membrane potential, $V_{th}$ is the spike threshold, $\tau_m$ is the time constant, $\tau_{ref}$ is the refractory time period, and $I$ is the time-variant synaptic inputs.

The above two equations mean that: when the membrane potential $V$ is below $V_{th}$, the model integrates $V$ with the equation (1); once $V > V_{th}$, according to equation (2), we will reset the membrane potential to $V_{rest}$, and the model enters into the refractory period which lasts $\tau_{ref}$ ms. In the refractory period, the membrane potential $V$ will no longer change.

Let’s start to code this LIF neuron model. First, we will define the following items to store the neuron state:


	V: The membrane potential.


	input: The synaptic input.


	spike: Whether produce a spike.


	refractory: Whether the neuron is in the refractory state.


	t_last_spike: To record the last spike time.




Based on these states, the updating logic of LIF model from the current time $t$ to the next time $t+dt$ will be coded as:



class LIF(bp.NeuGroup):
  def __init__(self, size, t_refractory=1., V_rest=0., V_reset=-5.,
               V_th=20., R=1., tau=10., **kwargs):
    super(LIF, self).__init__(size=size, **kwargs)

    # parameters
    self.V_rest = V_rest
    self.V_reset = V_reset
    self.V_th = V_th
    self.R = R
    self.tau = tau
    self.t_refractory = t_refractory

    # variables
    self.V = bm.Variable(bm.random.randn(self.num) * 5. + V_reset)
    self.input = bm.Variable(bm.zeros(self.num))
    self.t_last_spike = bm.Variable(bm.ones(self.num) * -1e7)
    self.refractory = bm.Variable(bm.zeros(self.num, dtype=bool))
    self.spike = bm.Variable(bm.zeros(self.num, dtype=bool))
    
    # functions
    self.integral = bp.odeint(f=self.derivative, method='exponential_euler')

  def derivative(self, V, t, Iext):
    dvdt = (- (V - self.V_rest) + self.R * Iext) / self.tau
    return dvdt

  def update(self, _t, _dt):
    for i in range(self.num):
      if _t - self.t_last_spike[i] <= self.t_refractory:
        self.refractory[i] = True
        self.spike[i] = False
      else:
        V = self.integral(self.V[i], _t, self.input[i])
        if V >= self.V_th:
          self.V[i] = self.V_reset
          self.t_last_spike[i] = _t
          self.spike[i] = True
          self.refractory[i] = True
        else:
          self.V[i] = V
          self.spike[i] = False
          self.refractory[i] = False
      self.input[i] = 0.









That’s all, we have coded a LIF neuron model. Note, here we define equation (1) by brainpy.odeint as an ODEIntegrator. We will illustrate how to define ODE numerical integration in the Numerical Solvers for ODEs tutorial.

Each NeuGroup has a powerful function: .run(). In this function, it receives the following arguments:


	duration: Specify the simulation duration. It can be a tuple with (start time, end time), or a int to specify the duration length (then the default start time is 0).


	inputs: Specify the inputs for each model component. With the format of (target, value, [type, operation]). Details please see the tutorial of Monitors and Inputs.


	report: a float to specify the progress percent to report. “0” (default) means doesn’t report running progress.




Now, let’s run the defined model.



group = LIF(100, monitors=['V'])











group.run(duration=200., inputs=('input', 26.), report=0.5)
bp.visualize.line_plot(group.mon.ts, group.mon.V, show=True)








Compilation used 0.0004 s.
Start running ...
Run 50.0% used 3.319 s.
Run 100.0% used 6.479 s.
Simulation is done in 6.480 s.





[image: ../_images/b594c4d6bbed11496f930f3d8169e04c8d9b91174008c9f7b2b5065fdd8a327c.png]






group.run(duration=(200, 400.), report=0.2)
bp.visualize.line_plot(group.mon.ts, group.mon.V, show=True)








Compilation used 0.0003 s.
Start running ...
Run 20.0% used 1.364 s.
Run 40.0% used 2.711 s.
Run 60.0% used 4.024 s.
Run 80.0% used 5.299 s.
Run 100.0% used 6.589 s.
Simulation is done in 6.590 s.





[image: ../_images/5e1d11e7263074f68e0d8d444dbe16d841ce6ed38198e2505372764a2213c515.png]




In the model definition, BrainPy endows you with the fully data/logic flow control. You can define models with any data you need and any logic you want. There are little limitations/constrains on your customization.


	you should “super()” initialize the brainpy.NeuGroup with the keyword of the group size.


	you should define the update function.







brainpy.TwoEndConn

For synaptic computations, BrainPy provides brainpy.TwoEndConn to help you construct the connections between pre-synaptic and post-synaptic neuron groups, and provides brainpy.connect.TwoEndConnector for synaptic projections between pre- and post-synaptic groups.

brainpy.TwoEndConn can help to construct automatic delay in synaptic computations. The modeling of synapses usually includes a delay time (typically 0.3–0.5 ms) required for a neurotransmitter to be released from a presynaptic membrane, diffuse across the synaptic cleft, and bind to a receptor site on the post-synaptic membrane. BrainPy provides register_constant_dely() for automatic state delay.

brainpy.connect.TwoEndConnector provides convenient interface for connectivity structure construction. Various synaptic structures, like pre_ids, post_ids, conn_mat, pre2post, post2pre, pre2syn, post2syn, pre_slice, and post_slice can be constructed. Users just need to require such data structures by calling connector.require('pre_ids', 'post_ids', ...). We will detail this function in Efficient Synaptic Connections.

Here, let’s illustrate how to use brainpy.TwoEndConn with the Exponential synapse model [https://brainmodels.readthedocs.io/en/latest/apis/generated/brainmodels.synapses.ExpCOBA.html].


Exponential synapse model

Exponential synapse model assumes that once a pre-synaptic neuron generates a spike, the synaptic state arises instantaneously, then decays with a certain time constant $\tau_{decay}$. Its dynamics is given by:

$$
\frac{d s}{d t} = -\frac{s}{\tau_{decay}}+\sum_{k} \delta(t-D-t^{k})
$$

where $s$ is the synaptic state, $t^{k}$ is the spike time of the pre-synaptic neuron, and $D$ is the synaptic delay.

Afterward, the current output onto the post-synaptic neuron is given in the conductance-based form

$$
I_{syn}(t) = g_{max} s \left( V(t)-E \right)
$$

where $E$ is the reversal potential of the synapse, $V$ is the post-synaptic membrane potential, $g_{max}$ is the maximum synaptic conductance.

So, let’s try to implement this synapse model.



class Exponential(bp.TwoEndConn):
  def __init__(self, pre, post, conn, g_max=1., delay=0., tau=8.0, E=0., **kwargs):
    super(Exponential, self).__init__(pre=pre, post=post, conn=conn, **kwargs)

    # parameters
    self.g_max = g_max
    self.E = E
    self.tau = tau
    self.delay = delay

    # connections
    self.pre_ids, self.post_ids = self.conn.requires('pre_ids', 'post_ids')
    self.num = len(self.pre_ids)
    
    # variables
    self.s = bm.Variable(bm.zeros(self.num))
    self.pre_spike = self.register_constant_delay('ps', size=self.pre.num, delay=delay)
    
    # functions
    self.integral = bp.odeint(self.derivative, method='exponential_euler')

  def derivative(self, s, t):
    dsdt = - s / self.tau
    return dsdt

  def update(self, _t, _dt):
    # P1: push the pre-synaptic spikes into the delay
    self.pre_spike.push(self.pre.spike)
    
    # P2: pull the delayed pre-synaptic spikes
    delayed_pre_spike = self.pre_spike.pull()
    
    # P3: update the synatic state
    self.s[:] = self.integral(self.s, _t)
    
    for syn_i in range(self.num):
      pre_i, post_i = self.pre_ids[syn_i], self.post_ids[syn_i]
    
      # P4: whether pre-synaptic neuron generates a spike
      if delayed_pre_spike[pre_i]:
        self.s[syn_i] += 1.
      
      # P5: output the synapse current onto the post-synaptic neuron
      self.post.input[post_i] += self.g_max * self.s[syn_i] * (self.E - self.post.V[post_i])









Here, we create a synaptic model by using the synaptic structures of pre_ids and post_ids , looks like this:

The pre-synaptic neuron index (pre ids) is shown in the green color. The post-synaptic neuron index (post ids) is shown in the red color. Each pair of (pre id,  post id) denotes a synapse between two neuron groups. Each synapse connection also has a unique index, called the synapse index, which is shown in the third row (syn ids).
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Tensors

In this section, we are going to understand:


	what is tensor?


	how to create tensor?


	what operations are supported for a tensor?






import brainpy.math as bm










What is tensor?

A tensor is a homogeneous multidimensional array. It is a table of elements (usually numbers), all of the same type, indexed by a tuple of non-negative integers. The dimensions of an array are called axes.

In the following picture, the 1D array ([7, 2, 9, 10]) only has one axis. That axis has 4 elements in it, so we say it has a shape of (4,).

While, the 2D array

[[5.2, 3.0, 4.5], 
 [9.1, 0.1, 0.3]]





has 2 axes. The first axis has a length of 2, the second axis has a length of 3. So, we say it has a shape of (2, 3).

Similarly, the 3D array has 3 axes, with dimensions in each axis is (4, 3, 2).

[image: ]

Each tensor has several important attributes:


	.ndim: the number of axes (dimensions) of the tensor.


	.shape: the dimensions of the tensor. This is a tuple of integers indicating the size of the array in each dimension. For a matrix with n rows and m columns, shape will be (n,m). The length of the shape tuple is therefore the number of axes, ndim.


	.size: the total number of elements of the tensor. This is equal to the product of the elements of shape.


	.dtype: an object describing the type of the elements in the tensor. One can create or specify dtype’s using standard Python types.




In ‘numpy’ backend, the tensor is exactly the same as the tensor in NumPy. For example:



bm.use_backend('numpy')

a = bm.arange(15).reshape((3, 5))

a








array([[ 0,  1,  2,  3,  4],
       [ 5,  6,  7,  8,  9],
       [10, 11, 12, 13, 14]])











a.shape








(3, 5)











a.ndim








2











a.dtype








dtype('int64')









However, in ‘jax’ backend, we wrap the original jax.numpy.ndarray, and create a new data structure JaxArray. However, the attributes and operations are the same with the NumPy tensors. For example:



bm.use_backend('jax')

a = bm.arange(15).reshape((3, 5))

a








JaxArray(DeviceArray([[ 0,  1,  2,  3,  4],
                      [ 5,  6,  7,  8,  9],
                      [10, 11, 12, 13, 14]], dtype=int32))











a.shape








(3, 5)











a.ndim








2











a.dtype








dtype('int32')











How to create tensor?

There are several ways to create tensors. Methods for tensor creation are same under “numpy” and “jax” backends.


array(), zeros() and ones()

The basic method is to convert Python sequences into tensors by bm.array(). For example：



bm.array([2, 3, 4])








JaxArray(DeviceArray([2, 3, 4], dtype=int32))











bm.array([(1.5, 2, 3), (4, 5, 6)])








JaxArray(DeviceArray([[1.5, 2. , 3. ],
                      [4. , 5. , 6. ]], dtype=float32))









Often, the elements of an array are originally unknown, but its size is known. Therefore, you can use placeholder functions to create tensors, like:



# "bm.zeros()" creates an array full of zeros

bm.zeros((3, 4))








JaxArray(DeviceArray([[0., 0., 0., 0.],
                      [0., 0., 0., 0.],
                      [0., 0., 0., 0.]], dtype=float32))











# "bm.ones()" creates an array full of ones

bm.ones((3, 4))








JaxArray(DeviceArray([[1., 1., 1., 1.],
                      [1., 1., 1., 1.],
                      [1., 1., 1., 1.]], dtype=float32))











linspace() and arange()

Another two commonly used 1D array creation functions are bm.linspace() and bm.arange().

bm.arange() creates arrays with regularly incrementing values. It receives “start”, “end”, and “step” settings.



# if only one argument "A" are provided, the function will  
# recognize the "start = 0", "end = A", and "step = 1" .

bm.arange(10)  








JaxArray(DeviceArray([0, 1, 2, 3, 4, 5, 6, 7, 8, 9], dtype=int32))











# if two argument "A, B" are provided, the function will  
# recognize the "start = A", "end = B", and "step = 1" .

bm.arange(2, 10, dtype=float)








JaxArray(DeviceArray([2., 3., 4., 5., 6., 7., 8., 9.], dtype=float32))











# if three argument "A, B, C" are provided, the function will  
# recognize the "start = A", "end = B", and "step = C" .

bm.arange(2, 3, 0.1)








JaxArray(DeviceArray([2.       , 2.1      , 2.1999998, 2.2999997, 2.3999996,
                      2.4999995, 2.5999994, 2.6999993, 2.7999992, 2.8999991],            dtype=float32))









Due to the finite floating point precision, it is generally not possible to predict the number of elements obtained by bm.arange(). For this reason, it is usually better to use the function bm.linspace() that receives  “start”, “end”, and “num” settings.



bm.linspace(2, 3, 10)








JaxArray(DeviceArray([2.       , 2.1111112, 2.2222223, 2.3333333, 2.4444447,
                      2.5555556, 2.6666665, 2.777778 , 2.8888888, 3.       ],            dtype=float32))











Random sampling

brainpy.math module provides convenient random sampling functions. This module contains some simple random data generation methods, some permutation and distribution functions, and random generator functions. Here I just give several examples.


	brainpy.math.random.rand(d0, d1, ..., dn)




This function of random module is used to generate random numbers or values in a given shape.



bm.random.rand(5, 2)








JaxArray(DeviceArray([[0.99398685, 0.39656162],
                      [0.5161425 , 0.81978667],
                      [0.31676686, 0.083583  ],
                      [0.16560888, 0.40949285],
                      [0.43086028, 0.22965682]], dtype=float32))










	brainpy.math.random.randn(d0, d1, ..., dn)




This function of random module return a sample from the “standard normal” distribution.



bm.random.randn(5, 2)








JaxArray(DeviceArray([[-0.7701253 ,  0.00965391],
                      [-0.11301948,  0.1409633 ],
                      [-0.11914475,  0.068143  ],
                      [ 1.6409276 ,  1.3378068 ],
                      [ 1.8202178 , -0.37819335]], dtype=float32))










	brainpy.math.random.randint(low, high[, size, dtype])




This function of random module is used to generate random integers from inclusive(low) to exclusive(high).



bm.random.randint(0, 3, size=10)  








JaxArray(DeviceArray([0, 1, 1, 2, 0, 1, 0, 2, 0, 2], dtype=int32))










	brainpy.math.random.random([size])




This function of random module is used to generate random floats number in the half-open interval [0.0, 1.0).



bm.random.random((3, 2))








JaxArray(DeviceArray([[0.76483357, 0.559957  ],
                      [0.50227726, 0.41693842],
                      [0.65068877, 0.8199152 ]], dtype=float32))









brainpy.math module also provides permutation functions.


	brainpy.math.random.shuffle()




This function is used for modifying a sequence in-place by shuffling its contents.



bm.random.shuffle( bm.arange(10) )  








JaxArray(DeviceArray([8, 4, 9, 5, 7, 0, 3, 6, 1, 2], dtype=int32))










	brainpy.math.random.permutation()




This function permute a sequence randomly or return a permuted range.



bm.random.permutation( bm.arange(10) )  








JaxArray(DeviceArray([2, 1, 0, 9, 5, 4, 7, 6, 8, 3], dtype=int32))









brainpy.math module also provides functions to sample distributions.


	beta(a, b[, size])




This function is used to draw samples from a Beta distribution.



bm.random.beta(2, 3, 10) 








JaxArray(DeviceArray([0.48173192, 0.09183226, 0.5617174 , 0.4964077 , 0.5717186 ,
                      0.60861576, 0.3472139 , 0.58446443, 0.41256   , 0.07920451],            dtype=float32))










	exponential([scale, size])




This function is used to draw sample from an exponential distribution.



bm.random.exponential(1, 10) 








JaxArray(DeviceArray([1.5618182 , 0.18306465, 1.0619484 , 1.2519189 , 0.6019476 ,
                      1.0401233 , 0.37211612, 0.06336975, 3.796705  , 0.03766083],            dtype=float32))









More sampling methods please see random sampling functions.



And more

Moreover, there are many other methods we can use to create tensors, including:


	Conversion from other Python structures (i.e. lists and tuples)


	Intrinsic NumPy array creation functions (e.g. arange, ones, zeros, etc.)


	Use of special library functions (e.g., random)


	Replicating, joining, or mutating existing tensors


	Reading arrays from disk, either from standard or custom formats


	Creating arrays from raw bytes through the use of strings or buffers




Detail of these methods please see NumPy tutorial: Array creation [https://numpy.org/doc/stable/user/basics.creation.html]. Most of these methods are supported in BrainPy.




Supported operations on tensor

All the operations in BrainPy are based on tensors. Therefore it is necessary to know what operations supported in each tensor object.


Basic operations

Arithmetic operators on tensors apply element-wise. Let’s take “+”, “-”, “*”, and “/” as examples.

We first create two tensors:



data = bm.array([1, 2])

data








JaxArray(DeviceArray([1, 2], dtype=int32))











ones = bm.ones(2)

ones








JaxArray(DeviceArray([1., 1.], dtype=float32))









[image: ]



data + ones








JaxArray(DeviceArray([2., 3.], dtype=float32))









[image: ]



data - ones








JaxArray(DeviceArray([0., 1.], dtype=float32))











data * data








JaxArray(DeviceArray([1, 4], dtype=int32))











data / data








JaxArray(DeviceArray([1., 1.], dtype=float32))









[image: ]

Aggregation functions can also be performed on tensors, like:


	.min(): get the minimum element;


	.max(): get the maximum element;


	.sum(): get the summation;


	.mean(): get the average;


	.prod(): get the result of multiplying the elements together;


	.std(): to get the standard deviation.






data = bm.array([1, 2, 3])

data.max()








DeviceArray(3, dtype=int32)











data.min()








DeviceArray(1, dtype=int32)











data.sum()








DeviceArray(6, dtype=int32)









[image: ]

It’s very common to want to aggregate along a row or column. You can specify on which axis you want the aggregation function to be computed. For example, you can find the maximum value within each column by specifying axis=0.



a = bm.array([[1, 2],
              [5, 3],
              [4, 6]])











a.max(axis=0)








JaxArray(DeviceArray([5, 6], dtype=int32))











a.max(axis=1)








JaxArray(DeviceArray([2, 5, 6], dtype=int32))









[image: ]



Broadcasting

Tensor operations are usually done on pairs of arrays on an element-by-element basis. In the simplest case, the two tensors must have exactly the same shape, as in the following example:



a = bm.array([1.0, 2.0, 3.0])
b = bm.array([2.0, 2.0, 2.0])

a * b








JaxArray(DeviceArray([2., 4., 6.], dtype=float32))









However, broadcasting rule relaxes this constraint when the tensor’ shapes meet certain constraints. The simplest broadcasting example occurs when an tensor and a scalar value are combined in an operation:



a = bm.array([1, 2])
b = 1.6

a * b








JaxArray(DeviceArray([1.6, 3.2], dtype=float32, weak_type=True))









[image: ]

Similarly, broadcasting can happens on matrix. Below is an example.



data = bm.array([[1, 2],
                 [3, 4],
                 [5, 6]])

ones_row = bm.array([[1, 1]])

data + ones_row








JaxArray(DeviceArray([[2, 3],
                      [4, 5],
                      [6, 7]], dtype=int32))









[image: ]

Under certain constraints, the smaller tensor can be “broadcast” across the larger tensor so that they have compatible shapes. Broadcasting provides a means of vectorizing tensor operations so that looping occurs in C instead of Python. It does this without making needless copies of data and usually leads to efficient algorithm implementations.

Generally, the dimensions of two tensors are compatible when


	they are equal, or


	one of them is 1


	one of them has less number of dimensions




If these conditions are not met, an error will happen.

For example, according to the broadcast rules, the following two shapes are compatible:

Image  (3d array): 256 x 256 x 3
Scale  (1d array):             3
Result (3d array): 256 x 256 x 3







image = bm.random.random((256, 256, 3))
scale = bm.random.random(3)

_ = image + scale 
_ = image - scale 
_ = image * scale 
_ = image / scale 









These shapes are also compatible:

A      (4d array):  8 x 1 x 6 x 1
B      (3d array):      7 x 1 x 5
Result (4d array):  8 x 7 x 6 x 5







A = bm.random.random((8, 1, 6, 1))
B = bm.random.random((7, 1, 5))

_ = A + B 
_ = A - B 
_ = A * B 
_ = A / B 









However, these examples of shapes do not broadcast:

A      (1d array):  3
B      (1d array):  4 # trailing dimensions do not match

A      (2d array):      2 x 1
B      (3d array):  8 x 4 x 3 # second from last dimensions mismatched







A = bm.random.random((3,))
B = bm.random.random((4,))

try:
    _ = A + B
except Exception as e:
    print(e)








add got incompatible shapes for broadcasting: (3,), (4,).











A = bm.random.random((2, 1))
B = bm.random.random((8, 4, 3))

try:
    _ = A + B
except Exception as e:
    print(e)








Incompatible shapes for broadcasting: ((1, 2, 1), (8, 4, 3))









More details about broadcasting please see NumPy documentation: broadcasting [https://numpy.org/doc/stable/user/basics.broadcasting.html].



Indexing, Slicing and Iterating

Any tensors can be indexed, sliced and iterated over, much like lists and other Python sequences. For examples:



a = bm.arange(10) ** 3

a








JaxArray(DeviceArray([  0,   1,   8,  27,  64, 125, 216, 343, 512, 729], dtype=int32))











a[2]








DeviceArray(8, dtype=int32)











a[2:5]








DeviceArray([ 8, 27, 64], dtype=int32)











# from start to position 6, exclusive, set every 2nd element to 1000,
# equivalent to a[0:6:2] = 1000

a[:6:2] = 1000

a








JaxArray(DeviceArray([1000,    1, 1000,   27, 1000,  125,  216,  343,  512,  729], dtype=int32))











a[::-1]  # reversed a








DeviceArray([ 729,  512,  343,  216,  125, 1000,   27, 1000,    1, 1000], dtype=int32)











for i in a:  # iterate a
    print(i**(1 / 3.))








10.000001
1.0
10.000001
3.0
10.000001
5.0000005
6.0000005
7.0000005
8.000001
9.000001









For multi-dimensional tensors, these indices should be given in a tuple separated by commas. For example,



b = bm.arange(20).reshape((5, 4))











b[2, 3]








DeviceArray(11, dtype=int32)











b[0:5, 1]  # each row in the second column of b








DeviceArray([ 1,  5,  9, 13, 17], dtype=int32)











b[:, 1]    # equivalent to the previous example








DeviceArray([ 1,  5,  9, 13, 17], dtype=int32)











b[1:3, :]  # each column in the second and third row of b








DeviceArray([[ 4,  5,  6,  7],
             [ 8,  9, 10, 11]], dtype=int32)









When fewer indices are provided than the number of axes, the missing indices are considered complete slices:



b[-1]   # the last row. Equivalent to b[-1, :]








DeviceArray([16, 17, 18, 19], dtype=int32)









You can also write this using dots as b[i, ...]. The dots (...) represent as many colons as needed to produce a complete indexing tuple.  For example, if x is an array with 5 axes, then


	x[1, 2, ...] is equivalent to x[1, 2, :, :, :],


	x[..., 3] to x[:, :, :, :, 3] and


	x[4, ..., 5, :] to x[4, :, :, 5, :].






c = bm.arange(48).reshape((6, 4, 2))











c[1, ...]  # same as c[1, :, :] or c[1]








DeviceArray([[ 8,  9],
             [10, 11],
             [12, 13],
             [14, 15]], dtype=int32)











c[..., 2]  # same as c[:, :, 2]








DeviceArray([[ 1,  3,  5,  7],
             [ 9, 11, 13, 15],
             [17, 19, 21, 23],
             [25, 27, 29, 31],
             [33, 35, 37, 39],
             [41, 43, 45, 47]], dtype=int32)









Iterating over multidimensional tensors is done with respect to the first axis:



for row in b:
    print(row)








[0 1 2 3]
[4 5 6 7]
[ 8  9 10 11]
[12 13 14 15]
[16 17 18 19]









More methods or advanced indexing and index tricks please see NumPy tutorial: Indexing [https://numpy.org/doc/stable/user/basics.indexing.html].



Mathematical functions

Tensors support many other functions, including


	mathematical functions [https://numpy.org/doc/stable/reference/routines.math.html]


	logical functions [https://numpy.org/doc/stable/reference/routines.logic.html]


	statistics functions [https://numpy.org/doc/stable/reference/routines.statistics.html]


	window functions [https://numpy.org/doc/stable/reference/routines.window.html]


	sorting, searching, and counting functions [https://numpy.org/doc/stable/reference/routines.sort.html]


	and others …




Most of these functions can be found in brainpy.math module. Let’s take a look at trigonometric, hyperbolic, rounding functions.



d = bm.linspace(0, 1, 10)

d








JaxArray(DeviceArray([0.        , 0.11111111, 0.22222222, 0.33333334, 0.44444445,
                      0.5555556 , 0.6666667 , 0.7777778 , 0.8888889 , 1.        ],            dtype=float32))











# trigonometric functions

bm.sin(d)








JaxArray(DeviceArray([0.        , 0.11088263, 0.22039774, 0.32719472, 0.42995638,
                      0.5274154 , 0.6183698 , 0.7016979 , 0.7763719 , 0.84147096],            dtype=float32))











bm.arcsin(d)








JaxArray(DeviceArray([0.        , 0.11134101, 0.2240931 , 0.33983693, 0.46055397,
                      0.589031  , 0.7297277 , 0.8911225 , 1.0949141 , 1.5707964 ],            dtype=float32))











# hyperbolic functions

bm.sinh(d)








JaxArray(DeviceArray([0.        , 0.11133985, 0.22405571, 0.33954054, 0.45922154,
                      0.58457786, 0.7171585 , 0.8586021 , 1.0106566 , 1.1752012 ],            dtype=float32))











# rounding functions

bm.round(d)








JaxArray(DeviceArray([0., 0., 0., 0., 0., 1., 1., 1., 1., 1.], dtype=float32))











# sum function

bm.sum(d)








DeviceArray(5., dtype=float32)














            

          

      

      

    

  

  
    
    

    Variables
    

    

    

    

    
 
  

    
      
          
            
  
Variables

In BrainPy, the JIT compilation for class objects relies on Variable. In this section, we are going to understand:


	what is Variable?


	the subtypes of Variable?






import brainpy as bp
import brainpy.math as bm










Variable

brainpy.math.Variable is a pointer refers to a tensor. It stores the value of the tensor. The concrete value in a Variable can be changed. If a tensor is labeled as a Variable, it means that it is a dynamical variable, and its data can be changed.

During the JIT compilation, the tensors which are not marked as Variable will be compiled as static data. The change of the tensor will not work, or cause an error.


	Create a Variable




Passing a tensor into the brainpy.math.Variable creates a Variable, for example:



bm.use_backend('numpy')

a1 = bm.random.random(5)
a2 = bm.Variable(a1)

a1, a2 








(array([0.33133975, 0.12552793, 0.93629203, 0.77514911, 0.22587844]),
 Variable([0.33133975, 0.12552793, 0.93629203, 0.77514911, 0.22587844]))











bm.use_backend('jax')

b1 = bm.random.random(5)
b2 = bm.Variable(b1)

b1, b2








(JaxArray(DeviceArray([0.70530474, 0.99841356, 0.815271  , 0.926391  , 0.84018004],            dtype=float32)),
 Variable(DeviceArray([0.70530474, 0.99841356, 0.815271  , 0.926391  , 0.84018004],            dtype=float32)))










	Access the value in a Variable




The concrete value of a Variable can be obtained through .value.



a2.value








array([0.33133975, 0.12552793, 0.93629203, 0.77514911, 0.22587844])











(a2.value == a1).all()








True











b2.value








DeviceArray([0.70530474, 0.99841356, 0.815271  , 0.926391  , 0.84018004],            dtype=float32)











(b2.value == b1).all()








DeviceArray(True, dtype=bool)










	Supported operations on a Variable




A Variable support almost all the operations for a tensor. Actually, brainpy.math.Variable is a subclass of brainpy.math.ndarray.



isinstance(a2, bp.math.numpy.ndarray)








True











isinstance(b2, bp.math.jax.ndarray)








True











isinstance(b2, bp.math.jax.JaxArray)








True











# `bp.math.jax.ndarray` is an alias for `bp.math.jax.JaxArray` in 'jax' backend

bp.math.jax.ndarray is bp.math.jax.JaxArray








True










Note

In ‘jax’ backend, after performing any operation on a Variable, the resulting value will be a JaxArray (bp.math.jax.ndarray is an alias for bp.math.jax.JaxArray in ‘jax’ backend). This means that the Variable can only be used to refer to a value.





b2 + 1.








JaxArray(DeviceArray([1.7053047, 1.9984136, 1.815271 , 1.926391 , 1.84018  ], dtype=float32))











b2 ** 2








JaxArray(DeviceArray([0.4974548 , 0.9968296 , 0.66466683, 0.8582003 , 0.7059025 ],            dtype=float32))











bp.math.jax.floor(b2)








JaxArray(DeviceArray([0., 0., 0., 0., 0.], dtype=float32))










	Subtypes of Variable




brainpy.math.Variable has several subtypes, including brainpy.math.TrainVar and brainpy.math.Parameter. Subtypes can also be customized and extended by the user. We are going to talk about this.



TrainVar

brainpy.math.TrainVar is a trainable variable (a subclass of brainpy.math.Variable). Usually, the trainable variables are meant to require their gradients and compute the corresponding update values. However, users can also use TrainVar for other purpose.



bm.use_backend('numpy')

a = bm.random.rand(4)

a, bm.TrainVar(a)








(array([0.81515042, 0.40363449, 0.89924935, 0.29827197]),
 TrainVar([0.81515042, 0.40363449, 0.89924935, 0.29827197]))











bm.use_backend('jax')

b = bm.random.rand(4)

b, bm.TrainVar(b)








(JaxArray(DeviceArray([0.4008    , 0.21182728, 0.9596069 , 0.6859863 ], dtype=float32)),
 TrainVar(DeviceArray([0.4008    , 0.21182728, 0.9596069 , 0.6859863 ], dtype=float32)))











Parameter

brainpy.math.Parameter is to label a dynamically changed parameter. It is also a subclass of brainpy.math.Variable. The advantage of using Parameter rather than Variable is that it can be easily retrieved by the Collector.subsets method (please see Base class).



bm.use_backend('numpy')

a = bm.random.rand(1)

a, bm.Parameter(a)








(array([0.5776296]), Parameter([0.5776296]))











bm.use_backend('jax')

b = bm.random.rand(1)

b, bm.Parameter(b)








(JaxArray(DeviceArray([0.61128676], dtype=float32)),
 Parameter(DeviceArray([0.61128676], dtype=float32)))











RandomState

In ‘jax’ backend, brainpy.math.random.RandomState is also a subclass of brainpy.math.Variable. This is because the RandomState in ‘jax’ backend must store the dynamically changed key information. Every time after a RandomState performs a random sampling, the “key” will change. For example,



bm.use_backend('jax')

state = bm.random.RandomState(seed=1234)

state








RandomState(DeviceArray([   0, 1234], dtype=uint32))











# perform a "random" sampling 
state.random(1)

# the value changed
state








RandomState(DeviceArray([2113592192, 1902136347], dtype=uint32))











# perform a "sample" sampling 
state.sample(1)

# the value changed too
state








RandomState(DeviceArray([1076515368, 3893328283], dtype=uint32))









Every instance of RandomState can create a new seed from the current seed with .split_key().



state.split_key()








DeviceArray([3028232624,  826525938], dtype=uint32)









It can also create multiple seeds from the current seed with .split_keys(n). This is used internally by pmap and vmap to ensure that random numbers are different in parallel threads.



state.split_keys(2)








DeviceArray([[4198471980, 1111166693],
             [1457783592, 2493283834]], dtype=uint32)











state.split_keys(5)








DeviceArray([[3244149147, 2659778815],
             [2548793527, 3057026599],
             [ 874320145, 4142002431],
             [3368470122, 3462971882],
             [1756854521, 1662729797]], dtype=uint32)









There is a default RandomState in brainpy.math.jax.random module: DEFAULT.



bm.random.DEFAULT








RandomState(DeviceArray([2580684476, 2503630841], dtype=uint32))









The inherent random methods like randint(), rand(), shuffle(), etc. are using this DEFAULT state. If you try to change the default RandomState, please use seed() method.



bm.random.seed(654321)

bm.random.DEFAULT








RandomState(DeviceArray([     0, 654321], dtype=uint32))
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Base Class

In this section, we are going to talk about:


	Base class for BrainPy ecosystem,


	Collector to facilitate variable collection and manipulation.






import brainpy as bp
import brainpy.math as bm










Base

The foundation of BrainPy is brainpy.Base. A Base instance is an object which has variables and methods. All methods in the Base object can be JIT compiled or automatic differentiated. Or we can say, any class objects want to JIT compile or auto differentiate must inherent from brainpy.Base.

A Base object can have many variables, children Base objects, integrators, and methods. For example, let’s implement a FitzHugh-Nagumo neuron model [https://brainmodels.readthedocs.io/en/latest/apis/generated/brainmodels.neurons.FHN.html].



class FHN(bp.Base):
  def __init__(self, num, a=0.7, b=0.8, tau=12.5, Vth=1.9, name=None):
    super(FHN, self).__init__(name=name)

    # parameters
    self.num = num
    self.a = a
    self.b = b
    self.tau = tau
    self.Vth = Vth

    # variables
    self.V = bm.Variable(bm.zeros(num))
    self.w = bm.Variable(bm.zeros(num))
    self.spike = bm.Variable(bm.zeros(num, dtype=bool))

    # integral
    self.integral = bp.odeint(method='rk4', f=self.derivative)

  def derivative(self, V, w, t, Iext):
    dw = (V + self.a - self.b * w) / self.tau
    dV = V - V * V * V / 3 - w + Iext
    return dV, dw

  def update(self, _t, _dt, x):
    V, w = self.integral(self.V, self.w, _t, x)
    self.spike[:] = bm.logical_and(V > self.Vth, self.V <= self.Vth)
    self.w[:] = w
    self.V[:] = V









Note this model has three variables: self.V, self.w, and self.spike. It also has an integrator self.integral.


Naming system

Every Base object has a unique name. You can specify a unique name when you instantiate a Base class. A used name will cause an error.



FHN(10, name='X').name








'X'











FHN(10, name='Y').name








'Y'











try:
    FHN(10, name='Y').name
except Exception as e:
    print(type(e).__name__, ':', e)








UniqueNameError : In BrainPy, each object should have a unique name. However, we detect that <__main__.FHN object at 0x7f4a7406bd60> has a used name "Y".









When you instance a Base class without “name” specification, BrainPy will assign a name for this object automatically. The rule for generating object name is class_name +  number_of_instances. For example, FHN0, FHN1, etc.



FHN(10).name








'FHN0'











FHN(10).name








'FHN1'









Therefore in BrainPy, you can access any object by its unique name, no matter how insignificant this object is.



Collection functions

Three important collection functions are implemented for each Base object. Specifically, they are:


	nodes(): to collect all instances of Base objects, including children nodes in a node.


	ints(): to collect all integrators defined in the Base node and in its children nodes.


	vars(): to collect all variables defined in the Base node and in its children nodes.




All integrators can be collected through one method Base.ints(). The result container is a Collector.



fhn = FHN(10)











ints = fhn.ints()

ints








{'FHN2.integral': <brainpy.integrators.ode.explicit_rk.RK4 at 0x7f4a7406b430>}











type(ints)








brainpy.base.collector.Collector









Similarly, all variables in a Base object can be collected through Base.vars(). The returned container is a TensorCollector (a subclass of Collector).



vars = fhn.vars()

vars








{'FHN2.V': Variable([0., 0., 0., 0., 0., 0., 0., 0., 0., 0.]),
 'FHN2.spike': Variable([False, False, False, False, False, False, False, False, False,
           False]),
 'FHN2.w': Variable([0., 0., 0., 0., 0., 0., 0., 0., 0., 0.])}











type(vars)








brainpy.base.collector.TensorCollector









All nodes in the model can also be collected through one method Base.nodes(). The result container is an instance of Collector.



nodes = fhn.nodes()

nodes  # note: integrator is also a node








{'RK44': <brainpy.integrators.ode.explicit_rk.RK4 at 0x7f4a7406b430>,
 'FHN2': <__main__.FHN at 0x7f4a7406b5e0>}











type(nodes)








brainpy.base.collector.Collector









Now, let’s make a more complicated model by using the previously defined model FHN.



class FeedForwardCircuit(bp.Base):
    def __init__(self, num1, num2, w=0.1, a=0.7, b=0.8, tau=12.5, Vth=1.9, name=None):
        super(FeedForwardCircuit, self).__init__(name=name)
        
        self.pre = FHN(num1, a=a, b=b, tau=tau, Vth=Vth)
        self.post = FHN(num2, a=a, b=b, tau=tau, Vth=Vth)
        
        conn = bm.ones((num1, num2), dtype=bool)
        self.conn = bm.fill_diagonal(conn, False) * w

    def update(self, _t, _dt, x):
        self.pre.update(_t, _dt, x)
        x2 = self.pre.spike @ self.conn
        self.post.update(_t, _dt, x2)









This model FeedForwardCircuit defines two layers. Each layer is modeled as a FitzHugh-Nagumo model (FHN). The first layer is densely connected to the second layer. The input to the second layer is the first layer’s spike times a connection strength w.



net = FeedForwardCircuit(8, 5)









We can retrieve all integrators in the network with .ints() :



net.ints()








{'FHN3.integral': <brainpy.integrators.ode.explicit_rk.RK4 at 0x7f4a74015670>,
 'FHN4.integral': <brainpy.integrators.ode.explicit_rk.RK4 at 0x7f4a7401b100>}









Or, retrieve all variables by .vars():



net.vars()








{'FHN3.V': Variable([0., 0., 0., 0., 0., 0., 0., 0.]),
 'FHN3.spike': Variable([False, False, False, False, False, False, False, False]),
 'FHN3.w': Variable([0., 0., 0., 0., 0., 0., 0., 0.]),
 'FHN4.V': Variable([0., 0., 0., 0., 0.]),
 'FHN4.spike': Variable([False, False, False, False, False]),
 'FHN4.w': Variable([0., 0., 0., 0., 0.])}









Or, retrieve all nodes (instances of Base class) with .nodes():



net.nodes()








{'FHN3': <__main__.FHN at 0x7f4a74077670>,
 'FHN4': <__main__.FHN at 0x7f4a740771c0>,
 'RK45': <brainpy.integrators.ode.explicit_rk.RK4 at 0x7f4a74015670>,
 'RK46': <brainpy.integrators.ode.explicit_rk.RK4 at 0x7f4a7401b100>,
 'FeedForwardCircuit0': <__main__.FeedForwardCircuit at 0x7f4a74077790>}










Absolute path

It’s worthy to note that there are two types of ways to access variables, integrators, and nodes. They are “absolute” path and “relative” path. The default way is the absolute path.

“Absolute” path means that all keys in the resulting Collector (Base.nodes()) has the format of key = node_name [+ field_name].

.nodes() example 1: In the above fhn instance, there are two nodes: “fnh” and its integrator “fhn.integral”.



fhn.integral.name, fhn.name








('RK44', 'FHN2')









Calling .nodes() returns models’ name and models.



fhn.nodes().keys()








dict_keys(['RK44', 'FHN2'])









.nodes() example 2: In the above net instance, there are five nodes:



net.pre.name, net.post.name, net.pre.integral.name, net.post.integral.name, net.name








('FHN3', 'FHN4', 'RK45', 'RK46', 'FeedForwardCircuit0')









Calling .nodes() also returns the names and instances of all models.



net.nodes().keys()








dict_keys(['FHN3', 'FHN4', 'RK45', 'RK46', 'FeedForwardCircuit0'])









.vars() example 1: In the above fhn instance, there are three variables: “V”, “w” and “input”. Calling .vars() returns a dict of <node_name + var_name, var_value>.



fhn.vars()








{'FHN2.V': Variable([0., 0., 0., 0., 0., 0., 0., 0., 0., 0.]),
 'FHN2.spike': Variable([False, False, False, False, False, False, False, False, False,
           False]),
 'FHN2.w': Variable([0., 0., 0., 0., 0., 0., 0., 0., 0., 0.])}









.vars() example 2: This also applies in the net instance:



net.vars()








{'FHN3.V': Variable([0., 0., 0., 0., 0., 0., 0., 0.]),
 'FHN3.spike': Variable([False, False, False, False, False, False, False, False]),
 'FHN3.w': Variable([0., 0., 0., 0., 0., 0., 0., 0.]),
 'FHN4.V': Variable([0., 0., 0., 0., 0.]),
 'FHN4.spike': Variable([False, False, False, False, False]),
 'FHN4.w': Variable([0., 0., 0., 0., 0.])}











Relative path

Variables, integrators, and nodes can also be accessed by relative path. For example, the pre instance in the net can be accessed by



net.pre








<__main__.FHN at 0x7f4a74077670>









Relative path preserves the dependence relationship. For example, all nodes retrieved from the perspective of net are:



net.nodes(method='relative')








{'': <__main__.FeedForwardCircuit at 0x7f4a74077790>,
 'pre': <__main__.FHN at 0x7f4a74077670>,
 'post': <__main__.FHN at 0x7f4a740771c0>,
 'pre.integral': <brainpy.integrators.ode.explicit_rk.RK4 at 0x7f4a74015670>,
 'post.integral': <brainpy.integrators.ode.explicit_rk.RK4 at 0x7f4a7401b100>}









However, nodes retrieved from the start point of net.pre will be:



net.pre.nodes('relative')








{'': <__main__.FHN at 0x7f4a74077670>,
 'integral': <brainpy.integrators.ode.explicit_rk.RK4 at 0x7f4a74015670>}









Variables can also relatively inferred from the model. For example, all variables one can relatively accessed from net are:



net.vars('relative')








{'pre.V': Variable([0., 0., 0., 0., 0., 0., 0., 0.]),
 'pre.spike': Variable([False, False, False, False, False, False, False, False]),
 'pre.w': Variable([0., 0., 0., 0., 0., 0., 0., 0.]),
 'post.V': Variable([0., 0., 0., 0., 0.]),
 'post.spike': Variable([False, False, False, False, False]),
 'post.w': Variable([0., 0., 0., 0., 0.])}









While, variables relatively accessed from the view of net.post are:



net.post.vars('relative')








{'V': Variable([0., 0., 0., 0., 0.]),
 'spike': Variable([False, False, False, False, False]),
 'w': Variable([0., 0., 0., 0., 0.])}











Elements in containers

To avoid surprising unintended behaviors, collection functions don’t look for elements in list, dict or any container structure.



class ATest(bp.Base):
    def __init__(self):
        super(ATest, self).__init__()
        
        self.all_vars = [bm.Variable(bm.zeros(5)), bm.Variable(bm.ones(6)),]
        self.sub_nodes = {'a': FHN(10), 'b': FHN(5)}











t1 = ATest()









The above class define a list of variables, and a dict of children nodes. However, they can not be retrieved from the collection functions vars() and nodes().



t1.vars()








{}











t1.nodes()








{'ATest0': <__main__.ATest at 0x7f4a7401b2b0>}









Fortunately, in BrianPy, we provide implicit_vars and implicit_nodes (an instance of “dict”) to hold variables and nodes in container structures. Any variable registered in implicit_vars, or any integrator or node registered in implicit_nodes can be retrieved by collection functions. Let’s make a try.



class AnotherTest(bp.Base):
    def __init__(self):
        super(AnotherTest, self).__init__()
        
        self.all_vars = [bm.Variable(bm.zeros(5)), bm.Variable(bm.ones(6)),]
        self.sub_nodes = {'a': FHN(10, name='T1'), 'b': FHN(5, name='T2')}
        
        self.implicit_vars = {f'v{i}': v for i, v in enumerate(self.all_vars)}  # must be a dict
        self.implicit_nodes = {k: v for k, v in self.sub_nodes.items()}  # must be a dict











t2 = AnotherTest()











# This model has two "FHN" instances, each "FHN" instance has one integrator. 
# Therefore, there are five Base objects. 

t2.nodes()








{'T1': <__main__.FHN at 0x7f4a740777c0>,
 'T2': <__main__.FHN at 0x7f4a74077a90>,
 'RK49': <brainpy.integrators.ode.explicit_rk.RK4 at 0x7f4a74077340>,
 'RK410': <brainpy.integrators.ode.explicit_rk.RK4 at 0x7f4a74011040>,
 'AnotherTest0': <__main__.AnotherTest at 0x7f4a740157f0>}











# This model has five Base objects (seen above), 
# each FHN node has three variables, 
# moreover, this model has two implicit variables.

t2.vars()








{'T1.V': Variable([0., 0., 0., 0., 0., 0., 0., 0., 0., 0.]),
 'T1.spike': Variable([False, False, False, False, False, False, False, False, False,
           False]),
 'T1.w': Variable([0., 0., 0., 0., 0., 0., 0., 0., 0., 0.]),
 'T2.V': Variable([0., 0., 0., 0., 0.]),
 'T2.spike': Variable([False, False, False, False, False]),
 'T2.w': Variable([0., 0., 0., 0., 0.]),
 'AnotherTest0.v0': Variable([0., 0., 0., 0., 0.]),
 'AnotherTest0.v1': Variable([1., 1., 1., 1., 1., 1.])}












Saving and loading

Because Base.vars() returns a Python dictionary object Collector, they can be easily saved, updated, altered, and restored, adding a great deal of modularity to BrainPy models. Therefore, each Base object has standard exporting and loading methods (more details please see Saving and Loading). Specifically, they are implemented by Base.save_states() and Base.load_states().


Save

Base.save_states(PATH, [vars])





Model exporting in BrainPy supports various Python standard file formats, including


	HDF5: .h5, .hdf5


	.npz (NumPy file format)


	.pkl (Python’s pickle utility)


	.mat (Matlab file format)






net.save_states('./data/net.h5')











net.save_states('./data/net.pkl')











# Unknown file format will cause error

try:
    net.save_states('./data/net.xxx')
except Exception as e:
    print(type(e).__name__, ":", e)








BrainPyError : Unknown file format: ./data/net.xxx. We only supports ['.h5', '.hdf5', '.npz', '.pkl', '.mat']











Load


Base.load_states(PATH)







net.load_states('./data/net.h5')











net.load_states('./data/net.pkl')













Collector

Collection functions returns an brainpy.Collector. This class is a dictionary that maps names to elements. It has some useful methods.


subset()

Collector.subset(cls) returns a part of elements whose type is the given cls. For example, Base.nodes() returns all instances of Base class. If you are only interested in one type, like ODEIntegrator, you can use:



net.nodes().subset(bp.ode.ODEIntegrator)








{'RK45': <brainpy.integrators.ode.explicit_rk.RK4 at 0x7f4a74015670>,
 'RK46': <brainpy.integrators.ode.explicit_rk.RK4 at 0x7f4a7401b100>}









Actually, Collector.subset(cls) travels all the elements in this collection, and find the element whose type matches to the given cls.



unique()

It’s a common in machine learning that weights are shared with several objects, or the same weight can be accessed by various dependence relationships. Collection functions of Base usually return a collection in which the same value have multiple keys. The duplicate elements will not be automatically excluded. However, it is important not to apply operations twice or more to the same elements (e.g., apply gradients and update weights).

Therefore, Collector provides method Collector.unique() to handle this automatically. Collector.unique() returns a copy of collection in which all elements are unique.



class ModelA(bp.Base):
    def __init__(self):
        super(ModelA, self).__init__()
        self.a = bm.Variable(bm.zeros(5))

        
class SharedA(bp.Base):
    def __init__(self, source):
        super(SharedA, self).__init__()
        self.source = source
        self.a = source.a  # shared variable
        
        
class Group(bp.Base):
    def __init__(self):
        super(Group, self).__init__()
        self.A = ModelA()
        self.A_shared = SharedA(self.A)

g = Group()











g.vars('relative')  # save Variable can be accessed by three paths








{'A.a': Variable([0., 0., 0., 0., 0.]),
 'A_shared.a': Variable([0., 0., 0., 0., 0.]),
 'A_shared.source.a': Variable([0., 0., 0., 0., 0.])}











g.vars('relative').unique()  # only return a unique path








{'A.a': Variable([0., 0., 0., 0., 0.])}











g.nodes('relative')  # "ModelA" is accessed twice








{'': <__main__.Group at 0x7f4a74049190>,
 'A': <__main__.ModelA at 0x7f4a740490a0>,
 'A_shared': <__main__.SharedA at 0x7f4a74049550>,
 'A_shared.source': <__main__.ModelA at 0x7f4a740490a0>}











g.nodes('relative').unique()








{'': <__main__.Group at 0x7f4a74049190>,
 'A': <__main__.ModelA at 0x7f4a740490a0>,
 'A_shared': <__main__.SharedA at 0x7f4a74049550>}











update()

Collector is a dict. But, it has means to catch potential conflicts during assignment. The bracket assignment of a Collector ([key]) and Collector.update() will check whether the same key maps to a different value. If yes, an error will raise.



tc = bp.Collector({'a': bm.zeros(10)})

tc








{'a': array([0., 0., 0., 0., 0., 0., 0., 0., 0., 0.])}











try:
    tc['a'] = bm.zeros(1)  # same key "a", different tensor
except Exception as e:
    print(type(e).__name__, ":", e)








ValueError : Name "a" conflicts: same name for [0.] and [0. 0. 0. 0. 0. 0. 0. 0. 0. 0.].











try:
    tc.update({'a': bm.ones(1)})  # same key "a", different tensor
except Exception as e:
    print(type(e).__name__, ":", e)








ValueError : Name "a" conflicts: same name for [1.] and [0. 0. 0. 0. 0. 0. 0. 0. 0. 0.].











replace()

If you try to replace the old key with the new value, you should use Collector.replace(old_key, new_value) function.



tc








{'a': array([0., 0., 0., 0., 0., 0., 0., 0., 0., 0.])}











tc.replace('a', bm.ones(3))

tc








{'a': array([1., 1., 1.])}












TensorCollector

TensorCollector is subclass of Collector, but it is specifically to collect tensors.
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Compilation

In this section, we are going to talk about the concept of the code compilation to accelerate your model running performance.



import brainpy as bp
import brainpy.math.jax as bm

bp.math.use_backend('jax')










jit()

We have talked about the mechanism of JIT compilation for class objects in NumPy backend. In this section, we try to understand how to apply JIT when you are using JAX backend.

jax.jit() is excellent, while it only supports pure functions [https://jax.readthedocs.io/en/latest/notebooks/Common_Gotchas_in_JAX.html#pure-functions]. brainpy.math.jax.jit() is based on jax.jit(), but extends its ability to just-in-time compile your class objects.


JIT for pure functions

First, brainpy.math.jax.jit() can just-in-time compile your functions.



def selu(x, alpha=1.67, lmbda=1.05):
    return lmbda * bm.where(x > 0, x, alpha * bm.exp(x) - alpha)

x = bm.random.normal(size=(1000000,))











%timeit selu(x)








2.86 ms ± 136 µs per loop (mean ± std. dev. of 7 runs, 100 loops each)











selu_jit = bm.jit(selu) # jit accleration

%timeit selu_jit(x)








346 µs ± 21.3 µs per loop (mean ± std. dev. of 7 runs, 1000 loops each)











JIT for class objects

Moreover, brainpy.math.jax.jit() is powerful to just-in-time compile your class objects. The constraints for class object JIT are:


	The JIT target must be a subclass of brainpy.Base.


	Dynamically changed variables must be labeled as brainpy.math.Variable.


	Variable changes must be made in-place.






class LogisticRegression(bp.Base):
    def __init__(self, dimension):
        super(LogisticRegression, self).__init__()

        # parameters
        self.dimension = dimension

        # variables
        self.w = bm.Variable(2.0 * bm.ones(dimension) - 1.3)

    def __call__(self, X, Y):
        u = bm.dot(((1.0 / (1.0 + bm.exp(-Y * bm.dot(X, self.w))) - 1.0) * Y), X)
        self.w[:] = self.w - u

num_dim, num_points = 10, 200000
points = bm.random.random((num_points, num_dim))
labels = bm.random.random(num_points)











lr = LogisticRegression(10)











%timeit lr(points, labels)








2.77 ms ± 140 µs per loop (mean ± std. dev. of 7 runs, 100 loops each)











lr_jit = bm.jit(lr)

%timeit lr_jit(points, labels)








1.29 ms ± 10.9 µs per loop (mean ± std. dev. of 7 runs, 1000 loops each)











JIT mechanism

The mechanism of JIT compilation is that BrainPy automatically transforms your class methods into functions.

brainpy.math.jax.jit() receives a dyn_vars argument, which denotes the dynamically changed variables. If you do not provide it, BrainPy will automatically detect them by calling Base.vars(). Once get “dyn_vars”, BrainPy will treat “dyn_vars” as function arguments, thus making them able to dynamically change.



import types

isinstance(lr_jit, types.FunctionType)  # "lr" is class, while "lr_jit" is a function








True









Therefore, the secrete of brainpy.math.jax.jit() is providing “dyn_vars”. No matter your target is a class object, a method in the class object, or a pure function, if there are dynamically changed variables, you just pack them into brainpy.math.jax.jit() as “dyn_vars”. Then, all the compilation and acceleration will be handled by BrainPy automatically.



Example 1: JIT a class method



class Linear(bp.Base):
    def __init__(self, n_in, n_out):
        super(Linear, self).__init__()
        self.w = bm.TrainVar(bm.random.random((n_in, n_out)))
        self.b = bm.TrainVar(bm.zeros(n_out))
    
    def update(self, x):
        return x @ self.w + self.b











x = bm.zeros(10)
l = Linear(10, 3)









This time, we mark “w” and “b” as dynamically changed variables.



update1 = bm.jit(l.update, dyn_vars=[l.w, l.b])  # make 'w' and 'b' dynamically change
update1(x)  # x is 0., b is 0., therefore y is 0.








JaxArray(DeviceArray([0., 0., 0.], dtype=float32))











l.b[:] = 1.  # change b to 1, we expect y will be 1 too

update1(x)








JaxArray(DeviceArray([1., 1., 1.], dtype=float32))









This time, we only mark “w” as dynamically changed variables. We will find also modify “b”, the results will not change.



update2 = bm.jit(l.update, dyn_vars=[l.w])  # make 'w' dynamically change

update2(x)








JaxArray(DeviceArray([1., 1., 1.], dtype=float32))











l.b[:] = 2.  # change b to 2, while y will not be 2
update2(x)








JaxArray(DeviceArray([1., 1., 1.], dtype=float32))











Example 2: JIT a function

Now, we change the above “Linear” object to a function.



n_in = 10;  n_out = 3

w = bm.TrainVar(bm.random.random((n_in, n_out)))
b = bm.TrainVar(bm.zeros(n_out))

def update(x):
    return x @ w + b









If we do not provide dyn_vars, “w” and “b” will be compiled as constant values.



update1 = bm.jit(update)
update1(x)








JaxArray(DeviceArray([0., 0., 0.], dtype=float32))











b[:] = 1.  # modify the value of 'b' will not 
           # change the result, because in the 
           # jitted function, 'b' is already 
           # a constant
update1(x)








JaxArray(DeviceArray([0., 0., 0.], dtype=float32))









Provide “w” and “b” as dyn_vars will make them dynamically changed again.



update2 = bm.jit(update, dyn_vars=(w, b))
update2(x)








JaxArray(DeviceArray([1., 1., 1.], dtype=float32))











b[:] = 2.  # change b to 2, while y will not be 2
update2(x)








JaxArray(DeviceArray([2., 2., 2.], dtype=float32))











RandomState

We have talked about RandomState in Variables section. We said that it is also a Variable. Therefore, if your functions have used the default RandomState (brainpy.math.jax.random.DEFAULT), you should add it into the dyn_vars scope of the function. Otherwise, they will be treated as constants and the jitted function will always return the same value.



def function():
    return bm.random.normal(0, 1, size=(10,))











f1 = bm.jit(function)

f1() == f1()








JaxArray(DeviceArray([ True,  True,  True,  True,  True,  True,  True,  True,
                       True,  True], dtype=bool))









The correct way to make JIT for this function is:



bm.random.seed(1234)

f2 = bm.jit(function, dyn_vars=bm.random.DEFAULT)

f2() == f2()








JaxArray(DeviceArray([False, False, False, False, False, False, False, False,
                      False, False], dtype=bool))











Example 3: JIT a neural network

Now, let’s use SGD to train a neural network with JIT acceleration. Here we will use the autograd function brainpy.math.jax.grad(), which will be detailed out in the next section.



class LinearNet(bp.Base):
    def __init__(self, n_in, n_out):
        super(LinearNet, self).__init__()

        # weights
        self.w = bm.TrainVar(bm.random.random((n_in, n_out)))
        self.b = bm.TrainVar(bm.zeros(n_out))
        self.r = bm.TrainVar(bm.random.random((n_out, 1)))
    
    def update(self, x):
        h = x @ self.w + self.b
        return h @ self.r
    
    def loss(self, x, y):
        predict = self.update(x)
        return bm.mean((predict - y) ** 2)


ln = LinearNet(100, 200)

# provide the variables want to update
opt = bm.optimizers.SGD(lr=1e-6, train_vars=ln.vars()) 

# provide the variables require graidents
f_grad = bm.grad(ln.loss, grad_vars=ln.vars(), return_value=True)  


def train(X, Y):
    grads, loss = f_grad(X, Y)
    opt.update(grads)
    return loss

# JIT the train function 
train_jit = bm.jit(train, dyn_vars=ln.vars() + opt.vars())











xs = bm.random.random((1000, 100))
ys = bm.random.random((1000, 1))

for i in range(30):
    loss  = train_jit(xs, ys)
    print(f'Train {i}, loss = {loss:.2f}')








Train 0, loss = 103.74
Train 1, loss = 63.50
Train 2, loss = 40.54
Train 3, loss = 27.44
Train 4, loss = 19.97
Train 5, loss = 15.71
Train 6, loss = 13.27
Train 7, loss = 11.89
Train 8, loss = 11.09
Train 9, loss = 10.64
Train 10, loss = 10.38
Train 11, loss = 10.24
Train 12, loss = 10.15
Train 13, loss = 10.10
Train 14, loss = 10.08
Train 15, loss = 10.06
Train 16, loss = 10.05
Train 17, loss = 10.05
Train 18, loss = 10.04
Train 19, loss = 10.04
Train 20, loss = 10.04
Train 21, loss = 10.04
Train 22, loss = 10.04
Train 23, loss = 10.04
Train 24, loss = 10.04
Train 25, loss = 10.04
Train 26, loss = 10.04
Train 27, loss = 10.04
Train 28, loss = 10.04
Train 29, loss = 10.04











Static arguments

Static arguments are arguments that are treated as static/constant in the jitted function.

Numerical arguments used in condition syntax (bool value or resulting bool value), and strings must be marked as static. Otherwise, an error will raise.



@bm.jit
def f(x):
  if x < 3:  # this will cause error
    return 3. * x ** 2
  else:
    return -4 * x











try:
    f(1.)
except Exception as e:
    print(type(e), e)








<class 'jax._src.errors.ConcretizationTypeError'> Abstract tracer value encountered where concrete value is expected: Traced<ShapedArray(bool[], weak_type=True)>with<DynamicJaxprTrace(level=0/1)>
The problem arose with the `bool` function. 
While tracing the function f at <ipython-input-70-14a993a83941>:1 for jit, this concrete value was not available in Python because it depends on the value of the argument 'x'.

See https://jax.readthedocs.io/en/latest/errors.html#jax.errors.ConcretizationTypeError









Simply speaking, arguments resulting boolean values must be declared as static arguments. In brainpy.math.jax.jit() function, if can set the names of static arguments.



def f(x):
  if x < 3:  # this will cause error
    return 3. * x ** 2
  else:
    return -4 * x

f_jit = bm.jit(f, static_argnames=('x', ))











f_jit(x=1.)








DeviceArray(3., dtype=float32, weak_type=True)









However, it’s worthy noting that calling the jitted function with different values for these static arguments will trigger recompilation. Therefore, declaring static arguments may be suitable to the following situations:


	Boolean arguments.


	Arguments only have several possible values.




If the argument value change significantly, you’d better not to declare it as static.

For more information, please refer to jax.jit [https://jax.readthedocs.io/en/latest/jax.html?highlight=jit#jax.jit] API.




vmap()

Coming soon.



pmap()

Coming soon.
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Differentiation

In this section, we are going to talk about how to make auto differentiation on your functions and class objects with ‘jax’ backend. In nowadays machine learning systems, computing and using gradients are common in various situations. So, we try to understand


	how to  calculate derivatives of arbitrary complex functions,


	how to compute high-order gradients.






import brainpy as bp
import brainpy.math.jax as bm

bp.math.use_backend('jax')









All autodiff functions in BrainPy support pure functions and class objects.


grad()

brainpy.math.jax.grad() takes a function/object and returns a new function which computes the gradient of the original function/object.


Pure functions

For pure function, the gradient is taken with respect to the first argument:



def f(a, b):
    return a * 2 + b

grad_f1 = bm.grad(f)











grad_f1(2., 1.)








DeviceArray(2., dtype=float32)









However, this can be controlled via the argnums argument.



grad_f2 = bm.grad(f, argnums=(0, 1))

grad_f2(2., 1.)








(DeviceArray(2., dtype=float32), DeviceArray(1., dtype=float32))











Class objects

For a class object or a class bound function, the gradient is taken with respect to the provided grad_vars argument:



class F(bp.Base):
    def __init__(self):
        super(F, self).__init__()
        self.a = bm.TrainVar(bm.ones(1))
        self.b = bm.TrainVar(bm.ones(1))

    def __call__(self, c):
        ab = self.a * self.b
        ab2 = ab * 2
        vv = ab2 + c
        return vv.mean()
    
f = F()









The grad_vars can be a JaxArray, or a list/tuple/dict of JaxArray.



bm.grad(f, grad_vars=f.train_vars())(10.)








{'F0.a': TrainVar(DeviceArray([2.], dtype=float32)),
 'F0.b': TrainVar(DeviceArray([2.], dtype=float32))}











bm.grad(f, grad_vars=[f.a, f.b])(10.)








[TrainVar(DeviceArray([2.], dtype=float32)),
 TrainVar(DeviceArray([2.], dtype=float32))]









If there are values dynamically changed in the gradient function, you can provide them in the dyn_vars argument.



class F2(bp.Base):
    def __init__(self):
        super(F2, self).__init__()
        self.a = bm.TrainVar(bm.ones(1))
        self.b = bm.TrainVar(bm.ones(1))

    def __call__(self, c):
        ab = self.a * self.b
        ab = ab * 2
        self.a.value = ab
        return (ab + c).mean()











f2 = F2()
bm.grad(f2, dyn_vars=[f2.a], grad_vars=f2.b)(10.)








TrainVar(DeviceArray([2.], dtype=float32))









Also, if you are interested with the gradient of the input value, please use argnums argument. For this situation, calling the gradient function will return (grads_of_grad_vars, *grads_of_args).



class F3(bp.Base):
    def __init__(self):
        super(F3, self).__init__()
        self.a = bm.TrainVar(bm.ones(1))
        self.b = bm.TrainVar(bm.ones(1))

    def __call__(self, c, d):
        ab = self.a * self.b
        ab = ab * 2
        return (ab + c * d).mean()











f3 = F3()
grads_of_gv, grad_of_arg0 = bm.grad(f3, grad_vars=[f3.a, f3.b], argnums=0)(10., 3.)

print("grads_of_gv :", grads_of_gv)
print("grad_of_arg0 :", grad_of_arg0)








grads_of_gv : [TrainVar(DeviceArray([2.], dtype=float32)), TrainVar(DeviceArray([2.], dtype=float32))]
grads_of_args : 3.0











f3 = F3()
grads_of_gv, grad_of_arg0, grad_of_arg1 = bm.grad(f3, grad_vars=[f3.a, f3.b], argnums=(0, 1))(10., 3.)

print("grads_of_gv :", grads_of_gv)
print("grad_of_arg0 :", grad_of_arg0)
print("grad_of_arg1 :", grad_of_arg1)








grads_of_gv : [TrainVar(DeviceArray([2.], dtype=float32)), TrainVar(DeviceArray([2.], dtype=float32))]
grad_of_arg0 : 3.0
grad_of_arg1 : 10.0









Actually, we recommend you to provide any dynamically changed variables (no matter them are updated in the gradient function) in the dyn_vars argument.



Auxiliary data

Usually, we want to get the value of the loss, or, we want to return some intermediate variables during the gradient computation. For them situation, users can set has_aux=True to return auxiliary data, and set return_value=True to return loss value.



# return loss

grad, loss = bm.grad(f, grad_vars=f.a, return_value=True)(10.)

print('grad: ', grad)
print('loss: ', loss)








grad:  TrainVar(DeviceArray([2.], dtype=float32))
loss:  12.0











class F4(bp.Base):
    def __init__(self):
        super(F4, self).__init__()
        self.a = bm.TrainVar(bm.ones(1))
        self.b = bm.TrainVar(bm.ones(1))

    def __call__(self, c):
        ab = self.a * self.b
        ab2 = ab * 2
        loss = (ab + c).mean()
        return loss, (ab, ab2)
    

f4 = F4()
    
# return intermediate values
grad, aux_data = bm.grad(f4, grad_vars=f4.a, has_aux=True)(10.)

print('grad: ', grad)
print('aux_data: ', aux_data)








grad:  TrainVar(DeviceArray([1.], dtype=float32))
aux_data:  (JaxArray(DeviceArray([1.], dtype=float32)), JaxArray(DeviceArray([2.], dtype=float32)))









Note: Any function wants to compute gradients through brainpy.math.jax.grad() must return a scalar value. Otherwise an error will raise.



try:
    bm.grad(lambda x: x)(bm.zeros(2))
except Exception as e:
    print(type(e), e)








<class 'TypeError'> Gradient only defined for scalar-output functions. Output was [0. 0.].











# this is right
bm.grad(lambda x: x.mean())(bm.zeros(2))








JaxArray(DeviceArray([0.5, 0.5], dtype=float32))









If you want to take gradients for a vector-output values, please use brainpy.math.jax.jacobian() function.




jacobian()

Coming soon.



hessian()

Coming soon.
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Control Flows

In this section, we are going to talk about how to build structured control flows in ‘jax’ backend. These control flows include


	for loop syntax,


	while loop syntax,


	and condition syntax.






import brainpy as bp
import brainpy.math.jax as bm

bp.math.use_backend('jax')









In JAX, the control flow syntaxes are not easy to use. Users must transform the intuitive Python control flows into structured control flows [https://jax.readthedocs.io/en/latest/notebooks/Common_Gotchas_in_JAX.html#structured-control-flow-primitives].

Based on JaxArray provided in BrainPy, we try to present a better syntax to make control flows.


make_loop()

brainpy.math.jax.make_loop() is used to generate a for-loop function when you are using JaxArray.

Let’s image your requirement: you are using several JaxArray (grouped as dyn_vars) to implement your body function “body_fun”, and you want to gather the history values of several of them (grouped as out_vars). Sometimes, your body function return something, and you also want to gather the return values. With Python syntax, your requirement is equivalent to


def for_loop_function(body_fun, dyn_vars, out_vars, xs):
  ys = []
  for x in xs:
    # 'dyn_vars' and 'out_vars' 
    # are updated in 'body_fun()'
    results = body_fun(x)
    ys.append([out_vars, results])
  return ys






In BrainPy, using brainpy.math.jax.make_loop() you can define this logic like:


loop_fun = brainpy.math.jax.make_loop(body_fun, dyn_vars, out_vars, has_return=False)

hist_of_out_vars = loop_fun(xs)





Or,


loop_fun = brainpy.math.jax.make_loop(body_fun, dyn_vars, out_vars, has_return=True)

hist_of_out_vars, hist_of_return_vars = loop_fun(xs)





Let’s implement a recurrent network to illustrate how to use this function.



class RNN(bp.DynamicalSystem):
  def __init__(self, n_in, n_h, n_out, n_batch, g=1.0, **kwargs):
    super(RNN, self).__init__(**kwargs)

    # parameters
    self.n_in = n_in
    self.n_h = n_h
    self.n_out = n_out
    self.n_batch = n_batch
    self.g = g

    # weights
    self.w_ir = bm.TrainVar(bm.random.normal(scale=1 / n_in ** 0.5, size=(n_in, n_h)))
    self.w_rr = bm.TrainVar(bm.random.normal(scale=g / n_h ** 0.5, size=(n_h, n_h)))
    self.b_rr = bm.TrainVar(bm.zeros((n_h,)))
    self.w_ro = bm.TrainVar(bm.random.normal(scale=1 / n_h ** 0.5, size=(n_h, n_out)))
    self.b_ro = bm.TrainVar(bm.zeros((n_out,)))

    # variables
    self.h = bm.Variable(bm.random.random((n_batch, n_h)))

    # function
    self.predict = bm.make_loop(self.cell,
                                dyn_vars=self.vars(),
                                out_vars=self.h,
                                has_return=True)

  def cell(self, x):
    self.h[:] = bm.tanh(self.h @ self.w_rr + x @ self.w_ir + self.b_rr)
    o = self.h @ self.w_ro + self.b_ro
    return o


rnn = RNN(n_in=10, n_h=100, n_out=3, n_batch=5)









In the above RNN model, we define a body function RNN.cell for later for-loop over input values. The loop function is defined as self.predict with bm.make_loop(). We care about the history values of “self.h” and the readout value “o”, so we set out_vars = self.h and has_return=True.



xs = bm.random.random((100, rnn.n_in))
hist_h, hist_o = rnn.predict(xs)











hist_h.shape  # the shape should be (num_time,) + h.shape








(100, 5, 100)











hist_o.shape  # the shape should be (num_time, ) + o.shape








(100, 5, 3)









If you have multiple input values, you should wrap them as a container and call the loop function with loop_fun(xs), where “xs” can be a JaxArray, list/tuple/dict of JaxArray. For examples:



a = bm.zeros(10)

def body(x):
    x1, x2 = x  # "x" is a tuple/list of JaxArray
    a.value += (x1 + x2)

loop = bm.make_loop(body, dyn_vars=[a], out_vars=a)
loop(xs=[bm.arange(10), bm.ones(10)])








JaxArray(DeviceArray([[ 1.,  1.,  1.,  1.,  1.,  1.,  1.,  1.,  1.,  1.],
                      [ 3.,  3.,  3.,  3.,  3.,  3.,  3.,  3.,  3.,  3.],
                      [ 6.,  6.,  6.,  6.,  6.,  6.,  6.,  6.,  6.,  6.],
                      [10., 10., 10., 10., 10., 10., 10., 10., 10., 10.],
                      [15., 15., 15., 15., 15., 15., 15., 15., 15., 15.],
                      [21., 21., 21., 21., 21., 21., 21., 21., 21., 21.],
                      [28., 28., 28., 28., 28., 28., 28., 28., 28., 28.],
                      [36., 36., 36., 36., 36., 36., 36., 36., 36., 36.],
                      [45., 45., 45., 45., 45., 45., 45., 45., 45., 45.],
                      [55., 55., 55., 55., 55., 55., 55., 55., 55., 55.]],            dtype=float32))











a = bm.zeros(10)

def body(x):  # "x" is a dict of JaxArray
    a.value += x['a'] + x['b']

loop = bm.make_loop(body, dyn_vars=[a], out_vars=a)
loop(xs={'a': bm.arange(10), 'b': bm.ones(10)})








JaxArray(DeviceArray([[ 1.,  1.,  1.,  1.,  1.,  1.,  1.,  1.,  1.,  1.],
                      [ 3.,  3.,  3.,  3.,  3.,  3.,  3.,  3.,  3.,  3.],
                      [ 6.,  6.,  6.,  6.,  6.,  6.,  6.,  6.,  6.,  6.],
                      [10., 10., 10., 10., 10., 10., 10., 10., 10., 10.],
                      [15., 15., 15., 15., 15., 15., 15., 15., 15., 15.],
                      [21., 21., 21., 21., 21., 21., 21., 21., 21., 21.],
                      [28., 28., 28., 28., 28., 28., 28., 28., 28., 28.],
                      [36., 36., 36., 36., 36., 36., 36., 36., 36., 36.],
                      [45., 45., 45., 45., 45., 45., 45., 45., 45., 45.],
                      [55., 55., 55., 55., 55., 55., 55., 55., 55., 55.]],            dtype=float32))









dyn_vars, out_vars, xs and body function returns can be arrays with the container structure like tuple/list/dict. The history output values will preserve the container structure of out_varsand body function returns. If has_return=True, the loop function will return a tuple of (hist_of_out_vars, hist_of_fun_returns). If no values are interested, please set out_vars=None, and the loop function only returns hist_of_out_vars.



make_while()

brainpy.math.jax.make_while() is used to generate a while-loop function when you are using JaxArray. It supports the following loop logic:


while condition:
    statements





When using brainpy.math.jax.make_while() , condition should be wrapped as a cond_fun function which returns a boolean value, and statements should be packed as a body_fun function which does not support return values:


while cond_fun(x):
    body_fun(x)





where x is the external input which is not iterated. All the iterated variables should be marked as JaxArray. All JaxArray used in cond_fun and body_fun should be declared in a dyn_vars variable.

Let’s look an example:



i = bm.zeros(1)
counter = bm.zeros(1)

def cond_f(x): 
    return i[0] < 10

def body_f(x):
    i.value += 1.
    counter.value += i

loop = bm.make_while(cond_f, body_f, dyn_vars=[i, counter])









In the above, we try to implement a sum from 0 to 10. We use two JaxArray i and counter.



loop()











counter








JaxArray(DeviceArray([55.], dtype=float32))











i








JaxArray(DeviceArray([10.], dtype=float32))











make_cond()

brainpy.math.jax.make_cond() is used to generate a condition function when you are using JaxArray. It supports the following condition logic:


if True:
    true statements 
else: 
    false statements





When using brainpy.math.jax.make_cond() , true statements should be wrapped as a true_fun function which implements logics under true assert (no return), and false statements should be wrapped as a false_fun function which implements logics under false assert (also does not support return values):


if True:
    true_fun(x)
else:
    false_fun(x)





All the JaxArray used in true_fun and false_fun should be declared in the dyn_vars argument. x is also used to receive the external input value.

Let’s make a try:



a = bm.zeros(2)
b = bm.ones(2)

def true_f(x):  a.value += 1

def false_f(x): b.value -= 1

cond = bm.make_cond(true_f, false_f, dyn_vars=[a, b])









Here, we have two tensors. If true, tensor a add 1; if false, tensor b subtract 1.



cond(pred=True)

a, b








(JaxArray(DeviceArray([1., 1.], dtype=float32)),
 JaxArray(DeviceArray([1., 1.], dtype=float32)))











cond(True)

a, b








(JaxArray(DeviceArray([2., 2.], dtype=float32)),
 JaxArray(DeviceArray([1., 1.], dtype=float32)))











cond(False)

a, b








(JaxArray(DeviceArray([2., 2.], dtype=float32)),
 JaxArray(DeviceArray([0., 0.], dtype=float32)))











cond(False)

a, b








(JaxArray(DeviceArray([2., 2.], dtype=float32)),
 JaxArray(DeviceArray([-1., -1.], dtype=float32)))









Or, we define a conditional case which depends on the external input.



a = bm.zeros(2)
b = bm.ones(2)

def true_f(x):  a.value += x

def false_f(x): b.value -= x

cond = bm.make_cond(true_f, false_f, dyn_vars=[a, b])











cond(True, 10.)

a, b








(JaxArray(DeviceArray([10., 10.], dtype=float32)),
 JaxArray(DeviceArray([1., 1.], dtype=float32)))











cond(False, 5.)

a, b








(JaxArray(DeviceArray([10., 10.], dtype=float32)),
 JaxArray(DeviceArray([-4., -4.], dtype=float32)))
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Optimizers

Gradient descent is one of the most popular algorithms to perform optimization. By far, gradient descent optimizers, combined with the loss function, are the key pieces that enable machine learning to work for your data. In this section, we are going to understand:


	how to use optimizers in BrainPy?


	how to customize your own optimizer?






import brainpy as bp
import brainpy.math.jax as bm

bp.math.use_backend('jax')











import matplotlib.pyplot as plt










Optimziers

The basic optimizer class in BrainPy is



bm.optimizers.Optimizer








brainpy.math.jax.optimizers.Optimizer









Following are some optimizers in BrainPy:


	SGD


	Momentum


	Nesterov momentum


	Adagrad


	Adadelta


	RMSProp


	Adam




Users can also extent their own optimizers easily.

Generally, an Optimizer initialization receives a learning rate lr, the trainable variables train_vars, and other hyperparameters for the specific optimizer.


	lr can be a float, or an instance of bm.optimizers.Scheduler.


	train_vars should be a dict of JaxArray.




Here we launch a SGD optimizer.



a = bm.ones((5, 4))
b = bm.zeros((3, 3))

op = bm.optimizers.SGD(lr=0.001, train_vars={'a': a, 'b': b})









When you try to update the parameters, you must provide the corresponding gradients for each parameter in the update() method.



op.update({'a': bm.random.random(a.shape), 'b': bm.random.random(b.shape)})

print('a:', a)
print('b:', b)








a: JaxArray(DeviceArray([[0.99970317, 0.99958736, 0.9991706 , 0.99929893],
                      [0.99986506, 0.9994412 , 0.9996797 , 0.9995855 ],
                      [0.99980134, 0.999285  , 0.99970514, 0.99927545],
                      [0.99907184, 0.9993837 , 0.99917775, 0.99953413],
                      [0.9999124 , 0.99908406, 0.9995969 , 0.9991523 ]],            dtype=float32))
b: JaxArray(DeviceArray([[-5.8195234e-04, -4.3874790e-04, -3.3398748e-05],
                      [-5.7411409e-04, -7.0666044e-04, -9.4130711e-04],
                      [-7.1995187e-04, -1.1736620e-04, -9.5254736e-04]],            dtype=float32))









You can process gradients before applying them. For example, we clip the graidents by the maximum L2-norm.



grads_pre = {'a': bm.random.random(a.shape), 'b': bm.random.random(b.shape)}

grads_pre








{'a': JaxArray(DeviceArray([[0.99927866, 0.03028023, 0.8803668 , 0.64568734],
                       [0.64056313, 0.04791141, 0.7399359 , 0.87378347],
                       [0.96773326, 0.7771431 , 0.9618045 , 0.8374212 ],
                       [0.64901245, 0.24517596, 0.06224799, 0.6327405 ],
                       [0.31687486, 0.6385107 , 0.9160483 , 0.67039466]],            dtype=float32)),
 'b': JaxArray(DeviceArray([[0.14722073, 0.52626574, 0.9817407 ],
                       [0.7333363 , 0.39472723, 0.82928896],
                       [0.7657701 , 0.93165004, 0.88332164]], dtype=float32))}











grads_post = bm.clip_by_norm(grads_pre, 1.)

grads_post








{'a': JaxArray(DeviceArray([[0.31979424, 0.00969043, 0.28173944, 0.20663615],
                       [0.20499626, 0.01533285, 0.23679803, 0.27963263],
                       [0.3096989 , 0.24870528, 0.30780157, 0.26799577],
                       [0.20770025, 0.07846245, 0.01992092, 0.20249282],
                       [0.1014079 , 0.20433943, 0.2931584 , 0.2145431 ]],            dtype=float32)),
 'b': JaxArray(DeviceArray([[0.0666547 , 0.23826863, 0.4444865 ],
                       [0.33202055, 0.17871413, 0.37546346],
                       [0.34670505, 0.4218078 , 0.39992693]], dtype=float32))}











op.update(grads_post)

print('a:', a)
print('b:', b)








a: JaxArray(DeviceArray([[0.9993834 , 0.99957764, 0.99888885, 0.9990923 ],
                      [0.9996601 , 0.9994259 , 0.9994429 , 0.9993059 ],
                      [0.99949163, 0.99903625, 0.99939734, 0.99900746],
                      [0.9988641 , 0.99930525, 0.99915785, 0.99933165],
                      [0.999811  , 0.99887973, 0.99930376, 0.9989378 ]],            dtype=float32))
b: JaxArray(DeviceArray([[-0.00064861, -0.00067702, -0.00047789],
                      [-0.00090613, -0.00088537, -0.00131677],
                      [-0.00106666, -0.00053917, -0.00135247]], dtype=float32))










Note

Optimizer usually has their own dynamically changed variables. If you JIT a function whose logic contains optimizer update, you should add variables in Optimzier.vars() onto the dyn_vars in bm.jit().





op.vars()  # SGD optimzier only has an iterable `step` variable to record the training step








{'Constant0.step': Variable(DeviceArray([2], dtype=int32))}











bm.optimizers.Momentum(lr=0.001, train_vars={'a': a, 'b': b}).vars()  # Momentum has velocity variables








{'Constant1.step': Variable(DeviceArray([0], dtype=int32)),
 'Momentum0.a_v': Variable(DeviceArray([[0., 0., 0., 0.],
                       [0., 0., 0., 0.],
                       [0., 0., 0., 0.],
                       [0., 0., 0., 0.],
                       [0., 0., 0., 0.]], dtype=float32)),
 'Momentum0.b_v': Variable(DeviceArray([[0., 0., 0.],
                       [0., 0., 0.],
                       [0., 0., 0.]], dtype=float32))}











bm.optimizers.Adam(lr=0.001, train_vars={'a': a, 'b': b}).vars()  # Adam has more variables








{'Constant2.step': Variable(DeviceArray([0], dtype=int32)),
 'Adam0.a_m': Variable(DeviceArray([[0., 0., 0., 0.],
                       [0., 0., 0., 0.],
                       [0., 0., 0., 0.],
                       [0., 0., 0., 0.],
                       [0., 0., 0., 0.]], dtype=float32)),
 'Adam0.b_m': Variable(DeviceArray([[0., 0., 0.],
                       [0., 0., 0.],
                       [0., 0., 0.]], dtype=float32)),
 'Adam0.a_v': Variable(DeviceArray([[0., 0., 0., 0.],
                       [0., 0., 0., 0.],
                       [0., 0., 0., 0.],
                       [0., 0., 0., 0.],
                       [0., 0., 0., 0.]], dtype=float32)),
 'Adam0.b_v': Variable(DeviceArray([[0., 0., 0.],
                       [0., 0., 0.],
                       [0., 0., 0.]], dtype=float32))}











Creating a custom optimizer

If you intend to create your own optimization algorithm, simply inherit from bm.optimizers.Optimizer class and override the following methods:


	__init__(): init function which receives learning rate (lr) and trainable variables (train_vars).


	update(grads): update function to compute the updated parameters.




For example,



class CustomizeOp(bm.optimizers.Optimizer):
    def __init__(self, lr, train_vars, *params, **other_params):
        super(CustomizeOp, self).__init__(lr, train_vars)
        
        # customize your initialization
        
    def update(self, grads):
        # customize your update logic
        pass











Schedulers

Scheduler seeks to adjust the learning rate during training by reducing the learning rate according to a pre-defined schedule.  Common learning rate schedules include time-based decay, step decay and exponential decay.

For example, we setup an exponential decay scheduler, in which the learning rate will decay exponentially along the train step.



sc = bm.optimizers.ExponentialDecay(lr=0.1, decay_steps=2, decay_rate=0.99)











def show(steps, rates):
    plt.plot(steps, rates)
    plt.xlabel('Train Step')
    plt.ylabel('Learning Rate')
    plt.show()











steps = bm.arange(1000)
rates = sc(steps)

show(steps, rates)








[image: ../_images/64443300e1c2b3e2d79f5bac153d22cec2d3647b157d81cfb04ff3af63474e02.png]




After Optimizer initialization, the learning rate self.lr will always be an instance of bm.optimizers.Scheduler. A scalar float learning rate initialization will result in a Constant scheduler.



op.lr








<brainpy.math.jax.optimizers.Constant at 0x2ab375a3700>









One can get the current learning rate value by calling Scheduler.__call__(i=None).


	If i is not provided, the learning rate value will be evaluated at the built-in training step.


	Otherwise, the learning rate value will be evaluated at the given step i.






op.lr()








0.001









In BrainPy, several common used learning rate schedulers are used:


	Constant


	ExponentialDecay


	InverseTimeDecay


	PolynomialDecay


	PiecewiseConstant






# InverseTimeDecay scheduler

rates = bm.optimizers.InverseTimeDecay(lr=0.01, decay_steps=10, decay_rate=0.999)(steps)
show(steps, rates)








[image: ../_images/b1359c52f506e2691e3d196817e2acb5241dfb605da26bc7110397b70cc86754.png]






# PolynomialDecay scheduler

rates = bm.optimizers.PolynomialDecay(lr=0.01, decay_steps=10, final_lr=0.0001)(steps)
show(steps, rates)








[image: ../_images/ab606d7e6eb405f5f38194833ad33c7925e7726f3dae80d165ad7d8d45263964.png]






Creating a custom scheduler

If users try to implement their own scheduler, simply inherit from bm.optimizers.Scheduler class and override the following methods:


	__init__(): the init function.


	__call__(i=None): the learning rate value evalution.






class CustomizeScheduler(bm.optimizers.Scheduler):
    def __init__(self, lr, *params, **other_params):
        super(CustomizeScheduler, self).__init__(lr)
        
        # customize your initialization
        
    def __call__(self, i=None):
        # customize your update logic
        pass
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Numerical Solvers for ODEs

@Chaoming Wang

Brain modeling toolkit provided in BrainPy is focused on differential equations. How to solve differential equations is the essence of the neurodynamics simulation. The exact algebraic solutions are only available for low-order differential equations. For the coupled high-dimensional non-linear brain dynamical systems, we need to resort to using numerical methods for solving such differential equations.

In this section, I will illustrate how to define ordinary differential quations (ODEs), and how to define the numerical integration methods for them in BrainPy.



import brainpy as bp
import brainpy.math as bm











import matplotlib.pyplot as plt

%matplotlib inline










How to define ODE functions?

BrainPy provides a convenient and intuitive way to define ODE systems. For the ODE

$$
{dx \over dt} = f_1(x, t, y, p_1)\
{dy \over dt} = f_2(y, t, x, p_2)
$$

we can define this system as a Python function:



def diff(x, y, t, p1, p2):
    dx = f1(x, t, y, p1)
    dy = g1(y, t, x, p2)
    return dx, dy









where t denotes the current time, p1 and p2 which after the t are represented as parameters needed in this system, and x and y passed before t denotes the dynamical variables. In the function body, the derivative for each variable can be customized by the user’s need f1 and f2. Finally, we return the corresponding derivatives dx and dy with the order the same as the variables in the function arguments.

For each variable x or y, it can be a scalar (var_type = bp.integrators.SCALAR_VAR), a vector/matrix (var_type = bp.integrators.POP_VAR), or a system (var_type = bp.integrators.SYSTEM_VAR). Here, the “system” means that the argument x denotes an array of variables. Take the above example as the demonstration again, we can redefine it as:



def diff(xy, t, p1, p2):
    x, y = xy
    dx = f1(x, t, y, p1)
    dy = g1(y, t, x, p2)
    return bm.array([dx, dy])











How to define the numerical integration for ODEs?

After the definition of ODE functions, the numerical integration of these functions are very easy in BrainPy. We just need put a decorator (bp.odeint).



@bp.odeint
def diff(x, y, t, p1, p2):
    dx = f1(x, t, y, p1)
    dy = g1(y, t, x, p2)
    return dx, dy









After wrapping the derivative function by bp.odeint, the function becomes an instance of ODEintegrator.



isinstance(diff, bp.ode.ODEIntegrator)








True









bp.odeint receives several arguments:


	“method”: A string, used to specify the numerical methods to integrate the ODE functions. The default method is Euler.






diff








<brainpy.integrators.ode.explicit_rk.Euler at 0x7fa92852d700>










	“dt”: A float, used to set the default numerical precision. The default “dt” is 0.1.






diff.dt








0.1










	“show_code”: bool, indicates whether show the numerical integration code. Let’s take Euler method and RK4 method as the illustrated examples.






@bp.odeint(method='euler', show_code=True, dt=0.01)
def diff(x, y, t, p1, p2):
    dx = f1(x, t, y, p1)
    dy = g1(y, t, x, p2)
    return dx, dy

diff








def brainpy_itg_of_ode1_diff(x, y, t, p1, p2, dt=0.01):
  dx_k1, dy_k1 = f(x, y, t, p1, p2)
  x_new = x + dx_k1 * dt * 1
  y_new = y + dy_k1 * dt * 1
  return x_new, y_new

{'f': <function diff at 0x7fa928517e50>}





<brainpy.integrators.ode.explicit_rk.Euler at 0x7fa92853d040>











@bp.odeint(method='rk4', show_code=True, dt=0.1)
def diff(x, y, t, p1, p2):
    dx = f1(x, t, y, p1)
    dy = g1(y, t, x, p2)
    return dx, dy

diff








def brainpy_itg_of_ode2_diff(x, y, t, p1, p2, dt=0.1):
  dx_k1, dy_k1 = f(x, y, t, p1, p2)
  k2_x_arg = x + dt * dx_k1 * 0.5
  k2_y_arg = y + dt * dy_k1 * 0.5
  k2_t_arg = t + dt * 0.5
  dx_k2, dy_k2 = f(k2_x_arg, k2_y_arg, k2_t_arg, p1, p2)
  k3_x_arg = x + dt * dx_k2 * 0.5
  k3_y_arg = y + dt * dy_k2 * 0.5
  k3_t_arg = t + dt * 0.5
  dx_k3, dy_k3 = f(k3_x_arg, k3_y_arg, k3_t_arg, p1, p2)
  k4_x_arg = x + dt * dx_k3
  k4_y_arg = y + dt * dy_k3
  k4_t_arg = t + dt
  dx_k4, dy_k4 = f(k4_x_arg, k4_y_arg, k4_t_arg, p1, p2)
  x_new = x + dx_k1 * dt * 1/6 + dx_k2 * dt * 1/3 + dx_k3 * dt * 1/3 + dx_k4 * dt * 1/6
  y_new = y + dy_k1 * dt * 1/6 + dy_k2 * dt * 1/3 + dy_k3 * dt * 1/3 + dy_k4 * dt * 1/6
  return x_new, y_new

{'f': <function diff at 0x7fa928517a60>}





<brainpy.integrators.ode.explicit_rk.RK4 at 0x7fa92853d910>











Two Illustrated Examples


Example 1: FitzHugh–Nagumo model

Now, let’s take the well known FitzHugh–Nagumo model [https://en.wikipedia.org/wiki/FitzHugh%E2%80%93Nagumo_model] as an exmaple to illustrate how to define ODE solvers for brain modeling. The FitzHugh–Nagumo model (FHN) model has two dynamical variables, which are governed by the following equations:

$$
\begin{split}
\tau {\dot  {w}}&=v+a-bw\
{\dot {v}} &=v-{\frac {v^{3}}{3}}-w+I_{\rm {ext}}
\end{split}
$$

For this FHN model, we can code it in BrainPy like this:



@bp.odeint(dt=0.01)
def integral(V, w, t, Iext, a, b, tau):
    dw = (V + a - b * w) / tau
    dV = V - V * V * V / 3 - w + Iext
    return dV, dw









After defining the numerical solver, the solution of the ODE system in the given times can be easily solved. For example, for the given parameters,



a=0.7;   b=0.8;   tau=12.5;   Iext=1.









the solution of the FHN model between 0 and 100 ms can be approximated by



import matplotlib.pyplot as plt

%matplotlib inline











hist_times = bm.arange(0, 100, 0.01)
hist_V = []
V, w = 0., 0.
for t in hist_times:
    V, w = integral(V, w, t, Iext, a, b, tau)
    hist_V.append(V)

plt.plot(hist_times, hist_V)








[<matplotlib.lines.Line2D at 0x7fa92846fa30>]





[image: ../_images/f4a3990a4271e5474771d72c4f49aa99af890ff31b8839032870c93f3be0886e.png]






Example 2: Hodgkin–Huxley model

Another more complex example is the classical Hodgkin–Huxley neuron model [https://en.wikipedia.org/wiki/Hodgkin%E2%80%93Huxley_model]. In HH model, four dynamical variables (V, m, n, h) are used for modeling the initiation and propagration of the action potential. Specificaly, they are governed by the following equations:

$$
\begin{aligned}
C_{m} \frac{d V}{d t} &=-\bar{g}{\mathrm{K}} n^{4}\left(V-V{K}\right)- \bar{g}{\mathrm{Na}} m^{3} h\left(V-V{N a}\right)-\bar{g}{l}\left(V-V{l}\right)+I_{s y n} \
\frac{d m}{d t} &=\alpha_{m}(V)(1-m)-\beta_{m}(V) m \
\frac{d h}{d t} &=\alpha_{h}(V)(1-h)-\beta_{h}(V) h \
\frac{d n}{d t} &=\alpha_{n}(V)(1-n)-\beta_{n}(V) n
\end{aligned}
$$

In BrainPy, such dynamical system can be coded as:



@bp.odeint(method='rk4', dt=0.01)
def integral(V, m, h, n, t, Iext, gNa, ENa, gK, EK, gL, EL, C):
    alpha = 0.1 * (V + 40) / (1 - bm.exp(-(V + 40) / 10))
    beta = 4.0 * bm.exp(-(V + 65) / 18)
    dmdt = alpha * (1 - m) - beta * m

    alpha = 0.07 * bm.exp(-(V + 65) / 20.)
    beta = 1 / (1 + bm.exp(-(V + 35) / 10))
    dhdt = alpha * (1 - h) - beta * h

    alpha = 0.01 * (V + 55) / (1 - bm.exp(-(V + 55) / 10))
    beta = 0.125 * bm.exp(-(V + 65) / 80)
    dndt = alpha * (1 - n) - beta * n

    I_Na = (gNa * m ** 3.0 * h) * (V - ENa)
    I_K = (gK * n ** 4.0) * (V - EK)
    I_leak = gL * (V - EL)
    dVdt = (- I_Na - I_K - I_leak + Iext) / C

    return dVdt, dmdt, dhdt, dndt









Same as the FHN model, we can also integrate the HH model in the given parameters and time interval:



Iext=10.;   ENa=50.;   EK=-77.;   EL=-54.387
C=1.0;      gNa=120.;  gK=36.;    gL=0.03











hist_times = bm.arange(0, 100, 0.01)
hist_V, hist_m, hist_h, hist_n = [], [], [], []
V, m, h, n = 0., 0., 0., 0.
for t in hist_times:
    V, m, h, n = integral(V, m, h, n, t, Iext, gNa, ENa, gK, EK, gL, EL, C)
    hist_V.append(V)
    hist_m.append(m)
    hist_h.append(h)
    hist_n.append(n)

plt.subplot(211)
plt.plot(hist_times, hist_V, label='V')
plt.legend()
plt.subplot(212)
plt.plot(hist_times, hist_m, label='m')
plt.plot(hist_times, hist_h, label='h')
plt.plot(hist_times, hist_n, label='n')
plt.legend()
plt.show()








[image: ../_images/b0f33e0ceb7b6f77c6101d60f2c75476bc2f75b0187facb8218d3237372d2ffe.png]







Provided ODE Numerical Solvers

BrainPy provides several numerical methods for ordinary differential equations (ODEs). Specifically, we provide explicit Runge-Kutta methods, adaptive Runge-Kutta methods, and Exponential Euler method for ODE numerical integration.


Explicit Runge-Kutta methods for ODEs

The first category of ODE numerical integration support is the explicit Runge-Kutta (RK) methods. RK methods are a huge family of numerical methods with a wide variety of trade-offs: efficiency, accuracy, stability, etc. The supported RK methods are listed in the following table:



	Methods

	Keywords





	Euler

	euler



	Midpoint

	midpoint



	Heun’s second-order method

	heun2



	Ralston’s second-order method

	ralston2



	RK2

	rk2



	RK3

	rk3



	RK4

	rk4



	Heun’s third-order method

	heun3



	Ralston’s third-order method

	ralston3



	Third-order Strong Stability Preserving Runge-Kutta

	ssprk3



	Ralston’s fourth-order method

	ralston4



	Runge-Kutta 3/8-rule fourth-order method

	rk4_38rule






Users can utilize these methods by specify the method option in brainpy.odeint() with their corresponding keyword. For example:



@bp.odeint(method='rk4')
def int_v(v, t, p):
    # do something
    return v

int_v








<brainpy.integrators.ode.explicit_rk.RK4 at 0x7fa9283b6100>









Or, you can directly instance your favorite integrator like:



@bp.ode.RK4
def int_v(v, t, p):
    # do something
    return v

int_v








<brainpy.integrators.ode.explicit_rk.RK4 at 0x7fa92852dc70>











def derivative(v, t, p):
    # do something
    return v

int_v = bp.ode.RK4(derivative, dt=0.01)
int_v








<brainpy.integrators.ode.explicit_rk.RK4 at 0x7fa9283b63a0>











Adaptive Runge-Kutta methods for ODEs

The second category of ODE numerical support is the adaptive RK methods. What’s different from the explicit RK methods is that adaptive methods are designed to produce an estimate of the local truncation error in a single Runge-Kutta step, then such error can be used to adaptively control the numerical step size. Specifically, if $error > tol$, then replace $dt$ with $dt_{new}$ and repeat the step. Therefore, adaptive RK methods allow the varied step size. In BrainPy, the following adaptive RK methods are provided:



	Methods

	keywords





	Runge–Kutta–Fehlberg 4(5)

	rkf45



	Runge–Kutta–Fehlberg 1(2)

	rkf12



	Dormand–Prince method

	rkdp



	Cash–Karp method

	ck



	Bogacki–Shampine method

	bs



	Heun–Euler method

	heun_euler






In default, the above methods are not adaptive, unless users provide a keyword adaptive=True in brainpy.odeint(). When users use the adaptive RK methods for numerical integration, the instantaneously adjusted stepsize dt will be appended in the functional arguments. Moreover, the tolerance tol for stepsize adjustment can also be controlled by users. Let’s take the Lorenz system as the example:



# adaptively adjust stepsize

@bp.odeint(method='rkf45', 
           adaptive=True, # active the "adaptive" option
           tol=0.001) # set the tolerance
def lorenz(x, y, z, t, sigma, beta, rho):
    dx = sigma * (y - x)
    dy = x * (rho - z) - y
    dz = x * y - beta * z
    return dx, dy, dz











times = bm.arange(0, 100, 0.01)
hist_x, hist_y, hist_z, hist_dt = [], [], [], []
x, y, z, dt = bm.array([1]), bm.array([1]), bm.array([1]), 0.05
for t in times:
    # should provide one more argument "dt" when using the adaptive rk method
    x, y, z, dt = lorenz(x, y, z, t, sigma=10, beta=8/3, rho=28, dt=dt)  
    hist_x.append(x)
    hist_y.append(y)
    hist_z.append(z)
    hist_dt.append(dt)
hist_x = bm.array(hist_x).flatten()
hist_y = bm.array(hist_y).flatten()
hist_z = bm.array(hist_z).flatten()
hist_dt = bm.array(hist_dt)











fig = plt.figure()
ax = plt.subplot(projection='3d')
plt.plot(hist_x, hist_y, hist_z)
ax.set_xlabel('x')
ax.set_xlabel('y')
ax.set_xlabel('z')

fig = plt.figure()
plt.plot(hist_dt[:100])
plt.xlabel('Step No.')
plt.ylabel('Adaptive dt')
plt.show()
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Exponential Euler methods for ODEs

Finally, BrainPy provides Exponential integrators for ODEs. For you linear ODE systems, we highly recommend you to to use Exponential Euler methods.



	Methods

	keywords





	Exponential Euler

	exponential_euler






For a linear system,

$$
{dy \over dt} = A - By
$$

the exponential Euler schema is given by:

$$
y(t+dt) = y(t) e^{-Bdt} + {A \over B}(1 - e^{-Bdt})
$$

As you can see, for such linear systems, the exponential Euler schema is nearly the exact solution.

In BrainPy, in order to automatically find out the linear part, we will utilize the SymPy [https://www.sympy.org/] to parse user defined functions. Therefore, ones need install sympy first when using exponential Euler method.

What’s interesting, the computational expensive neuron model — Hodgkin–Huxley model — is a linear-like ODE system. In the next, you will find that by using Exponential Euler method, the numerical step can be enlarged much to save the computation time.

$$
\begin{aligned}
C_{m}{\frac {d V}{dt}}&= -\left[{\bar {g}}{\text{K}}n^{4} + {\bar {g}}{\text{Na}}m^{3}h + {\bar {g}}{l} \right] V  +{\bar {g}}{\text{K}}n^{4} V_{K} + {\bar {g}}{\text{Na}}m^{3}h V{Na} + {\bar {g}}{l} V{l} + I_{syn} \
{\frac {dm}{dt}} &= \left[-\alpha _{m}(V)-\beta _{m}(V)\right]m + \alpha _{m}(V) \
{\frac {dh}{dt}} &= \left[-\alpha _{h}(V)-\beta _{h}(V)\right]h + \alpha _{h}(V) \
{\frac {dn}{dt}} &= \left[-\alpha _{n}(V)-\beta _{n}(V)\right]n + \alpha _{n}(V) \
\end{aligned}
$$



Iext=10.;   ENa=50.;   EK=-77.;   EL=-54.387
C=1.0;      gNa=120.;  gK=36.;    gL=0.03











def derivative(V, m, h, n, t, Iext, gNa, ENa, gK, EK, gL, EL, C):
    alpha = 0.1 * (V + 40) / (1 - bm.exp(-(V + 40) / 10))
    beta = 4.0 * bm.exp(-(V + 65) / 18)
    dmdt = alpha * (1 - m) - beta * m

    alpha = 0.07 * bm.exp(-(V + 65) / 20.)
    beta = 1 / (1 + bm.exp(-(V + 35) / 10))
    dhdt = alpha * (1 - h) - beta * h

    alpha = 0.01 * (V + 55) / (1 - bm.exp(-(V + 55) / 10))
    beta = 0.125 * bm.exp(-(V + 65) / 80)
    dndt = alpha * (1 - n) - beta * n

    I_Na = (gNa * m ** 3.0 * h) * (V - ENa)
    I_K = (gK * n ** 4.0) * (V - EK)
    I_leak = gL * (V - EL)
    dVdt = (- I_Na - I_K - I_leak + Iext) / C

    return dVdt, dmdt, dhdt, dndt











def run(method, Iext=10., dt=0.1):
    hist_times = bm.arange(0, 100, dt)
    hist_V, hist_m, hist_h, hist_n = [], [], [], []
    V, m, h, n = 0., 0., 0., 0.
    for t in hist_times:
        V, m, h, n = method(V, m, h, n, t, Iext, gNa, ENa, gK, EK, gL, EL, C)
        hist_V.append(V)
        hist_m.append(m)
        hist_h.append(h)
        hist_n.append(n)

    plt.subplot(211)
    plt.plot(hist_times, hist_V, label='V')
    plt.legend()
    plt.subplot(212)
    plt.plot(hist_times, hist_m, label='m')
    plt.plot(hist_times, hist_h, label='h')
    plt.plot(hist_times, hist_n, label='n')
    plt.legend()









Euler Method



int1 = bp.odeint(f=derivative, method='euler', dt=0.1)

run(int1, Iext=10, dt=0.1)








<ipython-input-25-35d6bfdac53f>:2: RuntimeWarning: overflow encountered in exp
  alpha = 0.1 * (V + 40) / (1 - bm.exp(-(V + 40) / 10))
<ipython-input-25-35d6bfdac53f>:3: RuntimeWarning: overflow encountered in exp
  beta = 4.0 * bm.exp(-(V + 65) / 18)
<ipython-input-25-35d6bfdac53f>:6: RuntimeWarning: overflow encountered in exp
  alpha = 0.07 * bm.exp(-(V + 65) / 20.)
<ipython-input-25-35d6bfdac53f>:7: RuntimeWarning: overflow encountered in exp
  beta = 1 / (1 + bm.exp(-(V + 35) / 10))
<ipython-input-25-35d6bfdac53f>:10: RuntimeWarning: overflow encountered in exp
  alpha = 0.01 * (V + 55) / (1 - bm.exp(-(V + 55) / 10))
<ipython-input-25-35d6bfdac53f>:11: RuntimeWarning: overflow encountered in exp
  beta = 0.125 * bm.exp(-(V + 65) / 80)
<ipython-input-25-35d6bfdac53f>:4: RuntimeWarning: invalid value encountered in double_scalars
  dmdt = alpha * (1 - m) - beta * m
<ipython-input-25-35d6bfdac53f>:8: RuntimeWarning: invalid value encountered in double_scalars
  dhdt = alpha * (1 - h) - beta * h
<ipython-input-25-35d6bfdac53f>:12: RuntimeWarning: invalid value encountered in double_scalars
  dndt = alpha * (1 - n) - beta * n





[image: ../_images/9e6ae3dcfe6295d40a4c309b509bc904b7867a022d3680663bceffae94098b4c.png]






int2 = bp.odeint(f=derivative, method='euler', dt=0.02)

run(int2, Iext=10, dt=0.02)








[image: ../_images/f4e4b076bcd1eed5dcbbcc47aac52d4b0381fe932cb6adca29b8a5686df50c09.png]




RK4 Method



int3 = bp.odeint(f=derivative, method='rk4', dt=0.1)

run(int3, Iext=10, dt=0.1)








[image: ../_images/63ae96e8a09f6aff0aa6b0bd1a4cf1876b94fa5e44ed69379c2996018f7fcfca.png]






int4 = bp.odeint(f=derivative, method='rk4', dt=0.2)

run(int4, Iext=10, dt=0.2)








<ipython-input-25-35d6bfdac53f>:2: RuntimeWarning: overflow encountered in exp
  alpha = 0.1 * (V + 40) / (1 - bm.exp(-(V + 40) / 10))
<ipython-input-25-35d6bfdac53f>:3: RuntimeWarning: overflow encountered in exp
  beta = 4.0 * bm.exp(-(V + 65) / 18)
<ipython-input-25-35d6bfdac53f>:6: RuntimeWarning: overflow encountered in exp
  alpha = 0.07 * bm.exp(-(V + 65) / 20.)
<ipython-input-25-35d6bfdac53f>:7: RuntimeWarning: overflow encountered in exp
  beta = 1 / (1 + bm.exp(-(V + 35) / 10))
<ipython-input-25-35d6bfdac53f>:10: RuntimeWarning: overflow encountered in exp
  alpha = 0.01 * (V + 55) / (1 - bm.exp(-(V + 55) / 10))
<ipython-input-25-35d6bfdac53f>:11: RuntimeWarning: overflow encountered in exp
  beta = 0.125 * bm.exp(-(V + 65) / 80)
<ipython-input-25-35d6bfdac53f>:4: RuntimeWarning: invalid value encountered in double_scalars
  dmdt = alpha * (1 - m) - beta * m
<ipython-input-25-35d6bfdac53f>:8: RuntimeWarning: invalid value encountered in double_scalars
  dhdt = alpha * (1 - h) - beta * h
<ipython-input-25-35d6bfdac53f>:12: RuntimeWarning: invalid value encountered in double_scalars
  dndt = alpha * (1 - n) - beta * n
<ipython-input-25-35d6bfdac53f>:17: RuntimeWarning: invalid value encountered in double_scalars
  dVdt = (- I_Na - I_K - I_leak + Iext) / C





[image: ../_images/22d0eadcda2cb0393562cf8d5e1a0edfeca607757b9513850cb5c3198bb6ae97.png]




Exponential Euler Method



int5 = bp.odeint(f=derivative, method='exponential_euler', dt=0.2)

run(int5, Iext=10, dt=0.2)








[image: ../_images/806eeb5857f1756a98d9371a0eb54fd9331d2b98016367d7b39f0387fb5b1b15.png]









            

          

      

      

    

  

  
    
    

    Numerical Solvers for SDEs
    

    

    

    

    
 
  

    
      
          
            
  
Numerical Solvers for SDEs

@Chaoming Wang

BrainPy provides several numerical methods for stochastic differential equations (SDEs). Specifically, we provide explicit Runge-Kutta methods, derivative-free Milstein methods, and exponential Euler method for SDE numerical integration.



import brainpy as bp

bp.__version__








'1.1.0'











import matplotlib.pyplot as plt

%matplotlib inline










How to define SDE functions?

For a one-dimensional stochastic differentiable equation (SDE) with scalar Wiener noise, it is given by

$$
\begin{aligned}
d X_{t}&=f\left(X_{t}, t, p_1\right) d t+g\left(X_{t}, t, p_2\right) d W_{t} \quad (1)
\end{aligned}
$$

where $X_t = X(t)$ is the realization of a stochastic process or random variable, $f(X_t, t)$ is the drift coefficient, $g(X_t, t)$ denotes the diffusion coefficient, the stochastic process $W_t$ is called Wiener process.

For this SDE system, we can define two Python funtions $f$ and $g$ to represent it.



def g_part(x, t, p1, p2):
    dg = g(x, t, p2)
    return dg

def f_part(x, t, p1, p2):
    df = f(x, t, p1)
    return df









Same with the ODE functions, the arguments before $t$ denotes the random variables, while the arguments defined after $t$ represents the parameters.  For the SDE function with scalar noise, the size of the return data $dg$ and $df$ should be the same. For example, $df \in R^d, dg \in R^d$.

However, for a more general SDE system, it usually has multi-dimensional driving Wiener process:

$$
dX_t=f(X_t)dt+\sum_{\alpha=1}^{m}g_{\alpha }(X_t)dW_t ^{\alpha}
$$

For such $m$-dimensional noise system, the coding schema is the same with the scalar ones, but with the difference of that the data size of $dg$ has one more dimension. For example, $df \in R^{d}, dg \in R^{d \times m}$.



How to define the numerical integration for SDEs?

Brefore the numerical integration of SDE functions, we should distinguish two kinds of SDE integrals. For the integration of system (1), we can get

$$
\begin{aligned}
X_{t}&=X_{t_{0}}+\int_{t_{0}}^{t} f\left(X_{s}, s\right) d s+\int_{t_{0}}^{t} g\left(X_{s}, s\right) d W_{s} \quad (2)
\end{aligned}
$$

In 1940s, the Japanese mathematician K. Ito denoted a type of integral called Ito stochastic integral. In 1960s, the Russian physicist R. L. Stratonovich proposed an other kind of stochastic integral called Stratonovich stochastic integral and used the symbol “$\circ$” to distinct it from the former Ito integral.

$$
\begin{aligned}
d X_{t} &=f\left(X_{t}, t\right) d t+g\left(X_{t}, t\right) \circ d W_{t} \
X_{t} &=X_{t_{0}}+\int_{t_{0}}^{t} f\left(X_{s}, s\right) d s+\int_{t_{0}}^{t} g\left(X_{s}, s\right) \circ d W_{s}  \quad (3)
\end{aligned}
$$

The difference of Ito integral (2) and Stratonovich integral (3) lies at the second integral term, which can be written in a general form as

$$
\begin{split}
\int_{t_{0}}^{t} g\left(X_{s}, s\right) d W_{s} &=\lim {h \rightarrow 0} \sum{k=0}^{m-1} g\left(X_{\tau_{k}}, \tau_{k}\right)\left(W\left(t_{k+1}\right)-W\left(t_{k}\right)\right) \
\mathrm{where} \quad & h = t_{k+1} - t_{k} \
& \tau_k = (1-\lambda)t_k +\lambda t_{k+1}
\end{split}
$$


	In the stochastic integral of the Ito SDE, $\lambda=0$, thus $\tau_k=t_k$;


	In the definition of the Stratonovich integral, $\lambda=0.5$, thus $\tau_k=(t_{k+1} + t_{k}) / 2$.




In BrainPy, these two different integrals can be easily implemented. What need the users do is to provide a keyword sde_type in decorator bp.sdeint. intg_type can be “bp.integrators.STRA_SDE” or “bp.integrators.ITO_SDE” (default). Also, the different type of Wiener process can also be easily distinguished by the wiener_type keyword. It can be “bp.integrators.SCALAR_WIENER”  (default) or “bp.integrators.VECTOR_WIENER”.

Now, let’s numerically integrate the SDE (1) by the Ito way with the Milstein method:



def g_part(x, t, p1, p2):
    dg = g(x, t, p2)
    return dg  # shape=(d,)

@bp.sdeint(g=g_part, method='milstein')
def f_part(x, t, p1, p2):
    df = f(x, t, p1)
    return df  # shape=(d,)









Or, it can be expressed as:



def g_part(x, t, p1, p2):
    dg = g(x, t, p2)
    return dg  # shape=(d,)

def f_part(x, t, p1, p2):
    df = f(x, t, p1)
    return df  # shape=(d,)

integral = bp.sdeint(f=f_part, g=g_part, method='milstein')









However, if you try to numerically integrate the SDE with multi-dimensional Wiener process by the Stratonovich ways, you can code it like this:



def g_part(x, t, p1, p2):
    dg = g(x, t, p2)
    return dg  # shape=(d, m)

def f_part(x, t, p1, p2):
    df = f(x, t, p1)
    return df  # shape=(d,)

integral = bp.sdeint(f=f_part, 
                     g=g_part, 
                     method='milstein', 
                     intg_type=bp.integrators.STRA_SDE, 
                     wiener_type=bp.integrators.SCALAR_WIENER)











Example: Noisy Lorenz system

Here, let’s demenstrate how to define a numerical solver for SDEs with the famous Lorenz system [https://en.wikipedia.org/wiki/Lorenz_system]:

$$
\begin{array}{l}
\frac{d x}{dt}&=\sigma(y-x) &+ px*\xi_x \
\frac{d y}{dt}&=x(\rho-z)-y &+ py*\xi_y\
\frac{d z}{dt}&=x y-\beta z &+ pz*\xi_z
\end{array}
$$



sigma = 10; beta = 8/3; 
rho = 28;   p = 0.1

def lorenz_g(x, y, z, t):
    return p * x, p * y, p * z

def lorenz_f(x, y, z, t):
    dx = sigma * (y - x)
    dy = x * (rho - z) - y
    dz = x * y - beta * z
    return dx, dy, dz

lorenz = bp.sdeint(f=lorenz_f, 
                   g=lorenz_g, 
                   intg_type=bp.integrators.ITO_SDE,
                   wiener_type=bp.integrators.SCALAR_WIENER,
                   dt=0.005)











hist_times = bp.math.arange(0, 50, 0.005)
hist_x, hist_y, hist_z = [], [], []
x, y, z = 1., 1., 1.
for t in hist_times:
    x, y, z = lorenz(x, y, z, t)
    hist_x.append(x)
    hist_y.append(y)
    hist_z.append(z)

fig = plt.figure()
ax = plt.axes(projection='3d')
ax.plot3D(hist_x, hist_y, hist_z)
ax.set_xlabel('x')
ax.set_xlabel('y')
ax.set_xlabel('z')
plt.show()








Text(0.5, 0, 'z')





[image: ../_images/36a1532c2ca610d0600f93a7b2074577a29009fc66f433ae5f0f7650e621bf81.png]






Supported SDE Numerical Methods

BrainPy provides several numerical methods for stochastic differential equations (SDEs). Specifically, we provide explicit Runge-Kutta methods, derivative-free Milstein methods, and exponential Euler method for SDE numerical integration.



	Methods

	Keywords

	Ito SDE support

	Stratonovich SDE support

	Scalar Wiener support

	Vector Wiener support





	Strong SRK scheme: SRI1W1

	srk1w1_scalar

	Yes

	

	Yes

	



	Strong SRK scheme: SRI2W1

	srk2w1_scalar

	Yes

	

	Yes

	



	Strong SRK scheme: KlPl

	KlPl_scalar

	Yes

	

	Yes

	



	Euler method

	euler

	Yes

	Yes

	Yes

	Yes



	Heun method

	heun

	

	Yes

	Yes

	Yes



	Derivative-free Milstein

	milstein

	Yes

	Yes

	Yes

	Yes



	Exponential Euler

	exponential_euler

	Yes

	

	Yes

	Yes
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Efficient Synaptic Computation

@Chaoming Wang [https://github.com/chaoming0625]

In a real project, the most of simulation time spends on the computation of the synapses. Therefore, figuring out what is the most efficient way to do synaptic computation is a necessary step to accelerate your computational project. Here, let’s take an E/I balance network as an example to illustrate how to code an efficient synaptic computation.



import brainpy as bp
import brainpy.math as bm

bm.use_backend('numpy')











%matplotlib inline
import matplotlib.pyplot as plt

import warnings
warnings.filterwarnings("ignore")









The E/I balance network COBA is adopted from (Vogels & Abbott, 2005) [1].



# Parameters for network structure
num = 4000
num_exc = int(num * 0.75)
num_inh = int(num * 0.25)









Neuron Model

In COBA network, each integrate-and-fire neuron is characterized by a time constant, $\tau$ = 20 ms, and a resting membrane potential, $V_{rest}$ = -60 mV. Whenever the membrane potential crosses a spiking threshold of -50 mV, an action potential is generated and the membrane potential is reset to the resting potential, where it remains clamped for a 5 ms refractory period. The membrane voltages are calculated as follows:

$$
\tau {dV \over dt} = (V_{rest} - V) + g_{exc}(E_{exc} - V) + g_{inh}(E_{inh} - V)
$$

where reversal potentials are $E_{exc} = 0$ mV and $E_{inh} = -80$ mV.



# Parameters for the neuron
tau = 20  # ms
Vt = -50  # mV
Vr = -60  # mV
El = -60  # mV
ref_time = 5.0  # refractory time, ms
I = 20.











class LIF(bp.NeuGroup):
  def __init__(self, size, **kwargs):
    super(LIF, self).__init__(size=size, **kwargs)

    # variables
    self.V = bm.Variable(bm.zeros(size))
    self.input = bm.Variable(bm.zeros(size))
    self.spike = bm.Variable(bm.zeros(size, dtype=bool))
    self.t_last_spike = bm.Variable(bm.ones(size) * -1e7)

    # function
    self.integral = bp.odeint(self.derivative)

  def derivative(self, V, t, Iexc):
    dV = (Iexc + El - V) / tau
    return dV

  def update(self, _t, _dt):
    for i in range(self.num):
      self.spike[i] = 0.
      if (_t - self.t_last_spike[i]) > ref_time:
        V = self.integral(self.V[i], _t, self.input[i])
        if V >= Vt:
          self.V[i] = Vr
          self.spike[i] = 1.
          self.t_last_spike[i] = _t
        else:
          self.V[i] = V
      self.input[i] = I









Synapse Model

In COBA network, when a neuron fires, the appropriate synaptic variable of its postsynaptic targets are increased, $g_{exc} \gets g_{exc} + \Delta g_{exc}$ for an excitatory presynaptic neuron and $g_{inh} \gets g_{inh} + \Delta g_{inh}$ for an inhibitory presynaptic neuron. Otherwise, these parameters obey the following equations:

$$
\tau_{exc} {dg_{exc} \over dt} = -g_{exc} \quad \quad (1) \
\tau_{inh} {dg_{inh} \over dt} = -g_{inh} \quad \quad (2)
$$

with synaptic time constants $\tau_{exc} = 5$ ms, $\tau_{inh} = 10$ ms, $\Delta g_{exc} = 0.6$ and $\Delta g_{inh} = 6.7$.



# Parameters for the synapse
tau_exc = 5  # ms
tau_inh = 10  # ms
E_exc = 0.  # mV
E_inh = -80.  # mV
delta_exc = 0.6  # excitatory synaptic weight
delta_inh = 6.7  # inhibitory synaptic weight











def run_net(neu_model, syn_model):
  E = neu_model(num_exc, monitors=['spike'])
  E.V[:] = bm.random.randn(num_exc) * 5. + Vr
    
  I = neu_model(num_inh, monitors=['spike'])
  I.V[:] = bm.random.randn(num_inh) * 5. + Vr
  
  E2E = syn_model(pre=E, post=E, conn=bp.connect.FixedProb(0.02),
                  tau=tau_exc, weight=delta_exc, E=E_exc)
  E2I = syn_model(pre=E, post=I, conn=bp.connect.FixedProb(0.02),
                  tau=tau_exc, weight=delta_exc, E=E_exc)
  I2E = syn_model(pre=I, post=E, conn=bp.connect.FixedProb(0.02),
                  tau=tau_inh, weight=delta_inh, E=E_inh)
  I2I = syn_model(pre=I, post=I, conn=bp.connect.FixedProb(0.02),
                  tau=tau_inh, weight=delta_inh, E=E_inh)

  net = bp.Network(E, I, E2E, E2I, I2E, I2I)
  net = bm.jit(net)
  t = net.run(100., report=0.1)

  fig, gs = bp.visualize.get_figure(row_num=5, col_num=1, row_len=1, col_len=10)
  fig.add_subplot(gs[:4, 0])
  bp.visualize.raster_plot(E.mon.ts, E.mon.spike, xlim=(0, 100.), ylabel='E Group', xlabel='')
  fig.add_subplot(gs[4, 0])
  bp.visualize.raster_plot(I.mon.ts, I.mon.spike, xlim=(0, 100.), ylabel='I Group', show=True)

  return t










Matrix-based connection

The matrix-based synaptic connection is one of the most intuitive way to build synaptic computations. The connection matrix between two neuron groups can be easily obtained through the function of connector.requires('conn_mat') (details please see Synaptic Connectivity). Each connection matrix is an array with the shape of (num_pre, num_post), like

Based on conn_mat, the updating logic of the above synapses can be coded as:



class SynMat1(bp.TwoEndConn):

  def __init__(self, pre, post, conn, tau, weight, E, **kwargs):
    super(SynMat1, self).__init__(pre=pre, post=post, **kwargs)

    # parameters
    self.tau = tau
    self.weight = weight
    self.E = E

    # p1: connections
    self.conn = conn(pre.size, post.size)
    self.conn_mat = self.conn.requires('conn_mat')

    # variables
    self.g = bm.Variable(bm.zeros(self.conn_mat.shape))
    
    # function
    self.integral = bp.odeint(self.derivative)
  
  def derivative(self, g, t):
    dg = - g / self.tau
    return dg

  def update(self, _t, _dt):
    self.g[:] = self.integral(self.g, _t)
    spike_on_syn = bm.expand_dims(self.pre.spike, 1) * self.conn_mat  # p2
    self.g[:] += spike_on_syn * self.weight  # p3
    self.post.input[:] += bm.sum(self.g, axis=0) * (self.E - self.post.V)  # p4









In the above defined SynMat1 class, at “p1” line we requires a “conn_mat” structure for the later synaptic computation; at “p2” we get spikes for each synaptic connections according to “conn_mat” and “presynaptic spikes”; then at “p3”, the spike-triggered synaptic variables are added onto its postsynaptic targets; at final “p4” code line, all connected synaptic values are summed to get the current effective conductance by np.sum(self.g, axis=0).

Now, let’s inspect the performance of this matrix-based synapse.



t_syn_mat1 = run_net(neu_model=LIF, syn_model=SynMat1)








Compilation used 8.9806 s.
Start running ...
Run 10.0% used 11.922 s.
Run 20.0% used 24.164 s.
Run 30.0% used 36.259 s.
Run 40.0% used 48.411 s.
Run 50.0% used 60.550 s.
Run 60.0% used 72.775 s.
Run 70.0% used 85.545 s.
Run 80.0% used 98.326 s.
Run 90.0% used 110.973 s.
Run 100.0% used 123.404 s.
Simulation is done in 123.404 s.





[image: ../_images/fd57f5afd8eaa0ae913236fb0469db8f068358aa61d8f257d6805425d9083b09.png]




This matrix-based synapse structure is very inefficient, because 99.9% time were wasted on the synaptic computation. We can inspect this by only running the neuron group models.



group = bm.jit(LIF(num, monitors=['spike']))
group.V[:] = bm.random.randn(num) * 5. + Vr

group.run(100., inputs=('input', 5.), report=True)








Compilation used 0.1588 s.
Start running ...
Run 100.0% used 0.027 s.
Simulation is done in 0.027 s.





0.02666616439819336









As you can see, the neuron group only spends 0.026 s to run. After normalized by the total running time 120+ s, the neuron group running only accounts for about 0.02 %.
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Synaptic Connectivity

Contents


	Build-in regular connections


	Build-in random connections


	Customize your connections




BrainPy provides several commonly used connection methods in brainpy.connect module (see the follows). They are all inherited from the base class brainpy.connect.Connector. Users can also customize their synaptic connectivity by the class inheritance.



import brainpy as bp

import numpy as np
import matplotlib.pyplot as plt










Build-in regular connections


brainpy.connect.One2One

The neurons in the pre-synaptic neuron group only connect to the neurons
in the same position of the post-synaptic group. Thus, this connection
requires the indices of two neuron groups same. Otherwise, an error will
occurs.



conn = bp.connect.One2One()
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Monitors and Inputs

@Chaoming Wang

BrainPy has a systematic naming system. Any model in BrainPy have a unique name. Thus, nodes, integrators, and variables can be easily accessed in a huge network. Based on this naming system, BrainPy provides a set of convenient monitoring and input supports. In this section, we are going to talk about this.



import brainpy as bp
import brainpy.math as bm











import numpy as np
import matplotlib.pyplot as plt










Monitors

In BrainPy, any instance of brainpy.DynamicalSystem has a build-in monitor. Users can set up the monitor when initializing the brain object. For example, if you have the following HH neuron model,



class HH(bp.NeuGroup):
  def __init__(self, size, ENa=50., EK=-77., EL=-54.387, C=1.0, 
               gNa=120., gK=36., gL=0.03, V_th=20., **kwargs):
    super(HH, self).__init__(size=size, **kwargs)

    # parameters
    self.ENa = ENa
    self.EK = EK
    self.EL = EL
    self.C = C
    self.gNa = gNa
    self.gK = gK
    self.gL = gL
    self.V_th = V_th

    # variables
    self.V = bm.Variable(bm.ones(self.num) * -65.)
    self.m = bm.Variable(bm.ones(self.num) * 0.5)
    self.h = bm.Variable(bm.ones(self.num) * 0.6)
    self.n = bm.Variable(bm.ones(self.num) * 0.32)
    self.input = bm.Variable(bm.zeros(self.num))
    self.spike = bm.Variable(bm.zeros(self.num, dtype=bool))
    
    # functions
    self.integral = bp.odeint(self.derivative, method='exponential_euler')

  def derivative(self, V, m, h, n, t, Iext):
    alpha = 0.1 * (V + 40) / (1 - bm.exp(-(V + 40) / 10))
    beta = 4.0 * bm.exp(-(V + 65) / 18)
    dmdt = alpha * (1 - m) - beta * m

    alpha = 0.07 * bm.exp(-(V + 65) / 20.)
    beta = 1 / (1 + bm.exp(-(V + 35) / 10))
    dhdt = alpha * (1 - h) - beta * h

    alpha = 0.01 * (V + 55) / (1 - bm.exp(-(V + 55) / 10))
    beta = 0.125 * bm.exp(-(V + 65) / 80)
    dndt = alpha * (1 - n) - beta * n

    I_Na = (self.gNa * m ** 3 * h) * (V - self.ENa)
    I_K = (self.gK * n ** 4) * (V - self.EK)
    I_leak = self.gL * (V - self.EL)
    dVdt = (- I_Na - I_K - I_leak + Iext) / self.C

    return dVdt, dmdt, dhdt, dndt

  def update(self, _t, _dt):
    V, m, h, n = self.integral(self.V, self.m, self.h, self.n, _t, self.input)
    self.spike[:] = bm.logical_and(self.V < self.V_th, V >= self.V_th)
    self.V[:] = V
    self.m[:] = m
    self.h[:] = h
    self.n[:] = n
    self.input[:] = 0









The monitor can be set up when users create a HH neuron group.

First method is to initialize a monitor is using a list/tuple of strings.



# set up a monitor using a list of str
group1 = HH(size=10, monitors=['V', 'spike'])

type(group1.mon)








brainpy.simulation.monitor.Monitor









The initialized monitor is an instance of brainpy.Monitor. Therefore, users can also directly use Monitor class to initialize a monitor.



# set up a monitor using brainpy.Monitor
group2 = HH(size=10, monitors=bp.Monitor(variables=['V', 'spike']))









Once we call the .run() function in the model, the monitor will automatically record the variable evolutions in the corresponding models. Afterwards, users can access these variable trajectories by using [model_name].mon.[variable_name]. The history time [model_name].mon.ts will also be generated after the model finishes its running. Let’s see an example.



group1.run(100., inputs=('input', 10))

bp.visualize.line_plot(group1.mon.ts, group1.mon.V, show=True)








[image: ../_images/c40347a8a6f576dafb217253946c497082703a31c2ebcc6eeabd6031479f34af.png]




The monitor in group1 has recorded the evolution of V. Therefore, it can be accessed by group1.mon.V or equivalently group1.mon['V']. Similarly, the recorded trajectory of variable spike can also be obtained through group1.mon.spike.



group1.mon.spike








array([[False, False, False, ..., False, False, False],
       [False, False, False, ..., False, False, False],
       [ True,  True,  True, ...,  True,  True,  True],
       ...,
       [False, False, False, ..., False, False, False],
       [False, False, False, ..., False, False, False],
       [False, False, False, ..., False, False, False]])










The mechanism of monitors

We want to record HH.V and HH.spike, why we define monitors=['V', 'spike'] during HH initialization is successful? How does brainpy.Monitor recognize what variables I want to trace?

Actually, given the monitor targets, BrainPy, first of all, check whether this key is the attribute of the node which defines this monitor key. For monitor targets 'V' and 'spike', it is really the attributes of HH model. However, if not, BrainPy first check whether the key’s host (brainpy.DynamicalSystem class object) can be accessible in .nodes(), then check whether the host has the specified variable. For example, we define a network, and define the monitor target by the absolute path.



net = bp.Network(HH(size=10, name='X'), 
                 HH(size=20, name='Y'), 
                 HH(size=30), 
                 monitors=['X.V', 'Y.spike'])

net.build()  # it's ok









In the above net, there are HH instances named as “X” and “Y”. Therefore, trying to monitor “X.V” and “Y.spike” is successful.

However, in the following example, node named with “Z” is not accessible in the generated net. Therefore the monitoring setup failed.



z = HH(size=30, name='Z')
net = bp.Network(HH(size=10), HH(size=20), monitors=['Z.V'])

# node "Z" can not be accessed in 'net.nodes()'
try:
    net.build()
except Exception as e:
    print(type(e).__name__, ":", e)








BrainPyError : Cannot find target Z.V in monitor of <brainpy.simulation.brainobjects.network.Network object at 0x7fc14c454610>, please check.










Note

BrainPy only supports to monitor Variable. This is because BrainPy assumes monitoring Variable’s trajectory is meaningful, because they are dynamically changed, and others not marked as Variable will be compiled as constants.





try:
    HH(size=1, monitors=['gNa']).build()
except Exception as e:
    print(type(e).__name__, ":", e)








BrainPyError : "gNa" in <__main__.HH object at 0x7fc14c3d1f40> is not a dynamically changed Variable, its value will not change, we cannot monitor its trajectory.










Note

The monitors in BrainPy only record the flattened tensor values. This means if your target variable is a matrix with the shape of (N, M), the resulting trajectory value in the monitor after running T times will be a tensor with the shape of (T, N x M).





class MatrixVarModel(bp.DynamicalSystem):
    def __init__(self, **kwargs):
        super(MatrixVarModel, self).__init__(**kwargs)
        
        self.a = bm.Variable(bm.zeros((4, 4)))
    
    def update(self, _t, _dt):
        self.a += 0.01
        

duration = 10
model = MatrixVarModel(monitors=['a'])
model.run(duration)

print(f'The expected shape of "model.mon.a" is: {(int(duration/bm.get_dt()), model.a.size)}')
print(f'The actual shape of "model.mon.a" is: {model.mon.a.shape}')








The expected shape of "model.mon.a" is: (100, 16)
The actual shape of "model.mon.a" is: (100, 16)











Monitor variables at the selected index

Sometimes, we do not always take care of the all the content in a variable. We may be only interested in the values at the selected index. Moreover, for a huge network with a long time simulation, monitors will be a big part to consume RAM. So, only monitoring variables at the selected index will be a good solution. Fortunately, BrainPy supports to monitor a part of elements in a Variable with the format of tuple/dict like this:



group3 = HH(
    size=10,
    monitors=[
       'V',  # monitor all values of Variable 'V' 
      ('spike', [1, 2, 3]), # monitor values of Variable at index of [1, 2, 3]
    ]
)

group3.run(100., inputs=('input', 10.))

print(f'The monitor shape of "V" is (run length, variable size) = {group3.mon.V.shape}')
print(f'The monitor shape of "spike" is (run length, index size) = {group3.mon.spike.shape}')








The monitor shape of "V" is (run length, variable size) = (1000, 10)
The monitor shape of "spike" is (run length, index size) = (1000, 3)









Or, we can use a dictionary to specify the interested index of the variable:



group4 = HH(
  size=10,
  monitors={'V': None,  # 'None' means all values will be monitored
            'spike': [1, 2, 3]}  # specify the interested index 
)

group4.run(100., inputs=('input', 10.))

print(f'The monitor shape of "V" is (run length, variable size) = {group4.mon.V.shape}')
print(f'The monitor shape of "spike" is (run length, index size) = {group4.mon.spike.shape}')








The monitor shape of "V" is (run length, variable size) = (1000, 10)
The monitor shape of "spike" is (run length, index size) = (1000, 3)









Also, we can directly instantiate brainpy.Monitor class:



group5 = HH(
  size=10,
  monitors=bp.Monitor(variables=['V', ('spike', [1, 2, 3])])
)
group5.run(100., inputs=('input', 10.))

print(f'The monitor shape of "V" is (run length, variable size) = {group5.mon.V.shape}')
print(f'The monitor shape of "spike" is (run length, index size) = {group5.mon.spike.shape}')








The monitor shape of "V" is (run length, variable size) = (1000, 10)
The monitor shape of "spike" is (run length, index size) = (1000, 3)











group6 = HH(
  size=10,
  monitors=bp.Monitor(variables={'V': None, 'spike': [1, 2, 3]})
)
group6.run(100., inputs=('input', 10.))

print(f'The monitor shape of "V" is (run length, variable size) = {group5.mon.V.shape}')
print(f'The monitor shape of "spike" is (run length, index size) = {group5.mon.spike.shape}')








The monitor shape of "V" is (run length, variable size) = (1000, 10)
The monitor shape of "spike" is (run length, index size) = (1000, 3)










Note

When users want to record a small part of a variable whose dimension > 1,  due to brainpy.Monitor records a flattened tensor variable, they must provide the index positions at the flattened tensor.





Monitor variables with a customized period

In a long simulation with a small time step dt , what we take care about is the trend of the variable evolution, not the exact values at each time point (especially when dt is very small). For this scenario, we can initialize the monitors with the intervals item specification:



group7 = HH(
  size=10,
  monitors=bp.Monitor(variables={'V': None, 'spike': [1, 2, 3]},
                      intervals={'V': None, 'spike': 1.})  # in 1 ms, we record 'spike' only once
)

# The above instantiation is equivalent to:
# 
# group7 = HH(
#   size=10, monitors=bp.Monitor(variables=['V', ('spike', [1, 2, 3])],
#                                intervals=[None, 1.])
# )









In this example, we monitor “spike” variables at the index of [1, 2, 3] for each 1 ms.



group7.run(100., inputs=('input', 10.))

print(f'The monitor shape of "V" = {group7.mon.V.shape}')
print(f'The monitor shape of "spike" = {group7.mon.spike.shape}')








The monitor shape of "V" = (1000, 10)
The monitor shape of "spike" = (99, 3)









It’s worthy to note that for the monitor variable [variable_name] with a non-none intervals specification, a corresponding time item [variable_name].t will be generated in the monitor. This is because it’s time trajectory will be different from the default time trajectory.



print('The shape of ["spike"]: ', group7.mon['spike'].shape)
print('The shape of ["spike.t"]: ', group7.mon['spike.t'].shape)

print('group7.mon["spike.t"]: ', group7.mon["spike.t"])








The shape of ["spike"]:  (99, 3)
The shape of ["spike.t"]:  (99,)
group7.mon["spike.t"]:  [ 1.  2.  3.  4.  5.  6.  7.  8.  9. 10. 11. 12. 13. 14. 15. 16. 17. 18.
 19. 20. 21. 22. 23. 24. 25. 26. 27. 28. 29. 30. 31. 32. 33. 34. 35. 36.
 37. 38. 39. 40. 41. 42. 43. 44. 45. 46. 47. 48. 49. 50. 51. 52. 53. 54.
 55. 56. 57. 58. 59. 60. 61. 62. 63. 64. 65. 66. 67. 68. 69. 70. 71. 72.
 73. 74. 75. 76. 77. 78. 79. 80. 81. 82. 83. 84. 85. 86. 87. 88. 89. 90.
 91. 92. 93. 94. 95. 96. 97. 98. 99.]












Inputs

BrainPy also provides inputs operation for each instance of brainpy.DynamicalSystem. It should be carried out during calling the .run(..., inputs=xxx) function.

The aim of inputs is to mimic the input operations in experiments like Transcranial Magnetic Stimulation (TMS) and patch clamp recording. inputs should have the format like (target, value, [type, operation]), where


	target is the target variable to inject the input.


	value is the input value. It can be a scalar, a tensor, or a iterable object/function.


	type is the type of the input value. It support two types of input: fix and iter.


	operation is the input operation on the target variable. It should be set as one of { + , - , * , / , = }, and if users do not provide this item explicitly, it will be set to ‘+’ by default, which means that the target variable will be updated as val = val + input.




You can also give multiple inputs for different target variables, like:


inputs=[(target1, value1, [type1, op1]),  
        (target2, value2, [type2, op2]),
              ... ]






The mechanism of inputs

The mechanism of inputs is the same with monitors (see The mechanism of monitors). BrainPy first check whether user specified target can be accessed by the relative path.

If not, BrainPy separate the host name and the variable name, and further check whether the host name is defined in the .node() and whether the variable name can be accessed by the retrieved host. Therefore, in a input setting, the target can be set with the absolute or relative path. For example, in the below network model,



class Model(bp.DynamicalSystem):
    def __init__(self, num_sizes, **kwargs):
        super(Model, self).__init__(**kwargs)
        
        self.l1 = HH(num_sizes[0], name='L')
        self.l2 = HH(num_sizes[1])
        self.l3 = HH(num_sizes[2])
        
    def update(self, _t, _dt):
        self.l1.update(_t, _dt)
        self.l2.update(_t, _dt)
        self.l3.update(_t, _dt)











model = Model([10, 20, 30])

model.run(100, inputs=[('L.V', 2.0),  # access with the absolute path
                       ('l2.V', 1),  # access with the relative path
                       ])








0.7689826488494873









inputs supports two types of data: fix and iter. The first one means that the data is static; the second one denotes the data can be iterable, no matter the input value is a tensor or a function. Note, ‘iter’ type must be explicitly stated.



# a tensor

model.run(100, inputs=('L.V', bm.ones(1000) * 2., 'iter'))








0.7576150894165039











# a function

def current():
    while True: yield 2.

model.run(100, inputs=('L.V', current(), 'iter'))








0.767667293548584











Current construction functions

Inputs are common in a computational experiment. Also, we need various kind of inputs. In BrainPy, we provide several convenient input functions to help users construct input currents.


section_input()

brainpy.inputs.section_input() is an updated function of previous brainpy.inputs.constant_input() (see below).

Sometimes, we need input currents with different values in different periods. For example, if you want to get an input in which 0-100 ms is zero, 100-400 ms is value 1., and 400-500 ms is zero, then, you can define:



current, duration = bp.inputs.section_input(values=[0, 1., 0.],
                                            durations=[100, 300, 100],
                                            return_length=True)











def show(current, duration, title):
    ts = np.arange(0, duration, 0.1)
    plt.plot(ts, current)
    plt.title(title)
    plt.xlabel('Time [ms]')
    plt.ylabel('Current Value')
    plt.show()











show(current, duration, 'values=[0, 1, 0], durations=[100, 300, 100]')








[image: ../_images/2a4626e4158231728bd4ef44ff5037fbbcbe28a1b0a2d64a7aa0751bc988b849.png]






constant_input()

brainpy.inputs.constant_input() function helps you to format constant currents in several periods.

For the input created above, we can define it again with constant_input() by:



current, duration = bp.inputs.constant_input([(0, 100), (1, 300), (0, 100)])











show(current, duration, '[(0, 100), (1, 300), (0, 100)]')








[image: ../_images/8a52a2cbf57e5aca4fd949c2753e7fad46d74b4b796d12ba5b6dbef7492096ef.png]




Another example is this:



current, duration = bp.inputs.constant_input([(-1, 10), (1, 3), (3, 30), (-0.5, 10)], dt=0.1)











show(current, duration, '[(-1, 10), (1, 3), (3, 30), (-0.5, 10)]')








[image: ../_images/b8afb03c53f80c7653f01ee2ff07700031e071fe51ac12e9ea68d0b44347b4c1.png]






spike_input()

brainpy.inputs.spike_input() helps you to construct an input like a series of short-time spikes. It receives the following settings:


	sp_times :  The spike time-points. Must be an iterable object. For example, list, tuple, or arrays.


	sp_lens : The length of each point-current, mimicking the spike durations. It can be a scalar float to specify the unified duration. Or, it can be list/tuple/array of time lengths with the length same with sp_times.


	sp_sizes : The current sizes. It can be a scalar value. Or, it can be a list/tuple/array of spike current sizes with the length same with sp_times.


	duration : The total current duration.


	dt : The time step precision. The default is None (will be initialized as the default dt step).




For example, if you want to generate a spike train at 10 ms, 20 ms, 30 ms, 200 ms, 300 ms,
and each spike lasts 1 ms and the spike current is 0.5, then you can use the
following funtions:



current = bp.inputs.spike_input(
    sp_times=[10, 20, 30, 200, 300],
    sp_lens=1.,  # can be a list to specify the spike length at each point
    sp_sizes=0.5,  # can be a list to specify the spike current size at each point
    duration=400.)











show(current, 400, 'Spike Input Example')








[image: ../_images/65e5761f882636acda37847b8c7173617a64afa1bea226254223be919117d414.png]






ramp_input()

brainpy.inputs.ramp_input() mimics a ramp or a step current to the input of the circuit. It receives the following settings:


	c_start : The minimum (or maximum) current size.


	c_end : The maximum (or minimum) current size.


	duration : The total duration.


	t_start : The ramped current start time-point.


	t_end : The ramped current end time-point. Default is the None.


	dt : The current precision.




We illustrate the usage of brainpy.inputs.ramp_input() by two examples.

In the first example, we increase the current size from 0. to 1. between the start time (0 ms) and the end time (1000 ms).



duration = 1000
current = bp.inputs.ramp_input(0, 1, duration)

show(current, duration, r'$c_{start}$=0, $c_{end}$=%d, duration, '
                        r'$t_{start}$=0, $t_{end}$=None' % (duration))








[image: ../_images/8fd9d8c49ffc0209028bba3b7881b8ea383ae5fe26ae9a2dff25b9c8326c87fe.png]




In the second example, we increase the current size from 0. to 1. from the 200 ms to 800 ms.



duration, t_start, t_end = 1000, 200, 800
current = bp.inputs.ramp_input(0, 1, duration, t_start, t_end)

show(current, duration, r'$c_{start}$=0, $c_{end}$=1, duration=%d, '
                        r'$t_{start}$=%d, $t_{end}$=%d' % (duration, t_start, t_end))








[image: ../_images/6051b205a260a52ecd12de6177c4808896effd103fe37ecf5388f099b9a8ed91.png]







General property of current functions

There are several general properties for input construction functions.

Property 1: All input functions can automatically broadcast the current shapes, if they are heterogenous among different periods. For example, during period 1 we give an input with a scalar value, during period 2 we give an input with a vector shape, and during period 3 we give a matrix input value. Input functions will broadcast them to the maximum shape. For example,



current = bp.inputs.section_input(values=[0, bm.ones(10), bm.random.random((3, 10))],
                                  durations=[100, 300, 100])

current.shape








(5000, 3, 10)









Property 2: Every input function receives a dt specification. If dt is not provided, input functions will use the default dt in the whole BrainPy system.



bp.inputs.section_input(values=[0, 1, 2], durations=[10, 20, 30], dt=0.02).shape








(3000,)











bp.inputs.section_input(values=[0, 1, 2], durations=[10, 20, 30], dt=0.2).shape








(300,)











# the default 'dt' in 0.1

bp.inputs.section_input(values=[0, 1, 2], durations=[10, 20, 30]).shape








(600,)
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Build Artificial Neural Networks

Artificial neural networks in BrainPy are used to build dynamical systems. Here we only talk about how to build a neural network and how to train it.

The brainpy.simulation.layers module provides various classes representing the layers of a neural network. All of them are subclasses of the brainpy.simulation.layers.Module base class.



import brainpy as bp
bp.set_platform('cpu')

import brainpy.simulation.layers as nn
import brainpy.math.jax as bm
bp.math.use_backend('jax')










Creating a layer

A layer can be created as an instance of a brainpy.layers.Module subclass. For example, a dense layer can be created as follows:



l = nn.Dense(num_hidden=100, num_input=128) 











type(l)








brainpy.simulation.layers.dense.Dense









This will create a dense layer with 100 units, connected to another input layer with 128 dimension.



Creating a network

Chaining layer instances together like this will allow you to specify your desired network structure.

This can be done with inheritance  from brainpy.layers.Module,



class MLP(nn.Module):
    def __init__(self, n_in, n_l1, n_l2, n_out):
        super(MLP, self).__init__()
        
        self.l1 = nn.Dense(num_hidden=n_l1, num_input=n_in)
        self.l2 = nn.Dense(num_hidden=n_l2, num_input=n_l1)
        self.l3 = nn.Dense(num_hidden=n_out, num_input=n_l2)
        
    def update(self, x):
        x = bm.relu(self.l1(x))
        x = bm.relu(self.l2(x))
        x = self.l3(x)
        return x











mlp1 = MLP(10, 50, 100, 2)









Or using brainpy.layers.Sequential,



mlp2 = nn.Sequential(
    l1=nn.Dense(num_hidden=50, num_input=10),
    r1=nn.Activation('relu'), 
    l2=nn.Dense(num_hidden=100, num_input=50),
    r2=nn.Activation('relu'), 
    l3=nn.Dense(num_hidden=2, num_input=100),
)











Naming a layer

For convenience, you can name a layer by specifying the name keyword argument:



l_hidden = nn.Dense(num_hidden=50, num_input=10, name='hidden_layer')











Initializing parameters

Many types of layers, such as brainpy.layers.Dense, have trainable parameters. These are referred to by short names that match the conventions used in modern deep learning literature. For example, a weight matrix will usually be called w, and a bias vector will usually be b.

When creating a layer with trainable parameters, TrainVar will be created for them and initialized automatically. You can optionally specify your own initialization strategy by using keyword arguments that match the parameter variable names. For example:



l = nn.Dense(num_hidden=50, num_input=10, w=bp.initialize.Normal(0.01))









The weight matrix w of this dense layer will be initialized using samples from a normal distribution with standard deviation 0.01 (see brainpy.initialize for more information).

There are several ways to manually initialize parameters:


	Tensors




If a tensor variable instance is provided, this is used unchanged as the parameter variable. For example:



w = bm.random.normal(0, 0.01, size=(10, 50))
nn.Dense(num_hidden=50, num_input=10, w=w)








<brainpy.simulation.layers.dense.Dense at 0x23cff9bb910>










	callable




If a callable is provided (e.g. a function or a brainpy.initialize.Initializer instance), the callable will be called with the desired shape to generate suitable initial parameter values. The variable is then initialized with those values. For example:



nn.Dense(num_hidden=50, num_input=10, w=bp.initialize.Normal(0.01))








<brainpy.simulation.layers.dense.Dense at 0x23cff9bf2b0>









Or, using a custom initialization function:



def init_w(shape):
    return bm.random.normal(0, 0.01, shape)

nn.Dense(num_hidden=50, num_input=10, w=init_w)








<brainpy.simulation.layers.dense.Dense at 0x23cff9ac670>









Some types of parameter variables can also be set to None at initialization (e.g. biases). In that case, the parameter variable will be omitted. For example, creating a dense layer without biases is done as follows:



nn.Dense(num_hidden=50, num_input=10, b=None)








<brainpy.simulation.layers.dense.Dense at 0x23cff99fa30>











Setup a training

Here, we show an example to  train MLP to classify the MNIST images.



import numpy as np
import tensorflow as tf

# Data
(X_train, Y_train), (X_test, Y_test) = tf.keras.datasets.mnist.load_data()
num_train, num_test = X_train.shape[0], X_test.shape[0]
num_dim = bp.tools.size2num(X_train.shape[1:])
X_train = np.asarray(X_train.reshape((num_train, num_dim)) / 255.0, dtype=bm.float_)
X_test = np.asarray(X_test.reshape((num_test, num_dim)) / 255.0, dtype=bm.float_)
Y_train = np.asarray(Y_train.flatten(), dtype=bm.float_)
Y_test = np.asarray(Y_test.flatten(), dtype=bm.float_)











model = MLP(n_in=num_dim, n_l1=256, n_l2=128, n_out=10)











opt = bm.optimizers.Momentum(lr=1e-3, train_vars=model.train_vars())











gv = bm.grad(lambda X, Y: bm.losses.cross_entropy_loss(model(X), Y),
             dyn_vars=model.vars(),
             grad_vars=model.train_vars(),
             return_value=True)











@bm.jit
@bm.function(nodes=(model, opt))
def train(x, y):
    grads, loss = gv(x, y)
    opt.update(grads=grads)
    return loss











predict = bm.jit(lambda X: bm.softmax(model(X)), dyn_vars=model.vars())











# Training
num_batch = 128
for epoch in range(30):
  # Train
  loss = []
  sel = np.arange(len(X_train))
  np.random.shuffle(sel)
  for it in range(0, X_train.shape[0], num_batch):
    l = train(X_train[sel[it:it + num_batch]], Y_train[sel[it:it + num_batch]])
    loss.append(l)

  # Eval
  test_predictions = predict(X_test).argmax(1)
  accuracy = np.array(test_predictions).flatten() == Y_test
  print(f'Epoch {epoch + 1:4d}  Train Loss {np.mean(loss):.3f}  Test Accuracy {100 * np.mean(accuracy):.3f}')








Epoch    1  Train Loss 1.212  Test Accuracy 86.410
Epoch    2  Train Loss 0.467  Test Accuracy 89.810
Epoch    3  Train Loss 0.367  Test Accuracy 90.670
Epoch    4  Train Loss 0.325  Test Accuracy 91.470
Epoch    5  Train Loss 0.298  Test Accuracy 92.220
Epoch    6  Train Loss 0.278  Test Accuracy 92.890
Epoch    7  Train Loss 0.261  Test Accuracy 93.140
Epoch    8  Train Loss 0.248  Test Accuracy 93.530
Epoch    9  Train Loss 0.235  Test Accuracy 93.810
Epoch   10  Train Loss 0.224  Test Accuracy 94.010
Epoch   11  Train Loss 0.214  Test Accuracy 94.100
Epoch   12  Train Loss 0.205  Test Accuracy 94.350
Epoch   13  Train Loss 0.196  Test Accuracy 94.540
Epoch   14  Train Loss 0.189  Test Accuracy 94.680
Epoch   15  Train Loss 0.182  Test Accuracy 94.910
Epoch   16  Train Loss 0.175  Test Accuracy 95.070
Epoch   17  Train Loss 0.169  Test Accuracy 95.190
Epoch   18  Train Loss 0.163  Test Accuracy 95.280
Epoch   19  Train Loss 0.157  Test Accuracy 95.410
Epoch   20  Train Loss 0.153  Test Accuracy 95.570
Epoch   21  Train Loss 0.148  Test Accuracy 95.760
Epoch   22  Train Loss 0.143  Test Accuracy 95.760
Epoch   23  Train Loss 0.139  Test Accuracy 95.930
Epoch   24  Train Loss 0.135  Test Accuracy 95.910
Epoch   25  Train Loss 0.131  Test Accuracy 96.150
Epoch   26  Train Loss 0.128  Test Accuracy 96.110
Epoch   27  Train Loss 0.124  Test Accuracy 96.310
Epoch   28  Train Loss 0.121  Test Accuracy 96.330
Epoch   29  Train Loss 0.118  Test Accuracy 96.410
Epoch   30  Train Loss 0.115  Test Accuracy 96.410
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Creat Custom Layers

To implement a custom layer in BrainPy, you will have to write a Python class that subclasses brainpy.simulation.layers.Module and implement at least one method: update(). This method computes the output of the module given its input.



import brainpy as bp
bp.set_platform('cpu')

import brainpy.simulation.layers as nn
import brainpy.math.jax as bm
bp.math.use_backend('jax')









The following is an example implementation of a layer that multiplies its input by 2:



class DoubleLayer(nn.Module):
    def update(self, x):
        return 2 * x









This is all that’s required to implement a functioning custom module class in BrainPy.


A layer with parameters

If the layer has parameters, these should be initialized in the constructor. In BrainPy, we recommend you to mark parameters as brainpy.math.TrainVar.

To show how this can be used, here is a layer that multiplies its input by a matrix W (much like a typical fully connected layer in a neural network would). This matrix is a parameter of the layer. The shape of the matrix will be (num_input, num_hidden), where num_input is the number of input features and num_hidden has to be specified when the layer is created.



class DotLayer(nn.Module):
    def __init__(self, num_input, num_hidden, W=bp.initialize.Normal(), **kwargs):
        super(DotLayer, self).__init__(**kwargs)
        self.num_input = num_input
        self.num_hidden = num_hidden
        self.W = bm.TrainVar(W([num_input, num_hidden]))

    def update(self, x):
        return bm.dot(x, self.W)









A few things are worth noting here: when overriding the constructor, we need to call the superclass constructor on the first line. This is important to ensure the layer functions properly. Note that we pass **kwargs - although this is not strictly necessary, it enables some other cool features, such as making it possible to give the layer a name:



l_dot = DotLayer(10, 50, name='my_dot_layer')











A layer with multiple behaviors

Some layers can have multiple behaviors. For example, a layer implementing dropout should be able to be switched on or off. During training, we want it to apply dropout noise to its input and scale up the remaining values, but during evaluation we don’t want it to do anything.

For this purpose, the update() method takes optional keyword arguments (kwargs). When update() is called to compute an expression for the output of a network, all specified keyword arguments are passed to the update() methods of all layers in the network.



class Dropout(nn.Module):
    def __init__(self, prob, seed=None, **kwargs):
        super(Dropout, self).__init__(**kwargs)
        self.prob = prob
        self.rng = bm.random.RandomState(seed=seed)

    def update(self, x, **kwargs):
        if kwargs.get('train', True):
            keep_mask = self.rng.bernoulli(self.prob, x.shape)
            return bm.where(keep_mask, x / self.prob, 0.)
        else:
            return x
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Dynamics Analysis (Symbolic)

@Chaoming Wang [https://github.com/chaoming0625]

As is known to us all, dynamics analysis is necessary in neurodynamics. This is because blind simulation of nonlinear systems is likely to produce few results or misleading results. For example, attractors and repellors can be easily obtained through simulation by time forward and backward, while saddles can be hard to find.

Currently, BrainPy supports two kinds of analysis methods (see brainpy.analyis documents):


	Dynamics analysis with symbolic inference


	Continuation analysis [https://en.wikipedia.org/wiki/Numerical_continuation]




The first class of analysis method supports neurodynamics analysis for low-dimensional dynamical systems. Specifically, BrainPy provides the following methods for dynamics analysis:


	phase plane analysis for one-dimensional and two-dimensional systems;


	codimension one and codimension two bifurcation analysis;


	bifurcation analysis of the fast-slow system.




In this section, I will illustrate how to do neuron dynamics analysis in BrainPy and how BrainPy implements it.



import brainpy as bp

bp.__version__








'1.1.0'










Phase Plane Analysis

We provide a fundamental class PhasePlane to help users make
phase plane analysis for 1D/2D dynamical systems. Five methods
are provided, which can help you to plot:


	Fixed points


	Nullcline (zero-growth isoclines)


	Vector filed


	Limit cycles


	Trajectory




Here, I will illustrate how to do phase plane analysis by using a well-known neuron model FitzHugh-Nagumo model.

FitzHugh-Nagumo model

The FitzHugh-Nagumo model is given by:

$$
\frac {dV} {dt} = V(1 - \frac {V^2} 3) - w + I_{ext} \
\tau \frac {dw} {dt} = V + a - b w
$$

There are two variables $V$ and $w$, so this is a two-dimensional system with three parameters $a, b$ and $\tau$.



a = 0.7
b = 0.8
tau = 12.5
Vth = 1.9


@bp.odeint
def int_fhn(V, w, t, Iext):
  dw = (V + a - b * w) / tau
  dV = V - V * V * V / 3 - w + Iext
  return dV, dw









Phase Plane Analysis is implemented in brainpy.sym_analysis.PhasePlane. It receives the following parameters:


	integrals: The integral functions or instance of brainpy.DynamicalSystem are going to be analyzed.


	target_vars: The variables to be analuzed. It must a dictionary with the format of {var: variable range}.


	fixed_vars: The variables to be fixed (optional).


	pars_update: Parameters to update (optional).




brainpy.analysis.PhasePlane provides interface to analyze the system’s


	nullcline: The zero-growth isoclines, such as $g(x, y)=0$ and $g(x, y)=0$.


	fixed points: The equilibrium points of the system, which are located at all of the nullclines intersect.


	vector filed: The vector field of the system.


	Trajectory: A given simulation trajectory with the fixed variables.


	Limit cycles: The limit cycles.




Here we perform a phase plane analysis with parameters $a=0.7, b=0.8, \tau=12.5$, and input $I_{ext} = 0.8$.



analyzer = bp.symbolic.PhasePlane(
  int_fhn,
  target_vars={'V': [-3, 3], 'w': [-3., 3.]},
  pars_update={'Iext': 0.8})
analyzer.plot_nullcline()
analyzer.plot_vector_field()
analyzer.plot_fixed_point()
analyzer.plot_trajectory([{'V': -2.8, 'w': -1.8}],
                         duration=100.,
                         show=True)








[image: ../_images/2b5cf437c616256ec5d73e598c5235d8278f3f3e959312a8c1de17b86b1dda5a.png]




We can see an unstable-node at the point (v=-0.27, w=0.53) inside a limit cycle. Then we can run a simulation with the same parameters and initial values to see the periodic activity that correspond to the limit cycle.



class FHN(bp.NeuGroup):
  def __init__(self, num, **kwargs):
    super(FHN, self).__init__(size=num, **kwargs)
    self.V = bp.math.Variable(bp.math.ones(num) * -2.8)
    self.w = bp.math.Variable(bp.math.ones(num) * -1.8)
    self.Iext = bp.math.Variable(bp.math.zeros(num))

  def update(self, _t, _dt):
    self.V[:], self.w[:] = int_fhn(self.V, self.w, _t, self.Iext)
    self.Iext[:] = 0.


group = FHN(1, monitors=['V', 'w'])
group.run(100., inputs=('Iext', 0.8))
bp.visualize.line_plot(group.mon.ts, group.mon.V, legend='v', )
bp.visualize.line_plot(group.mon.ts, group.mon.w, legend='w', show=True)








[image: ../_images/79d269ea59319568122b2e246a13d093db004647cb9fdc24da2bd33f48a1e25c.png]




Note that the fixed_vars can be used to specify the neuron model’s state ST, it can also be used to specify the functional arguments in integrators (like the Iext in int_v()).



Bifurcation Analysis

Bifurcation analysis is implemented within brainpy.sym_analysis.Bifurcation. Which support codimension-1 and codimension-2 bifurcation analysis. Specifically, it receives the following parameter settings:


	integrals: The integral functions or instance of brainpy.DynamicalSystem are going to be analyzed.


	target_pars: The target parameters. Must be a dictionary with the format of {par: parameter range}.


	target_vars: The target variables. Must be a dictionary with the format of {var: variable range}.


	fixed_vars: The fixed variables.


	pars_update: The parameters to update.




Codimension 1 bifurcation analysis

We will first see the codimension 1 bifurcation anlysis of the model. For example, we vary the input $I_{ext}$ between 0 to 1 and see how the system change it’s stability.



analyzer = bp.symbolic.Bifurcation(
  int_fhn,
  target_pars={'Iext': [0., 1.]},
  target_vars={'V': [-3, 3], 'w': [-3., 3.]},
  numerical_resolution=0.001,
)
res = analyzer.plot_bifurcation(show=True)








[image: ../_images/df4e0d85c272bcab7338c576131a8068fa513a226f83b54a67b9f3fa33d009c3.png]
[image: ../_images/bbfa3a14f729b4ccc653f082e536ad827b028622791b6867970c3b07c6a6835a.png]




Codimension 2 bifurcation analysis

We simulaneously change $I_{ext}$ and parameter $a$.



analyzer = bp.symbolic.Bifurcation(
  int_fhn,
  target_pars=dict(a=[0.5, 1.], Iext=[0., 1.]),
  target_vars=dict(V=[-3, 3], w=[-3., 3.]),
  numerical_resolution=0.01,
)
res = analyzer.plot_bifurcation(show=True)








[image: ../_images/52c7f6236571903e4c19f726fef55a75fcb0e1546c9bc8d41c8a9f1d2e4487bb.png]
[image: ../_images/c3bb364c58afb8208661b010216073aba33d572ff98f7dc85b77e9133792ac08.png]






Fast-Slow System Bifurcation

BrainPy also provides a tool for fast-slow system bifurcation analysis by using brainpy.sym_analysis.FastSlowBifurcation. This method is proposed by John Rinzel [1, 2, 3]. (J Rinzel, 1985, 1986, 1987) proposed that in a fast-slow dynamical system, we can treat the slow variables as the bifurcation parameters, and then study how the different value of slow variables affect the bifurcation of the fast sub-system.

brainpy.sym_analysis.FastSlowBifurcation is very usefull in the bursting neuron analysis. I will illustrate this by using the Hindmarsh-Rose model. The Hindmarsh–Rose model of neuronal activity is aimed to study the spiking-bursting behavior of the membrane potential observed in experiments made with a single neuron. Its dynamics are governed by:

$$
\begin{aligned}
\frac{d V}{d t} &= y - a V^3 + b V^2 - z + I\
\frac{d y}{d t} &= c - d V^2 - y\
\frac{d z}{d t} &= r (s (V - V_{rest}) - z)
\end{aligned}
$$

First of all, let’s define the Hindmarsh–Rose model with BrainPy.



a = 1.
b = 3.
c = 1.
d = 5.
s = 4.
x_r = -1.6
r = 0.001
Vth = 1.9


@bp.odeint(method='rk4', dt=0.02)
def int_hr(x, y, z, t, Isyn):
  dx = y - a * x ** 3 + b * x * x - z + Isyn
  dy = c - d * x * x - y
  dz = r * (s * (x - x_r) - z)
  return dx, dy, dz









We now can start to analysis the underlying bifurcation mechanism.



analyzer = bp.symbolic.FastSlowBifurcation(
  int_hr,
  fast_vars={'x': [-3, 3], 'y': [-10., 5.]},
  slow_vars={'z': [-5., 5.]},
  pars_update={'Isyn': 0.5},
  numerical_resolution=0.001
)
analyzer.plot_bifurcation()
analyzer.plot_trajectory([{'x': 1., 'y': 0., 'z': -0.0}],
                         duration=100.,
                         show=True)








[image: ../_images/fe0a678e899f1a27cc14b6e9b661966166621c088cc8f81793206dd80cf6c71d.png]
[image: ../_images/f1a2848565f916c47fb5626685f1d416bac5659363acf3e52a44a7970ea4b1b6.png]
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brainpy.base module

The base module for whole BrainPy ecosystem.


	This module provides the most fundamental class Base,
and its associated helper class Collector and ArrayCollector.


	For each instance of “Base” class, users can retrieve all
the variables (or trainable variables), integrators, and nodes.


	This module also provides a Function class to wrap user-defined
functions. In each function, maybe several nodes are used, and
users can initialize a Function by providing the nodes used
in the function. Unfortunately, Function class does not have
the ability to gather nodes automatically.


	This module provides io helper functions to help users save/load
model states, or share user’s customized model with others.




Details please see the following.


Base Class







	Base([name])

	The Base class for whole BrainPy ecosystem.







	
class brainpy.base.Base(name=None)

	The Base class for whole BrainPy ecosystem.

The subclass of Base includes:


	DynamicalSystem in brainpy.simulation.brainobjects.base.py


	Function in brainpy.base.function.py


	AutoGrad in brainpy.math.jax.autograd.py


	Optimizer in brainpy.math.jax.optimizers.py


	Scheduler in brainpy.math.jax.optimizers.py





	
implicit_nodes = None

	Used to wrap the implicit children nodes which cannot be accessed by self.xxx






	
implicit_vars = None

	Used to wrap the implicit variables which cannot be accessed by self.xxx






	
ints(method='absolute')

	Collect all integrators in this node and the children nodes.


	Parameters

	method (str) – The method to access the integrators.



	Returns

	collector – The collection contained (the path, the integrator).



	Return type

	Collector










	
load_states(filename, verbose=False, check=False)

	Load the model states.


	Parameters

	filename (str) – The filename which stores the model states.










	
nodes(method='absolute', _paths=None)

	Collect all children nodes.


	Parameters

	
	method (str) – The method to access the nodes.


	_paths (set, Optional) – The data structure to solve the circular reference.






	Returns

	gather – The collection contained (the path, the node).



	Return type

	Collector










	
save_states(filename, all_vars=None, **setting)

	Save the model states.


	Parameters

	filename (str) – The file name which to store the model states.










	
target_backend = None

	Used to specify the target backend which the model to run.






	
train_vars(method='absolute')

	The shortcut for retrieving all trainable variables.


	Parameters

	method (str) – The method to access the variables. Support ‘absolute’ and ‘relative’.



	Returns

	gather – The collection contained (the path, the trainable variable).



	Return type

	TensorCollector










	
unique_name(name=None, type=None)

	Get the unique name for this object.


	Parameters

	
	name (str, optional) – The expected name. If None, the default unique name will be returned.
Otherwise, the provided name will be checked to guarantee its uniqueness.


	type (str, optional) – The type of this class, used for object naming.






	Returns

	name – The unique name for this object.



	Return type

	str










	
vars(method='absolute')

	Collect all variables in this node and the children nodes.


	Parameters

	method (str) – The method to access the variables.



	Returns

	gather – The collection contained (the path, the variable).



	Return type

	TensorCollector















Function Wrapper







	Function(f[, nodes, dyn_vars, name])

	The wrapper for Python functions.







	
class brainpy.base.Function(f, nodes=None, dyn_vars=None, name=None)

	The wrapper for Python functions.


	Parameters

	
	f (function) – The function to wrap.


	nodes (optional, Base, sequence of Base, dict) – The nodes in the defined function f.


	dyn_vars (optional, ndarray, sequence of ndarray, dict) – The dynamically changed variables.


	name (optional, str) – The function name.














Collectors







	Collector

	A Collector is a dictionary (name, var) with some additional methods to make manipulation of collections of variables easy.



	TensorCollector

	A ArrayCollector is a dictionary (name, var) with some additional methods to make manipulation of collections of variables easy.







	
class brainpy.base.Collector

	A Collector is a dictionary (name, var) with some additional methods to make manipulation
of collections of variables easy. A Collector is ordered by insertion order. It is the object
returned by Base.vars() and used as input in many Collector instance: optimizers, jit, etc…


	
replace(key, new_value)

	Replace the original key with the new value.






	
subset(var_type, judge_func=None)

	Get the subset of the (key, value) pair.

subset() can be used to get a subset of some class:

>>> import brainpy as bp
>>>
>>> some_collector = Collector()
>>>
>>> # get all trainable variables
>>> some_collector.subset(bp.math.TrainVar)
>>>
>>> # get all JaxArray
>>> some_collector.subset(bp.math.Variable)





or, it can be used to get a subset of integrators:

>>> # get all ODE integrators
>>> some_collector.subset(bp.ode.ODEIntegrator)






	Parameters

	
	var_type (Any) – The type/class to match.


	judge_func (optional, callable) – 













	
unique()

	Get a new type of collector with unique values.

If one value is assigned to two or more keys,
then only one pair of (key, value) will be returned.






	
update([E, ]**F) → None.  Update D from dict/iterable E and F.

	If E is present and has a .keys() method, then does:  for k in E: D[k] = E[k]
If E is present and lacks a .keys() method, then does:  for k, v in E: D[k] = v
In either case, this is followed by: for k in F:  D[k] = F[k]










	
class brainpy.base.TensorCollector

	A ArrayCollector is a dictionary (name, var)
with some additional methods to make manipulation
of collections of variables easy. A Collection
is ordered by insertion order. It is the object
returned by DynamicalSystem.vars() and used as input
in many DynamicalSystem instance: optimizers, Jit, etc…


	
assign(inputs)

	Assign data to all values.


	Parameters

	inputs (dict) – The data for each value in this collector.










	
data()

	Get all data in each value.






	
dict()

	Get a dict with the key and the value data.






	
replicate()

	A context manager to use in a with statement that replicates
the variables in this collection to multiple devices.

Important: replicating also updates the random state in order
to have a new one per device.











Exporting and Loading







	save_h5(filename, all_vars)

	



	save_npz(filename, all_vars[, compressed])

	



	save_pkl(filename, all_vars)

	



	save_mat(filename, all_vars)

	



	load_h5(filename, target[, verbose, check])

	



	load_npz(filename, target[, verbose, check])

	



	load_pkl(filename, target[, verbose, check])

	



	load_mat(filename, target[, verbose, check])

	










            

          

      

      

    

  

  
    
    

    brainpy.base.Base
    

    

    

    

    
 
  

    
      
          
            
  
brainpy.base.Base


	
class brainpy.base.Base(name=None)

	The Base class for whole BrainPy ecosystem.

The subclass of Base includes:


	DynamicalSystem in brainpy.simulation.brainobjects.base.py


	Function in brainpy.base.function.py


	AutoGrad in brainpy.math.jax.autograd.py


	Optimizer in brainpy.math.jax.optimizers.py


	Scheduler in brainpy.math.jax.optimizers.py





	
__init__(name=None)

	



Methods







	__init__([name])

	



	cpu()

	



	cuda()

	



	ints([method])

	Collect all integrators in this node and the children nodes.



	load_states(filename[, verbose, check])

	Load the model states.



	nodes([method, _paths])

	Collect all children nodes.



	save_states(filename[, all_vars])

	Save the model states.



	to(devices)

	



	tpu()

	



	train_vars([method])

	The shortcut for retrieving all trainable variables.



	unique_name([name, type])

	Get the unique name for this object.



	vars([method])

	Collect all variables in this node and the children nodes.






Attributes







	implicit_nodes

	Used to wrap the implicit children nodes which cannot be accessed by self.xxx



	implicit_vars

	Used to wrap the implicit variables which cannot be accessed by self.xxx



	target_backend

	Used to specify the target backend which the model to run.
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brainpy.base.Function


	
class brainpy.base.Function(f, nodes=None, dyn_vars=None, name=None)

	The wrapper for Python functions.


	Parameters

	
	f (function) – The function to wrap.


	nodes (optional, Base, sequence of Base, dict) – The nodes in the defined function f.


	dyn_vars (optional, ndarray, sequence of ndarray, dict) – The dynamically changed variables.


	name (optional, str) – The function name.









	
__init__(f, nodes=None, dyn_vars=None, name=None)

	



Methods







	__init__(f[, nodes, dyn_vars, name])

	



	cpu()

	



	cuda()

	



	ints([method])

	Collect all integrators in this node and the children nodes.



	load_states(filename[, verbose, check])

	Load the model states.



	nodes([method, _paths])

	Collect all children nodes.



	save_states(filename[, all_vars])

	Save the model states.



	to(devices)

	



	tpu()

	



	train_vars([method])

	The shortcut for retrieving all trainable variables.



	unique_name([name, type])

	Get the unique name for this object.



	vars([method])

	Collect all variables in this node and the children nodes.






Attributes







	implicit_nodes

	Used to wrap the implicit children nodes which cannot be accessed by self.xxx



	implicit_vars

	Used to wrap the implicit variables which cannot be accessed by self.xxx



	target_backend

	Used to specify the target backend which the model to run.
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brainpy.base.Collector


	
class brainpy.base.Collector

	A Collector is a dictionary (name, var) with some additional methods to make manipulation
of collections of variables easy. A Collector is ordered by insertion order. It is the object
returned by Base.vars() and used as input in many Collector instance: optimizers, jit, etc…


	
__init__(*args, **kwargs)

	



Methods







	__init__(*args, **kwargs)

	



	clear()

	



	copy()

	



	fromkeys([value])

	Create a new dictionary with keys from iterable and values set to value.



	get(key[, default])

	Return the value for key if key is in the dictionary, else default.



	items()

	



	keys()

	



	pop(k[,d])

	If key is not found, d is returned if given, otherwise KeyError is raised



	popitem()

	2-tuple; but raise KeyError if D is empty.



	replace(key, new_value)

	Replace the original key with the new value.



	setdefault(key[, default])

	Insert key with a value of default if key is not in the dictionary.



	subset(var_type[, judge_func])

	Get the subset of the (key, value) pair.



	unique()

	Get a new type of collector with unique values.



	update([E, ]**F)

	If E is present and has a .keys() method, then does:  for k in E: D[k] = E[k] If E is present and lacks a .keys() method, then does:  for k, v in E: D[k] = v In either case, this is followed by: for k in F:  D[k] = F[k]



	values()

	













            

          

      

      

    

  

  
    
    

    brainpy.base.TensorCollector
    

    

    

    

    
 
  

    
      
          
            
  
brainpy.base.TensorCollector


	
class brainpy.base.TensorCollector

	A ArrayCollector is a dictionary (name, var)
with some additional methods to make manipulation
of collections of variables easy. A Collection
is ordered by insertion order. It is the object
returned by DynamicalSystem.vars() and used as input
in many DynamicalSystem instance: optimizers, Jit, etc…


	
__init__(*args, **kwargs)

	



Methods







	__init__(*args, **kwargs)

	



	assign(inputs)

	Assign data to all values.



	clear()

	



	copy()

	



	data()

	Get all data in each value.



	dict()

	Get a dict with the key and the value data.



	fromkeys([value])

	Create a new dictionary with keys from iterable and values set to value.



	get(key[, default])

	Return the value for key if key is in the dictionary, else default.



	items()

	



	keys()

	



	pop(k[,d])

	If key is not found, d is returned if given, otherwise KeyError is raised



	popitem()

	2-tuple; but raise KeyError if D is empty.



	replace(key, new_value)

	Replace the original key with the new value.



	replicate()

	A context manager to use in a with statement that replicates the variables in this collection to multiple devices.



	setdefault(key[, default])

	Insert key with a value of default if key is not in the dictionary.



	subset(var_type[, judge_func])

	Get the subset of the (key, value) pair.



	unique()

	Get a new type of collector with unique values.



	update([E, ]**F)

	If E is present and has a .keys() method, then does:  for k in E: D[k] = E[k] If E is present and lacks a .keys() method, then does:  for k, v in E: D[k] = v In either case, this is followed by: for k in F:  D[k] = F[k]



	values()
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brainpy.base.save_h5


	
brainpy.base.save_h5(filename, all_vars)

	






            

          

      

      

    

  

  
    
    

    brainpy.base.save_npz
    

    

    

    

    
 
  

    
      
          
            
  
brainpy.base.save_npz


	
brainpy.base.save_npz(filename, all_vars, compressed=False)
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brainpy.base.save_pkl


	
brainpy.base.save_pkl(filename, all_vars)

	






            

          

      

      

    

  

  
    
    

    brainpy.base.save_mat
    

    

    

    

    
 
  

    
      
          
            
  
brainpy.base.save_mat


	
brainpy.base.save_mat(filename, all_vars)
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brainpy.base.load_h5


	
brainpy.base.load_h5(filename, target, verbose=False, check=False)
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brainpy.base.load_npz


	
brainpy.base.load_npz(filename, target, verbose=False, check=False)
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brainpy.base.load_pkl


	
brainpy.base.load_pkl(filename, target, verbose=False, check=False)
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brainpy.base.load_mat


	
brainpy.base.load_mat(filename, target, verbose=False, check=False)
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brainpy.math module

The math module for whole BrainPy ecosystem.
This module provides basic mathematical operations, including:


	numpy-like array operations


	linear algebra functions


	random sampling functions


	discrete fourier transform functions


	compilations of jit, vmap, pmap for class objects


	automatic differentiation of grad, jacocian, hessian, etc. for class objects


	loss functions


	activation functions


	optimization classes




Details in the following.



	General Functions
	brainpy.math.use_backend

	brainpy.math.get_backend_name

	brainpy.math.set_dt

	brainpy.math.get_dt

	brainpy.math.set_int_

	brainpy.math.set_float_

	brainpy.math.set_complex_





	JAX backend Supports
	Compilations

	Variables

	Functions





	NumPy backend Supports
	Compilations

	Variables

	Functions





	JAX Special Supports
	Parallel Compilation

	Operators

	Control Flows

	Automatic Differentiation

	Activation Functions

	Loss Functions

	Optimizers





	Comparison Table
	Multi-dimensional Array

	Array Operations

	Linear Algebra

	Discrete Fourier Transform

	Random Sampling
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General Functions

The math module for whole BrainPy ecosystem.
This module provides basic mathematical operations, including:


	numpy-like array operations


	linear algebra functions


	random sampling functions


	discrete fourier transform functions


	compilations of jit, vmap, pmap for class objects


	automatic differentiation of grad, jacocian, hessian, etc. for class objects


	loss functions


	activation functions


	optimization classes




Details in the following.







	use_backend(name[, module])

	



	get_backend_name()

	Get the current backend name.



	set_dt(dt)

	Set the numerical integrator precision.



	get_dt()

	Get the numerical integrator precision.



	set_int_(int_type)

	Set the default int type.



	set_float_(float_type)

	Set the default float type.



	set_complex_(complex_type)

	Set the default complex type.
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brainpy.math.use_backend


	
brainpy.math.use_backend(name, module=None)
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brainpy.math.get_backend_name


	
brainpy.math.get_backend_name()

	Get the current backend name.


	Returns

	backend – The name of the current backend name.



	Return type

	str
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brainpy.math.set_dt


	
brainpy.math.set_dt(dt)

	Set the numerical integrator precision.


	Parameters

	dt (float) – Numerical integration precision.
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brainpy.math.get_dt


	
brainpy.math.get_dt()

	Get the numerical integrator precision.


	Returns

	dt – Numerical integration precision.



	Return type

	float
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brainpy.math.set_int_


	
brainpy.math.set_int_(int_type)

	Set the default int type.


	Parameters

	int_type (type) – 
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brainpy.math.set_float_


	
brainpy.math.set_float_(float_type)

	Set the default float type.


	Parameters

	float_type (type) – 












            

          

      

      

    

  

  
    
    

    brainpy.math.set_complex_
    

    

    

    

    
 
  

    
      
          
            
  
brainpy.math.set_complex_


	
brainpy.math.set_complex_(complex_type)

	Set the default complex type.


	Parameters

	complex_type (type) – 
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JAX backend Supports


Compilations







	jit(obj_or_func[, dyn_vars, ...])

	JIT (Just-In-Time) Compilation for JAX backend.








Variables







	Variable(value[, type, replicate])

	The pointer to specify the dynamical variable.



	TrainVar(value[, replicate])

	The pointer to specify the trainable variable.



	Parameter(value[, replicate])

	The pointer to specify the parameter.








Functions







	function([f, nodes, dyn_vars, name])
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brainpy.math.jax.jit


	
brainpy.math.jax.jit(obj_or_func, dyn_vars=None, static_argnames=None, device=None, **kwargs)

	JIT (Just-In-Time) Compilation for JAX backend.

This function has the same ability to Just-In-Time compile a pure function,
but it can also JIT compile a brainpy.DynamicalSystem, or a
brainpy.Base object, or a bounded method of a
brainpy.Base object.

If you are using “numpy”, please refer to the JIT compilation
in NumPy backend bp.math.numpy.jit().

Notes

There are several notes:


	Avoid using scalar in Variable, TrainVar, etc.


	jit compilation in brainpy.math.jax does not support static_argnums.
Instead, users should use static_argnames, and call the jitted function with
keywords like jitted_func(arg1=var1, arg2=var2).




Examples

You can JIT a brainpy.DynamicalSystem

>>> import brainpy as bp
>>>
>>> class LIF(bp.NeuGroup):
>>>   pass
>>> lif = bp.math.jit(LIF(10))





You can JIT a brainpy.Base object with __call__() implementation.

>>> mlp = bp.layers.GRU(100, 200)
>>> jit_mlp = bp.math.jit(mlp)





You can also JIT a bounded method of a brainpy.Base object.

>>> class Hello(bp.Base):
>>>   def __init__(self):
>>>     super(Hello, self).__init__()
>>>     self.a = bp.math.Variable(bp.math.array(10.))
>>>     self.b = bp.math.Variable(bp.math.array(2.))
>>>   def transform(self):
>>>     return self.a ** self.b
>>>
>>> test = Hello()
>>> bp.math.jit(test.transform)





Further, you can JIT a normal function, just used like in JAX.

>>> @bp.math.jit
>>> def selu(x, alpha=1.67, lmbda=1.05):
>>>   return lmbda * bp.math.where(x > 0, x, alpha * bp.math.exp(x) - alpha)






	Parameters

	
	obj_or_func (Base, function) – The instance of Base or a function.


	dyn_vars (optional, dict, tuple, list, JaxArray) – These variables will be changed in the function, or needed in the computation.


	static_argnames (optional, str, list, tuple, dict) – An optional string or collection of strings specifying which named arguments to treat
as static (compile-time constant). See the comment on static_argnums for details.
If not provided but static_argnums is set, the default is based on calling
inspect.signature(fun) to find corresponding named arguments.


	device (optional, Any) – This is an experimental feature and the API is likely to change.
Optional, the Device the jitted function will run on. (Available devices
can be retrieved via jax.devices().) The default is inherited
from XLA’s DeviceAssignment logic and is usually to use
jax.devices()[0].






	Returns

	A wrapped version of Base object or function, set up for just-in-time compilation.



	Return type

	ds_of_func
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brainpy.math.jax.Variable


	
class brainpy.math.jax.Variable(value, type='', replicate=None)

	The pointer to specify the dynamical variable.


	Parameters

	
	value – Used to specify the data.


	type (str) – Used to specify the type of this variable.









	
__init__(value, type='', replicate=None)

	



Methods







	__init__(value[, type, replicate])

	



	all([axis, keepdims])

	Returns True if all elements evaluate to True.



	any([axis, keepdims])

	Returns True if any of the elements of a evaluate to True.



	argmax([axis])

	Return indices of the maximum values along the given axis.



	argmin([axis])

	Return indices of the minimum values along the given axis.



	argpartition(kth[, axis, kind, order])

	Returns the indices that would partition this array.



	argsort([axis, kind, order])

	Returns the indices that would sort this array.



	astype(dtype[, order, casting, subok, copy])

	Copy of the array, cast to a specified type.



	block_host_until_ready(*args)

	



	block_until_ready(*args)

	



	byteswap([inplace])

	Swap the bytes of the array elements



	choose(choices[, mode])

	Use an index array to construct a new array from a set of choices.



	clip([min, max])

	Return an array whose values are limited to [min, max].



	compress(condition[, axis])

	Return selected slices of this array along given axis.



	conj()

	Complex-conjugate all elements.



	conjugate()

	Return the complex conjugate, element-wise.



	copy()

	Return a copy of the array.



	cumprod([axis, dtype])

	Return the cumulative product of the elements along the given axis.



	cumsum([axis, dtype])

	Return the cumulative sum of the elements along the given axis.



	diagonal([offset, axis1, axis2])

	Return specified diagonals.



	dot(b)

	Dot product of two arrays.



	duplicate(n)

	



	fill(value)

	Fill the array with a scalar value.



	flatten([order])

	



	issametype(other)

	



	item(*args)

	Copy an element of an array to a standard Python scalar and return it.



	max([axis, keepdims])

	Return the maximum along a given axis.



	mean([axis, dtype, keepdims])

	Returns the average of the array elements along given axis.



	min([axis, keepdims])

	Return the minimum along a given axis.



	nonzero()

	Return the indices of the elements that are non-zero.



	numpy()

	Convert to numpy.ndarray.



	prod([axis, dtype, keepdims, initial, where])

	Return the product of the array elements over the given axis.



	ptp([axis, keepdims])

	Peak to peak (maximum - minimum) value along a given axis.



	ravel([order])

	Return a flattened array.



	repeat(repeats[, axis])

	Repeat elements of an array.



	reshape(shape[, order])

	Returns an array containing the same data with a new shape.



	round([decimals])

	Return a with each element rounded to the given number of decimals.



	searchsorted(v[, side, sorter])

	Find indices where elements should be inserted to maintain order.



	sort([axis, kind, order])

	Sort an array in-place.



	split(indices_or_sections[, axis])

	Split an array into multiple sub-arrays as views into ary.



	squeeze([axis])

	Remove axes of length one from a.



	std([axis, dtype, ddof, keepdims])

	Compute the standard deviation along the specified axis.



	sum([axis, dtype, keepdims, initial, where])

	Return the sum of the array elements over the given axis.



	swapaxes(axis1, axis2)

	Return a view of the array with axis1 and axis2 interchanged.



	take(indices[, axis, mode])

	Return an array formed from the elements of a at the given indices.



	tile(reps)

	Construct an array by repeating A the number of times given by reps.



	tobytes([order])

	Construct Python bytes containing the raw data bytes in the array.



	tolist()

	Return the array as an a.ndim-levels deep nested list of Python scalars.



	trace([offset, axis1, axis2, dtype])

	Return the sum along diagonals of the array.



	transpose(*axes)

	Returns a view of the array with axes transposed.



	var([axis, dtype, ddof, keepdims])

	Returns the variance of the array elements, along given axis.



	view([dtype])

	New view of array with the same data.






Attributes







	type

	



	replicate

	



	T

	



	dtype

	



	imag

	



	ndim

	



	real

	



	shape

	



	size

	



	value
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brainpy.math.jax.TrainVar


	
class brainpy.math.jax.TrainVar(value, replicate=None)

	The pointer to specify the trainable variable.


	
__init__(value, replicate=None)

	



Methods







	__init__(value[, replicate])

	



	all([axis, keepdims])

	Returns True if all elements evaluate to True.



	any([axis, keepdims])

	Returns True if any of the elements of a evaluate to True.



	argmax([axis])

	Return indices of the maximum values along the given axis.



	argmin([axis])

	Return indices of the minimum values along the given axis.



	argpartition(kth[, axis, kind, order])

	Returns the indices that would partition this array.



	argsort([axis, kind, order])

	Returns the indices that would sort this array.



	astype(dtype[, order, casting, subok, copy])

	Copy of the array, cast to a specified type.



	block_host_until_ready(*args)

	



	block_until_ready(*args)

	



	byteswap([inplace])

	Swap the bytes of the array elements



	choose(choices[, mode])

	Use an index array to construct a new array from a set of choices.



	clip([min, max])

	Return an array whose values are limited to [min, max].



	compress(condition[, axis])

	Return selected slices of this array along given axis.



	conj()

	Complex-conjugate all elements.



	conjugate()

	Return the complex conjugate, element-wise.



	copy()

	Return a copy of the array.



	cumprod([axis, dtype])

	Return the cumulative product of the elements along the given axis.



	cumsum([axis, dtype])

	Return the cumulative sum of the elements along the given axis.



	diagonal([offset, axis1, axis2])

	Return specified diagonals.



	dot(b)

	Dot product of two arrays.



	duplicate(n)

	



	fill(value)

	Fill the array with a scalar value.



	flatten([order])

	



	issametype(other)

	



	item(*args)

	Copy an element of an array to a standard Python scalar and return it.



	max([axis, keepdims])

	Return the maximum along a given axis.



	mean([axis, dtype, keepdims])

	Returns the average of the array elements along given axis.



	min([axis, keepdims])

	Return the minimum along a given axis.



	nonzero()

	Return the indices of the elements that are non-zero.



	numpy()

	Convert to numpy.ndarray.



	prod([axis, dtype, keepdims, initial, where])

	Return the product of the array elements over the given axis.



	ptp([axis, keepdims])

	Peak to peak (maximum - minimum) value along a given axis.



	ravel([order])

	Return a flattened array.



	repeat(repeats[, axis])

	Repeat elements of an array.



	reshape(shape[, order])

	Returns an array containing the same data with a new shape.



	round([decimals])

	Return a with each element rounded to the given number of decimals.



	searchsorted(v[, side, sorter])

	Find indices where elements should be inserted to maintain order.



	sort([axis, kind, order])

	Sort an array in-place.



	split(indices_or_sections[, axis])

	Split an array into multiple sub-arrays as views into ary.



	squeeze([axis])

	Remove axes of length one from a.



	std([axis, dtype, ddof, keepdims])

	Compute the standard deviation along the specified axis.



	sum([axis, dtype, keepdims, initial, where])

	Return the sum of the array elements over the given axis.



	swapaxes(axis1, axis2)

	Return a view of the array with axis1 and axis2 interchanged.



	take(indices[, axis, mode])

	Return an array formed from the elements of a at the given indices.



	tile(reps)

	Construct an array by repeating A the number of times given by reps.



	tobytes([order])

	Construct Python bytes containing the raw data bytes in the array.



	tolist()

	Return the array as an a.ndim-levels deep nested list of Python scalars.



	trace([offset, axis1, axis2, dtype])

	Return the sum along diagonals of the array.



	transpose(*axes)

	Returns a view of the array with axes transposed.



	var([axis, dtype, ddof, keepdims])

	Returns the variance of the array elements, along given axis.



	view([dtype])

	New view of array with the same data.






Attributes







	T

	



	dtype

	



	imag

	



	ndim

	



	real

	



	replicate

	



	shape

	



	size

	



	type

	



	value
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brainpy.math.jax.Parameter


	
class brainpy.math.jax.Parameter(value, replicate=None)

	The pointer to specify the parameter.


	
__init__(value, replicate=None)

	



Methods







	__init__(value[, replicate])

	



	all([axis, keepdims])

	Returns True if all elements evaluate to True.



	any([axis, keepdims])

	Returns True if any of the elements of a evaluate to True.



	argmax([axis])

	Return indices of the maximum values along the given axis.



	argmin([axis])

	Return indices of the minimum values along the given axis.



	argpartition(kth[, axis, kind, order])

	Returns the indices that would partition this array.



	argsort([axis, kind, order])

	Returns the indices that would sort this array.



	astype(dtype[, order, casting, subok, copy])

	Copy of the array, cast to a specified type.



	block_host_until_ready(*args)

	



	block_until_ready(*args)

	



	byteswap([inplace])

	Swap the bytes of the array elements



	choose(choices[, mode])

	Use an index array to construct a new array from a set of choices.



	clip([min, max])

	Return an array whose values are limited to [min, max].



	compress(condition[, axis])

	Return selected slices of this array along given axis.



	conj()

	Complex-conjugate all elements.



	conjugate()

	Return the complex conjugate, element-wise.



	copy()

	Return a copy of the array.



	cumprod([axis, dtype])

	Return the cumulative product of the elements along the given axis.



	cumsum([axis, dtype])

	Return the cumulative sum of the elements along the given axis.



	diagonal([offset, axis1, axis2])

	Return specified diagonals.



	dot(b)

	Dot product of two arrays.



	duplicate(n)

	



	fill(value)

	Fill the array with a scalar value.



	flatten([order])

	



	issametype(other)

	



	item(*args)

	Copy an element of an array to a standard Python scalar and return it.



	max([axis, keepdims])

	Return the maximum along a given axis.



	mean([axis, dtype, keepdims])

	Returns the average of the array elements along given axis.



	min([axis, keepdims])

	Return the minimum along a given axis.



	nonzero()

	Return the indices of the elements that are non-zero.



	numpy()

	Convert to numpy.ndarray.



	prod([axis, dtype, keepdims, initial, where])

	Return the product of the array elements over the given axis.



	ptp([axis, keepdims])

	Peak to peak (maximum - minimum) value along a given axis.



	ravel([order])

	Return a flattened array.



	repeat(repeats[, axis])

	Repeat elements of an array.



	reshape(shape[, order])

	Returns an array containing the same data with a new shape.



	round([decimals])

	Return a with each element rounded to the given number of decimals.



	searchsorted(v[, side, sorter])

	Find indices where elements should be inserted to maintain order.



	sort([axis, kind, order])

	Sort an array in-place.



	split(indices_or_sections[, axis])

	Split an array into multiple sub-arrays as views into ary.



	squeeze([axis])

	Remove axes of length one from a.



	std([axis, dtype, ddof, keepdims])

	Compute the standard deviation along the specified axis.



	sum([axis, dtype, keepdims, initial, where])

	Return the sum of the array elements over the given axis.



	swapaxes(axis1, axis2)

	Return a view of the array with axis1 and axis2 interchanged.



	take(indices[, axis, mode])

	Return an array formed from the elements of a at the given indices.



	tile(reps)

	Construct an array by repeating A the number of times given by reps.



	tobytes([order])

	Construct Python bytes containing the raw data bytes in the array.



	tolist()

	Return the array as an a.ndim-levels deep nested list of Python scalars.



	trace([offset, axis1, axis2, dtype])

	Return the sum along diagonals of the array.



	transpose(*axes)

	Returns a view of the array with axes transposed.



	var([axis, dtype, ddof, keepdims])

	Returns the variance of the array elements, along given axis.



	view([dtype])

	New view of array with the same data.






Attributes







	T

	



	dtype

	



	imag

	



	ndim

	



	real

	



	replicate

	



	shape

	



	size

	



	type

	



	value
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brainpy.math.jax.function


	
brainpy.math.jax.function(f=None, nodes=None, dyn_vars=None, name=None)
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NumPy backend Supports


Compilations







	jit(obj_or_fun[, nopython, fastmath, ...])

	Just-In-Time (JIT) Compilation in NumPy backend.








Variables







	Variable(value[, type, replicate])

	Variable.



	TrainVar(value[, replicate])

	Trainable Variable.



	Parameter(value[, replicate])

	Parameter.








Functions







	function([f, nodes, dyn_vars, name])
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brainpy.math.numpy.jit


	
brainpy.math.numpy.jit(obj_or_fun, nopython=True, fastmath=True, parallel=False, nogil=False, forceobj=False, looplift=True, error_model='python', inline='never', boundscheck=None, show_code=False, debug=False, **kwargs)

	Just-In-Time (JIT) Compilation in NumPy backend.

JIT compilation in NumPy backend relies on Numba [http://numba.pydata.org/]. However,
in BrainPy, bp.math.numpy.jit() can apply to class objects, especially the instance
of brainpy.DynamicalSystem.

If you are using JAX backend, please refer to the JIT compilation in
JAX backend bp.math.jax.jit().


	Parameters

	
	obj_or_fun (callable, Base) – The function or the base model to jit compile.


	nopython (bool) – Set to True to disable the use of PyObjects and Python API
calls. Default value is True.


	fastmath (bool) – In certain classes of applications strict IEEE 754 compliance
is less important. As a result it is possible to relax some
numerical rigour with view of gaining additional performance.
The way to achieve this behaviour in Numba is through the use
of the fastmath keyword argument.


	parallel (bool) – Enables automatic parallelization (and related optimizations) for
those operations in the function known to have parallel semantics.


	nogil (bool) – Whenever Numba optimizes Python code to native code that only
works on native types and variables (rather than Python objects),
it is not necessary anymore to hold Python’s global interpreter
lock (GIL). Numba will release the GIL when entering such a
compiled function if you passed nogil=True.


	forceobj (bool) – Set to True to force the use of PyObjects for every value.
Default value is False.


	looplift (bool) – Set to True to enable jitting loops in nopython mode while
leaving surrounding code in object mode. This allows functions
to allocate NumPy arrays and use Python objects, while the
tight loops in the function can still be compiled in nopython
mode. Any arrays that the tight loop uses should be created
before the loop is entered. Default value is True.


	error_model (str) – The error-model affects divide-by-zero behavior.
Valid values are ‘python’ and ‘numpy’. The ‘python’ model
raises exception.  The ‘numpy’ model sets the result to
+/-inf or nan. Default value is ‘python’.


	inline (str or callable) – The inline option will determine whether a function is inlined
at into its caller if called. String options are ‘never’
(default) which will never inline, and ‘always’, which will
always inline. If a callable is provided it will be called with
the call expression node that is requesting inlining, the
caller’s IR and callee’s IR as arguments, it is expected to
return Truthy as to whether to inline.
NOTE: This inlining is performed at the Numba IR level and is in
no way related to LLVM inlining.


	boundscheck (bool or None) – Set to True to enable bounds checking for array indices. Out
of bounds accesses will raise IndexError. The default is to
not do bounds checking. If False, bounds checking is disabled,
out of bounds accesses can produce garbage results or segfaults.
However, enabling bounds checking will slow down typical
functions, so it is recommended to only use this flag for
debugging. You can also set the NUMBA_BOUNDSCHECK environment
variable to 0 or 1 to globally override this flag. The default
value is None, which under normal execution equates to False,
but if debug is set to True then bounds checking will be
enabled.


	show_code (bool) – Debugging.


	kwargs (dict) – The setting for jax JIT.
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brainpy.math.numpy.Variable


	
class brainpy.math.numpy.Variable(value, type='', replicate=None)

	Variable.


	
__init__()

	



Methods







	__init__()

	



	all([axis, out, keepdims, where])

	Returns True if all elements evaluate to True.



	any([axis, out, keepdims, where])

	Returns True if any of the elements of a evaluate to True.



	argmax([axis, out])

	Return indices of the maximum values along the given axis.



	argmin([axis, out])

	Return indices of the minimum values along the given axis.



	argpartition(kth[, axis, kind, order])

	Returns the indices that would partition this array.



	argsort([axis, kind, order])

	Returns the indices that would sort this array.



	astype(dtype[, order, casting, subok, copy])

	Copy of the array, cast to a specified type.



	byteswap([inplace])

	Swap the bytes of the array elements



	choose(choices[, out, mode])

	Use an index array to construct a new array from a set of choices.



	clip([min, max, out])

	Return an array whose values are limited to [min, max].



	compress(condition[, axis, out])

	Return selected slices of this array along given axis.



	conj()

	Complex-conjugate all elements.



	conjugate()

	Return the complex conjugate, element-wise.



	copy([order])

	Return a copy of the array.



	cumprod([axis, dtype, out])

	Return the cumulative product of the elements along the given axis.



	cumsum([axis, dtype, out])

	Return the cumulative sum of the elements along the given axis.



	diagonal([offset, axis1, axis2])

	Return specified diagonals.



	dot(b[, out])

	Dot product of two arrays.



	dump(file)

	Dump a pickle of the array to the specified file.



	dumps()

	Returns the pickle of the array as a string.



	fill(value)

	Fill the array with a scalar value.



	flatten([order])

	Return a copy of the array collapsed into one dimension.



	getfield(dtype[, offset])

	Returns a field of the given array as a certain type.



	issametype(other)

	



	item(*args)

	Copy an element of an array to a standard Python scalar and return it.



	itemset(*args)

	Insert scalar into an array (scalar is cast to array's dtype, if possible)



	max([axis, out, keepdims, initial, where])

	Return the maximum along a given axis.



	mean([axis, dtype, out, keepdims, where])

	Returns the average of the array elements along given axis.



	min([axis, out, keepdims, initial, where])

	Return the minimum along a given axis.



	newbyteorder([new_order])

	Return the array with the same data viewed with a different byte order.



	nonzero()

	Return the indices of the elements that are non-zero.



	partition(kth[, axis, kind, order])

	Rearranges the elements in the array in such a way that the value of the element in kth position is in the position it would be in a sorted array.



	prod([axis, dtype, out, keepdims, initial, ...])

	Return the product of the array elements over the given axis



	ptp([axis, out, keepdims])

	Peak to peak (maximum - minimum) value along a given axis.



	put(indices, values[, mode])

	Set a.flat[n] = values[n] for all n in indices.



	ravel([order])

	Return a flattened array.



	repeat(repeats[, axis])

	Repeat elements of an array.



	reshape(shape[, order])

	Returns an array containing the same data with a new shape.



	resize(new_shape[, refcheck])

	Change shape and size of array in-place.



	round([decimals, out])

	Return a with each element rounded to the given number of decimals.



	searchsorted(v[, side, sorter])

	Find indices where elements of v should be inserted in a to maintain order.



	setfield(val, dtype[, offset])

	Put a value into a specified place in a field defined by a data-type.



	setflags([write, align, uic])

	Set array flags WRITEABLE, ALIGNED, (WRITEBACKIFCOPY and UPDATEIFCOPY), respectively.



	sort([axis, kind, order])

	Sort an array in-place.



	squeeze([axis])

	Remove axes of length one from a.



	std([axis, dtype, out, ddof, keepdims, where])

	Returns the standard deviation of the array elements along given axis.



	sum([axis, dtype, out, keepdims, initial, where])

	Return the sum of the array elements over the given axis.



	swapaxes(axis1, axis2)

	Return a view of the array with axis1 and axis2 interchanged.



	take(indices[, axis, out, mode])

	Return an array formed from the elements of a at the given indices.



	tobytes([order])

	Construct Python bytes containing the raw data bytes in the array.



	tofile(fid[, sep, format])

	Write array to a file as text or binary (default).



	tolist()

	Return the array as an a.ndim-levels deep nested list of Python scalars.



	tostring([order])

	A compatibility alias for tobytes, with exactly the same behavior.



	trace([offset, axis1, axis2, dtype, out])

	Return the sum along diagonals of the array.



	transpose(*axes)

	Returns a view of the array with axes transposed.



	var([axis, dtype, out, ddof, keepdims, where])

	Returns the variance of the array elements, along given axis.



	view([dtype][, type])

	New view of array with the same data.






Attributes







	T

	The transposed array.



	base

	Base object if memory is from some other object.



	ctypes

	An object to simplify the interaction of the array with the ctypes module.



	data

	Python buffer object pointing to the start of the array's data.



	dtype

	Data-type of the array's elements.



	flags

	Information about the memory layout of the array.



	flat

	A 1-D iterator over the array.



	imag

	The imaginary part of the array.



	itemsize

	Length of one array element in bytes.



	nbytes

	Total bytes consumed by the elements of the array.



	ndim

	Number of array dimensions.



	real

	The real part of the array.



	shape

	Tuple of array dimensions.



	size

	Number of elements in the array.



	strides

	Tuple of bytes to step in each dimension when traversing an array.
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brainpy.math.numpy.TrainVar


	
class brainpy.math.numpy.TrainVar(value, replicate=None)

	Trainable Variable.


	
__init__()

	



Methods







	__init__()

	



	all([axis, out, keepdims, where])

	Returns True if all elements evaluate to True.



	any([axis, out, keepdims, where])

	Returns True if any of the elements of a evaluate to True.



	argmax([axis, out])

	Return indices of the maximum values along the given axis.



	argmin([axis, out])

	Return indices of the minimum values along the given axis.



	argpartition(kth[, axis, kind, order])

	Returns the indices that would partition this array.



	argsort([axis, kind, order])

	Returns the indices that would sort this array.



	astype(dtype[, order, casting, subok, copy])

	Copy of the array, cast to a specified type.



	byteswap([inplace])

	Swap the bytes of the array elements



	choose(choices[, out, mode])

	Use an index array to construct a new array from a set of choices.



	clip([min, max, out])

	Return an array whose values are limited to [min, max].



	compress(condition[, axis, out])

	Return selected slices of this array along given axis.



	conj()

	Complex-conjugate all elements.



	conjugate()

	Return the complex conjugate, element-wise.



	copy([order])

	Return a copy of the array.



	cumprod([axis, dtype, out])

	Return the cumulative product of the elements along the given axis.



	cumsum([axis, dtype, out])

	Return the cumulative sum of the elements along the given axis.



	diagonal([offset, axis1, axis2])

	Return specified diagonals.



	dot(b[, out])

	Dot product of two arrays.



	dump(file)

	Dump a pickle of the array to the specified file.



	dumps()

	Returns the pickle of the array as a string.



	fill(value)

	Fill the array with a scalar value.



	flatten([order])

	Return a copy of the array collapsed into one dimension.



	getfield(dtype[, offset])

	Returns a field of the given array as a certain type.



	issametype(other)

	



	item(*args)

	Copy an element of an array to a standard Python scalar and return it.



	itemset(*args)

	Insert scalar into an array (scalar is cast to array's dtype, if possible)



	max([axis, out, keepdims, initial, where])

	Return the maximum along a given axis.



	mean([axis, dtype, out, keepdims, where])

	Returns the average of the array elements along given axis.



	min([axis, out, keepdims, initial, where])

	Return the minimum along a given axis.



	newbyteorder([new_order])

	Return the array with the same data viewed with a different byte order.



	nonzero()

	Return the indices of the elements that are non-zero.



	partition(kth[, axis, kind, order])

	Rearranges the elements in the array in such a way that the value of the element in kth position is in the position it would be in a sorted array.



	prod([axis, dtype, out, keepdims, initial, ...])

	Return the product of the array elements over the given axis



	ptp([axis, out, keepdims])

	Peak to peak (maximum - minimum) value along a given axis.



	put(indices, values[, mode])

	Set a.flat[n] = values[n] for all n in indices.



	ravel([order])

	Return a flattened array.



	repeat(repeats[, axis])

	Repeat elements of an array.



	reshape(shape[, order])

	Returns an array containing the same data with a new shape.



	resize(new_shape[, refcheck])

	Change shape and size of array in-place.



	round([decimals, out])

	Return a with each element rounded to the given number of decimals.



	searchsorted(v[, side, sorter])

	Find indices where elements of v should be inserted in a to maintain order.



	setfield(val, dtype[, offset])

	Put a value into a specified place in a field defined by a data-type.



	setflags([write, align, uic])

	Set array flags WRITEABLE, ALIGNED, (WRITEBACKIFCOPY and UPDATEIFCOPY), respectively.



	sort([axis, kind, order])

	Sort an array in-place.



	squeeze([axis])

	Remove axes of length one from a.



	std([axis, dtype, out, ddof, keepdims, where])

	Returns the standard deviation of the array elements along given axis.



	sum([axis, dtype, out, keepdims, initial, where])

	Return the sum of the array elements over the given axis.



	swapaxes(axis1, axis2)

	Return a view of the array with axis1 and axis2 interchanged.



	take(indices[, axis, out, mode])

	Return an array formed from the elements of a at the given indices.



	tobytes([order])

	Construct Python bytes containing the raw data bytes in the array.



	tofile(fid[, sep, format])

	Write array to a file as text or binary (default).



	tolist()

	Return the array as an a.ndim-levels deep nested list of Python scalars.



	tostring([order])

	A compatibility alias for tobytes, with exactly the same behavior.



	trace([offset, axis1, axis2, dtype, out])

	Return the sum along diagonals of the array.



	transpose(*axes)

	Returns a view of the array with axes transposed.



	var([axis, dtype, out, ddof, keepdims, where])

	Returns the variance of the array elements, along given axis.



	view([dtype][, type])

	New view of array with the same data.






Attributes







	T

	The transposed array.



	base

	Base object if memory is from some other object.



	ctypes

	An object to simplify the interaction of the array with the ctypes module.



	data

	Python buffer object pointing to the start of the array's data.



	dtype

	Data-type of the array's elements.



	flags

	Information about the memory layout of the array.



	flat

	A 1-D iterator over the array.



	imag

	The imaginary part of the array.



	itemsize

	Length of one array element in bytes.



	nbytes

	Total bytes consumed by the elements of the array.



	ndim

	Number of array dimensions.



	real

	The real part of the array.



	shape

	Tuple of array dimensions.



	size

	Number of elements in the array.



	strides

	Tuple of bytes to step in each dimension when traversing an array.
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brainpy.math.numpy.Parameter


	
class brainpy.math.numpy.Parameter(value, replicate=None)

	Parameter.


	
__init__()

	



Methods







	__init__()

	



	all([axis, out, keepdims, where])

	Returns True if all elements evaluate to True.



	any([axis, out, keepdims, where])

	Returns True if any of the elements of a evaluate to True.



	argmax([axis, out])

	Return indices of the maximum values along the given axis.



	argmin([axis, out])

	Return indices of the minimum values along the given axis.



	argpartition(kth[, axis, kind, order])

	Returns the indices that would partition this array.



	argsort([axis, kind, order])

	Returns the indices that would sort this array.



	astype(dtype[, order, casting, subok, copy])

	Copy of the array, cast to a specified type.



	byteswap([inplace])

	Swap the bytes of the array elements



	choose(choices[, out, mode])

	Use an index array to construct a new array from a set of choices.



	clip([min, max, out])

	Return an array whose values are limited to [min, max].



	compress(condition[, axis, out])

	Return selected slices of this array along given axis.



	conj()

	Complex-conjugate all elements.



	conjugate()

	Return the complex conjugate, element-wise.



	copy([order])

	Return a copy of the array.



	cumprod([axis, dtype, out])

	Return the cumulative product of the elements along the given axis.



	cumsum([axis, dtype, out])

	Return the cumulative sum of the elements along the given axis.



	diagonal([offset, axis1, axis2])

	Return specified diagonals.



	dot(b[, out])

	Dot product of two arrays.



	dump(file)

	Dump a pickle of the array to the specified file.



	dumps()

	Returns the pickle of the array as a string.



	fill(value)

	Fill the array with a scalar value.



	flatten([order])

	Return a copy of the array collapsed into one dimension.



	getfield(dtype[, offset])

	Returns a field of the given array as a certain type.



	issametype(other)

	



	item(*args)

	Copy an element of an array to a standard Python scalar and return it.



	itemset(*args)

	Insert scalar into an array (scalar is cast to array's dtype, if possible)



	max([axis, out, keepdims, initial, where])

	Return the maximum along a given axis.



	mean([axis, dtype, out, keepdims, where])

	Returns the average of the array elements along given axis.



	min([axis, out, keepdims, initial, where])

	Return the minimum along a given axis.



	newbyteorder([new_order])

	Return the array with the same data viewed with a different byte order.



	nonzero()

	Return the indices of the elements that are non-zero.



	partition(kth[, axis, kind, order])

	Rearranges the elements in the array in such a way that the value of the element in kth position is in the position it would be in a sorted array.



	prod([axis, dtype, out, keepdims, initial, ...])

	Return the product of the array elements over the given axis



	ptp([axis, out, keepdims])

	Peak to peak (maximum - minimum) value along a given axis.



	put(indices, values[, mode])

	Set a.flat[n] = values[n] for all n in indices.



	ravel([order])

	Return a flattened array.



	repeat(repeats[, axis])

	Repeat elements of an array.



	reshape(shape[, order])

	Returns an array containing the same data with a new shape.



	resize(new_shape[, refcheck])

	Change shape and size of array in-place.



	round([decimals, out])

	Return a with each element rounded to the given number of decimals.



	searchsorted(v[, side, sorter])

	Find indices where elements of v should be inserted in a to maintain order.



	setfield(val, dtype[, offset])

	Put a value into a specified place in a field defined by a data-type.



	setflags([write, align, uic])

	Set array flags WRITEABLE, ALIGNED, (WRITEBACKIFCOPY and UPDATEIFCOPY), respectively.



	sort([axis, kind, order])

	Sort an array in-place.



	squeeze([axis])

	Remove axes of length one from a.



	std([axis, dtype, out, ddof, keepdims, where])

	Returns the standard deviation of the array elements along given axis.



	sum([axis, dtype, out, keepdims, initial, where])

	Return the sum of the array elements over the given axis.



	swapaxes(axis1, axis2)

	Return a view of the array with axis1 and axis2 interchanged.



	take(indices[, axis, out, mode])

	Return an array formed from the elements of a at the given indices.



	tobytes([order])

	Construct Python bytes containing the raw data bytes in the array.



	tofile(fid[, sep, format])

	Write array to a file as text or binary (default).



	tolist()

	Return the array as an a.ndim-levels deep nested list of Python scalars.



	tostring([order])

	A compatibility alias for tobytes, with exactly the same behavior.



	trace([offset, axis1, axis2, dtype, out])

	Return the sum along diagonals of the array.



	transpose(*axes)

	Returns a view of the array with axes transposed.



	var([axis, dtype, out, ddof, keepdims, where])

	Returns the variance of the array elements, along given axis.



	view([dtype][, type])

	New view of array with the same data.






Attributes







	T

	The transposed array.



	base

	Base object if memory is from some other object.



	ctypes

	An object to simplify the interaction of the array with the ctypes module.



	data

	Python buffer object pointing to the start of the array's data.



	dtype

	Data-type of the array's elements.



	flags

	Information about the memory layout of the array.



	flat

	A 1-D iterator over the array.



	imag

	The imaginary part of the array.



	itemsize

	Length of one array element in bytes.



	nbytes

	Total bytes consumed by the elements of the array.



	ndim

	Number of array dimensions.



	real

	The real part of the array.



	shape

	Tuple of array dimensions.



	size

	Number of elements in the array.



	strides

	Tuple of bytes to step in each dimension when traversing an array.
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brainpy.math.numpy.function


	
brainpy.math.numpy.function(f=None, nodes=None, dyn_vars=None, name=None)
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JAX Special Supports



	Parallel Compilation
	brainpy.math.jax.parallels.vmap

	brainpy.math.jax.parallels.pmap





	Operators
	brainpy.math.jax.operators.pre2syn

	brainpy.math.jax.operators.syn2post

	brainpy.math.jax.operators.segment_sum

	brainpy.math.jax.operators.segment_prod

	brainpy.math.jax.operators.segment_max

	brainpy.math.jax.operators.segment_min





	Control Flows
	brainpy.math.jax.controls.make_loop

	brainpy.math.jax.controls.make_while

	brainpy.math.jax.controls.make_cond





	Automatic Differentiation
	brainpy.math.jax.autograd.grad

	brainpy.math.jax.autograd.jacobian

	brainpy.math.jax.autograd.jacrev

	brainpy.math.jax.autograd.jacfwd

	brainpy.math.jax.autograd.hessian

	brainpy.math.jax.autograd.Grad

	brainpy.math.jax.autograd.Jacobian





	Activation Functions
	brainpy.math.jax.activations.celu

	brainpy.math.jax.activations.elu

	brainpy.math.jax.activations.gelu

	brainpy.math.jax.activations.glu

	brainpy.math.jax.activations.hard_tanh

	brainpy.math.jax.activations.hard_sigmoid

	brainpy.math.jax.activations.hard_silu

	brainpy.math.jax.activations.hard_swish

	brainpy.math.jax.activations.leaky_relu

	brainpy.math.jax.activations.log_sigmoid

	brainpy.math.jax.activations.log_softmax

	brainpy.math.jax.activations.one_hot

	brainpy.math.jax.activations.normalize

	brainpy.math.jax.activations.relu

	brainpy.math.jax.activations.relu6

	brainpy.math.jax.activations.sigmoid

	brainpy.math.jax.activations.soft_sign

	brainpy.math.jax.activations.softmax

	brainpy.math.jax.activations.softplus

	brainpy.math.jax.activations.silu

	brainpy.math.jax.activations.swish

	brainpy.math.jax.activations.selu





	Loss Functions
	brainpy.math.jax.losses.cross_entropy_loss

	brainpy.math.jax.losses.l1_loos

	brainpy.math.jax.losses.l2_loss

	brainpy.math.jax.losses.l2_norm

	brainpy.math.jax.losses.huber_loss

	brainpy.math.jax.losses.mean_absolute_error

	brainpy.math.jax.losses.mean_squared_error

	brainpy.math.jax.losses.mean_squared_log_error





	Optimizers
	brainpy.math.jax.optimizers.make_schedule

	brainpy.math.jax.optimizers.Optimizer

	brainpy.math.jax.optimizers.SGD

	brainpy.math.jax.optimizers.Momentum

	brainpy.math.jax.optimizers.MomentumNesterov

	brainpy.math.jax.optimizers.Adagrad

	brainpy.math.jax.optimizers.Adadelta

	brainpy.math.jax.optimizers.RMSProp

	brainpy.math.jax.optimizers.Adam

	brainpy.math.jax.optimizers.Scheduler

	brainpy.math.jax.optimizers.Constant

	brainpy.math.jax.optimizers.ExponentialDecay

	brainpy.math.jax.optimizers.InverseTimeDecay

	brainpy.math.jax.optimizers.PolynomialDecay

	brainpy.math.jax.optimizers.PiecewiseConstant
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Parallel Compilation

The parallel compilation tools for JAX backend.


	Vectorize compilation is implemented by the ‘vmap()’ function


	Parallel compilation is implemented by the ‘pmap()’ function










	vmap(obj_or_func[, dyn_vars, vars_batched, ...])

	Vectorization compilation in JAX backend.



	pmap(obj_or_func[, dyn_vars, axis_name, ...])

	Parallel compilation in JAX backend.
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brainpy.math.jax.parallels.vmap


	
brainpy.math.jax.parallels.vmap(obj_or_func, dyn_vars=None, vars_batched=None, in_axes=0, out_axes=0, axis_name=None, reduce_func=None)

	Vectorization compilation in JAX backend.

Vectorized compile a function or a module to run in parallel on a single device.

Examples


	Parameters

	
	obj_or_func (Base, function) – The function or the module to compile.


	vars_needed (dict) – 


	vars_batched (dict) – 


	in_axes (optional, int, tuple/list/dict) – Specify which input array axes to map over. If each positional argument to
obj_or_func is an array, then in_axes can be an integer, a None,
or a tuple of integers and Nones with length equal to the number of
positional arguments to obj_or_func. An integer or None
indicates which array axis to map over for all arguments (with None
indicating not to map any axis), and a tuple indicates which axis to map
for each corresponding positional argument. Axis integers must be in the
range [-ndim, ndim) for each array, where ndim is the number of
dimensions (axes) of the corresponding input array.

If the positional arguments to obj_or_func are container types, the
corresponding element of in_axes can itself be a matching container,
so that distinct array axes can be mapped for different container
elements. in_axes must be a container tree prefix of the positional
argument tuple passed to obj_or_func.

At least one positional argument must have in_axes not None. The sizes
of the mapped input axes for all mapped positional arguments must all be
equal.

Arguments passed as keywords are always mapped over their leading axis
(i.e. axis index 0).




	out_axes (optional, int, tuple/list/dict) – Indicate where the mapped axis should appear in the output. All outputs
with a mapped axis must have a non-None out_axes specification. Axis
integers must be in the range [-ndim, ndim) for each output array,
where ndim is the number of dimensions (axes) of the array returned
by the vmap()-ed function, which is one more than the number of
dimensions (axes) of the corresponding array returned by obj_or_func.


	axis_name (optional) – 






	Returns

	obj_or_func – Batched/vectorized version of obj_or_func with arguments that correspond to
those of obj_or_func, but with extra array axes at positions indicated by
in_axes, and a return value that corresponds to that of obj_or_func, but
with extra array axes at positions indicated by out_axes.



	Return type

	Base, function
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brainpy.math.jax.parallels.pmap


	
brainpy.math.jax.parallels.pmap(obj_or_func, dyn_vars=None, axis_name=None, in_axes=0, out_axes=0, static_broadcasted_argnums=(), devices=None, backend=None, axis_size=None, donate_argnums=(), global_arg_shapes=None, reduce_func=None)

	Parallel compilation in JAX backend.

Parallel compile a function or a module to run on multiple devices in parallel.


	Parameters

	
	obj_or_func – 


	axis_name – 


	in_axes – 


	out_axes – 


	static_broadcasted_argnums – 


	devices – 


	backend – 


	axis_size – 


	donate_argnums – 


	global_arg_shapes – 








Examples
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Operators







	pre2syn(pre_values, pre_ids)

	



	syn2post(syn_values, post_ids, post_num)

	



	segment_sum(data, segment_ids, num_segments)

	Computes the sum within segments of an array.



	segment_prod(data, segment_ids, num_segments)

	Computes the product within segments of an array.



	segment_max(data, segment_ids, num_segments)

	Computes the product within segments of an array.



	segment_min(data, segment_ids, num_segments)

	Computes the product within segments of an array.
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brainpy.math.jax.operators.pre2syn


	
brainpy.math.jax.operators.pre2syn(pre_values, pre_ids)
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brainpy.math.jax.operators.syn2post


	
brainpy.math.jax.operators.syn2post(syn_values, post_ids, post_num)
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brainpy.math.jax.operators.segment_sum


	
brainpy.math.jax.operators.segment_sum(data, segment_ids, num_segments, indices_are_sorted=False, unique_indices=False, bucket_size=None)

	Computes the sum within segments of an array.
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brainpy.math.jax.operators.segment_prod


	
brainpy.math.jax.operators.segment_prod(data, segment_ids, num_segments, indices_are_sorted=False, unique_indices=False, bucket_size=None)

	Computes the product within segments of an array.
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brainpy.math.jax.operators.segment_max


	
brainpy.math.jax.operators.segment_max(data, segment_ids, num_segments, indices_are_sorted=False, unique_indices=False, bucket_size=None)

	Computes the product within segments of an array.
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brainpy.math.jax.operators.segment_min


	
brainpy.math.jax.operators.segment_min(data, segment_ids, num_segments, indices_are_sorted=False, unique_indices=False, bucket_size=None)

	Computes the product within segments of an array.
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Control Flows







	make_loop(body_fun, dyn_vars[, out_vars, ...])

	Make a for-loop function, which iterate over inputs.



	make_while(cond_fun, body_fun, dyn_vars)

	Make a while-loop function.



	make_cond(true_fun, false_fun[, dyn_vars])

	Make a condition (if-else) function.
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brainpy.math.jax.controls.make_loop


	
brainpy.math.jax.controls.make_loop(body_fun, dyn_vars, out_vars=None, has_return=False)

	Make a for-loop function, which iterate over inputs.

Examples

>>> import brainpy.math.jax as bm
>>>
>>> a = bm.zeros(1)
>>> def f(x): a.value += 1.
>>> loop = bm.make_loop(f, dyn_vars=[a], out_vars=a)
>>> loop(length=10)
JaxArray(DeviceArray([[ 1.],
                      [ 2.],
                      [ 3.],
                      [ 4.],
                      [ 5.],
                      [ 6.],
                      [ 7.],
                      [ 8.],
                      [ 9.],
                      [10.]], dtype=float32))
>>> b = bm.zeros(1)
>>> def f(x):
>>>   b.value += 1
>>>   return b + 1
>>> loop = bm.make_loop(f, dyn_vars=[b], out_vars=b, has_return=True)
>>> hist_b, hist_b_plus = loop(length=10)
>>> hist_b
JaxArray(DeviceArray([[ 1.],
                      [ 2.],
                      [ 3.],
                      [ 4.],
                      [ 5.],
                      [ 6.],
                      [ 7.],
                      [ 8.],
                      [ 9.],
                      [10.]], dtype=float32))
>>> hist_b_plus
JaxArray(DeviceArray([[ 2.],
                      [ 3.],
                      [ 4.],
                      [ 5.],
                      [ 6.],
                      [ 7.],
                      [ 8.],
                      [ 9.],
                      [10.],
                      [11.]], dtype=float32))






	Parameters

	
	body_fun (callable, function) – A function receive one argument. This argument refers to the iterable input x.


	dyn_vars (dict of JaxArray, sequence of JaxArray) – The dynamically changed variables, while iterate between trials.


	out_vars (optional, JaxArray, dict of JaxArray, sequence of JaxArray) – The variables to output their values.


	has_return (bool) – The function has the return values.






	Returns

	loop_func – The function for loop iteration. This function receives one argument xs, denoting
the input tensor which interate over the time (note body_fun receive x).



	Return type

	callable, function
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brainpy.math.jax.controls.make_while


	
brainpy.math.jax.controls.make_while(cond_fun, body_fun, dyn_vars)

	Make a while-loop function.

This function is similar to the jax.lax.while_loop. The difference is that,
if you are using JaxArray in your while loop codes, this function will help
you make a easy while loop function. Note: cond_fun and body_fun do no
receive any arguments. cond_fun shoule return a boolean value. body_fun
does not support return values.

Examples

>>> import brainpy.math.jax as bm
>>>
>>> a = bm.zeros(1)
>>>
>>> def cond_f(x): return a[0] < 10
>>> def body_f(x): a.value += 1.
>>>
>>> loop = bm.make_while(cond_f, body_f, dyn_vars=[a])
>>> loop()
>>> a
JaxArray(DeviceArray([10.], dtype=float32))






	Parameters

	
	cond_fun (function, callable) – A function receives one argument, but return a boolean value.


	body_fun (function, callable) – A function receives one argument, without any returns.


	dyn_vars (dict of JaxArray, sequence of JaxArray) – The dynamically changed variables, while iterate between trials.






	Returns

	loop_func – The function for loop iteration, which receive one argument x for external input.



	Return type

	callable, function
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brainpy.math.jax.controls.make_cond


	
brainpy.math.jax.controls.make_cond(true_fun, false_fun, dyn_vars=None)

	Make a condition (if-else) function.

Examples

>>> import brainpy.math.jax as bm
>>> a = bm.zeros(2)
>>> b = bm.ones(2)
>>>
>>> def true_f(x):  a.value += 1
>>> def false_f(x): b.value -= 1
>>>
>>> cond = bm.make_cond(true_f, false_f, dyn_vars=[a, b])
>>> cond(True)
>>> a, b
(JaxArray(DeviceArray([1., 1.], dtype=float32)),
 JaxArray(DeviceArray([1., 1.], dtype=float32)))
>>> cond(False)
>>> a, b
(JaxArray(DeviceArray([1., 1.], dtype=float32)),
 JaxArray(DeviceArray([0., 0.], dtype=float32)))






	Parameters

	
	true_fun (callable, function) – A function receives one argument, without any returns.


	false_fun (callable, function) – A function receives one argument, without any returns.


	dyn_vars (dict of JaxArray, sequence of JaxArray) – The dynamically changed variables.






	Returns

	cond_func – The condictional function receives two arguments: pred for true/false judgement
and x for external input.



	Return type

	callable, function
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Automatic Differentiation







	grad(func[, dyn_vars, grad_vars, argnums, ...])

	Automatic Gradient Computation in JAX backend.



	jacobian(func[, dyn_vars, grad_vars, ...])

	Jacobian of fun evaluated row-by-row using reverse-mode AD.



	jacrev(func[, dyn_vars, grad_vars, argnums, ...])

	Jacobian of fun evaluated row-by-row using reverse-mode AD.



	jacfwd(func[, dyn_vars, grad_vars, argnums, ...])

	Jacobian of fun evaluated column-by-column using forward-mode AD.



	hessian(fun[, vars, grad_vars, argnums, ...])

	Hessian of fun as a dense array.



	Grad(fun, grad_vars, grad_tree, vars[, ...])

	Compute the gradients of trainable variables for the given object.



	Jacobian(fun, vars, grad_vars, grad_tree[, ...])

	Base Class to Compute Jacobian Matrix.







	
class brainpy.math.jax.autograd.Grad(fun, grad_vars, grad_tree, vars, argnums=None, has_aux=None, holomorphic=False, allow_int=False, reduce_axes=(), return_value=False, name=None)

	Compute the gradients of trainable variables for the given object.

Examples

This example is that we return two auxiliary data, i.e., has_aux=True.

>>> import brainpy as bp
>>> import brainpy.math as bm
>>>
>>> class Test(bp.Base):
>>>   def __init__(self):
>>>     super(Test, self).__init__()
>>>     self.a = bm.TrainVar(bp.math.ones(1))
>>>     self.b = bm.TrainVar(bp.math.ones(1))
>>>
>>>   def __call__(self, c):
>>>     ab = self.a * self.b
>>>     ab2 = ab * 2
>>>     vv = ab2 + c
>>>     return vv, (ab, ab2)
>>>
>>> test = Test()
>>> test_grad = Grad(test, test.vars(), argnums=0, has_aux=True)
>>> grads, outputs = test_grad(10.)
>>> grads
(DeviceArray(1., dtype=float32),
 {'Test3.a': DeviceArray([2.], dtype=float32), 'Test3.b': DeviceArray([2.], dtype=float32)})
>>> outputs
(JaxArray(DeviceArray([1.], dtype=float32)),
 JaxArray(DeviceArray([2.], dtype=float32)))





This example is that we return two auxiliary data, i.e., has_aux=True.

>>> import brainpy as bp
>>>
>>> class Test(bp.dnn.Module):
>>>   def __init__(self):
>>>     super(Test, self).__init__()
>>>     self.a = bp.TrainVar(bp.math.ones(1))
>>>     self.b = bp.TrainVar(bp.math.ones(1))
>>>
>>>   def __call__(self, c):
>>>     ab = self.a * self.b
>>>     ab2 = ab * 2
>>>     vv = ab2 + c
>>>     return vv, (ab, ab2)
>>>
>>> test = Test()
>>> test_grad = ValueAndGrad(test, argnums=0, has_aux=True)
>>> outputs, grads = test_grad(10.)
>>> grads
(DeviceArray(1., dtype=float32),
 {'Test3.a': DeviceArray([2.], dtype=float32), 'Test3.b': DeviceArray([2.], dtype=float32)})
>>> outputs
(JaxArray(DeviceArray(12., dtype=float32)),
 (JaxArray(DeviceArray([1.], dtype=float32)),
  JaxArray(DeviceArray([2.], dtype=float32))))










	
class brainpy.math.jax.autograd.Jacobian(fun, vars, grad_vars, grad_tree, argnums=None, holomorphic=False, name=None, allow_int=False, has_aux=None, return_value=False, method='rev')

	Base Class to Compute Jacobian Matrix.
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brainpy.math.jax.autograd.grad


	
brainpy.math.jax.autograd.grad(func, dyn_vars=None, grad_vars=None, argnums=None, has_aux=None, holomorphic=False, allow_int=False, reduce_axes=(), return_value=False)

	Automatic Gradient Computation in JAX backend.

Creates a function which evaluates the gradient of fun.


	Parameters

	
	func (function, Base) – Function to be differentiated. Its arguments at positions specified by
argnums should be arrays, scalars, or standard Python containers.
Argument arrays in the positions specified by argnums must be of
inexact (i.e., floating-point or complex) type. It should return a scalar
(which includes arrays with shape () but not arrays with shape (1,) etc.)


	dyn_vars (optional, JaxArray, dict of str, sequence of JaxArray) – 


	grad_vars (optional, JaxArray, dict of str, sequence of JaxArray) – 


	argnums (optional, integer or sequence of integers) – Specifies which positional argument(s) to differentiate with respect to (default 0).


	has_aux (optional, bool) – Indicates whether fun returns a pair where the
first element is considered the output of the mathematical function to be
differentiated and the second element is auxiliary data. Default False.


	holomorphic (optional, bool) – Indicates whether fun is promised to be
holomorphic. If True, inputs and outputs must be complex. Default False.


	allow_int (optional, bool) – Whether to allow differentiating with
respect to integer valued inputs. The gradient of an integer input will
have a trivial vector-space dtype (float0). Default False.


	reduce_axes (optional, tuple of int) – tuple of axis names. If an axis is listed here, and
fun implicitly broadcasts a value over that axis, the backward pass
will perform a psum of the corresponding gradient. Otherwise, the
gradient will be per-example over named axes. For example, if 'batch'
is a named batch axis, grad(f, reduce_axes=('batch',)) will create a
function that computes the total gradient while grad(f) will create
one that computes the per-example gradient.


	return_value (bool) – Whether return the loss value.






	Returns

	func – A function with the same arguments as fun, that evaluates the gradient
of fun. If argnums is an integer then the gradient has the same
shape and type as the positional argument indicated by that integer. If
argnums is a tuple of integers, the gradient is a tuple of values with the
same shapes and types as the corresponding arguments. If has_aux is True
then a pair of (gradient, auxiliary_data) is returned.



	Return type

	function





Examples

>>> import brainpy as bp
>>> grad_tanh = grad(bp.math.tanh)
>>> print(grad_tanh(0.2))
0.961043
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brainpy.math.jax.autograd.jacobian


	
brainpy.math.jax.autograd.jacobian(func, dyn_vars=None, grad_vars=None, argnums=None, holomorphic=False, allow_int=False, has_aux=None, return_value=False)

	Jacobian of fun evaluated row-by-row using reverse-mode AD.
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brainpy.math.jax.autograd.jacrev


	
brainpy.math.jax.autograd.jacrev(func, dyn_vars=None, grad_vars=None, argnums=None, holomorphic=False, allow_int=False, has_aux=None, return_value=False)

	Jacobian of fun evaluated row-by-row using reverse-mode AD.
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brainpy.math.jax.autograd.jacfwd


	
brainpy.math.jax.autograd.jacfwd(func, dyn_vars=None, grad_vars=None, argnums=None, holomorphic=False, has_aux=None, return_value=False)

	Jacobian of fun evaluated column-by-column using forward-mode AD.
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brainpy.math.jax.autograd.hessian


	
brainpy.math.jax.autograd.hessian(fun, vars=None, grad_vars=None, argnums=0, holomorphic=False, return_value=False)

	Hessian of fun as a dense array.


	Parameters

	
	fun (callable, function) – Function whose Hessian is to be computed.  Its arguments at positions
specified by argnums should be arrays, scalars, or standard Python
containers thereof. It should return arrays, scalars, or standard Python
containers thereof.


	vars (optional, ArrayCollector, sequence of JaxArray) – The dynamical changed variables.


	grad_vars (optional, ArrayCollector, sequence of JaxArray) – The variables required to compute their gradients.


	argnums (Optional, integer or sequence of integers) – Specifies which positional argument(s) to differentiate with respect to (default 0).


	holomorphic (bool) – Indicates whether fun is promised to be holomorphic. Default False.


	return_value (bool) – Whether return the hessian values.
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brainpy.math.jax.autograd.Grad


	
class brainpy.math.jax.autograd.Grad(fun, grad_vars, grad_tree, vars, argnums=None, has_aux=None, holomorphic=False, allow_int=False, reduce_axes=(), return_value=False, name=None)

	Compute the gradients of trainable variables for the given object.

Examples

This example is that we return two auxiliary data, i.e., has_aux=True.

>>> import brainpy as bp
>>> import brainpy.math as bm
>>>
>>> class Test(bp.Base):
>>>   def __init__(self):
>>>     super(Test, self).__init__()
>>>     self.a = bm.TrainVar(bp.math.ones(1))
>>>     self.b = bm.TrainVar(bp.math.ones(1))
>>>
>>>   def __call__(self, c):
>>>     ab = self.a * self.b
>>>     ab2 = ab * 2
>>>     vv = ab2 + c
>>>     return vv, (ab, ab2)
>>>
>>> test = Test()
>>> test_grad = Grad(test, test.vars(), argnums=0, has_aux=True)
>>> grads, outputs = test_grad(10.)
>>> grads
(DeviceArray(1., dtype=float32),
 {'Test3.a': DeviceArray([2.], dtype=float32), 'Test3.b': DeviceArray([2.], dtype=float32)})
>>> outputs
(JaxArray(DeviceArray([1.], dtype=float32)),
 JaxArray(DeviceArray([2.], dtype=float32)))





This example is that we return two auxiliary data, i.e., has_aux=True.

>>> import brainpy as bp
>>>
>>> class Test(bp.dnn.Module):
>>>   def __init__(self):
>>>     super(Test, self).__init__()
>>>     self.a = bp.TrainVar(bp.math.ones(1))
>>>     self.b = bp.TrainVar(bp.math.ones(1))
>>>
>>>   def __call__(self, c):
>>>     ab = self.a * self.b
>>>     ab2 = ab * 2
>>>     vv = ab2 + c
>>>     return vv, (ab, ab2)
>>>
>>> test = Test()
>>> test_grad = ValueAndGrad(test, argnums=0, has_aux=True)
>>> outputs, grads = test_grad(10.)
>>> grads
(DeviceArray(1., dtype=float32),
 {'Test3.a': DeviceArray([2.], dtype=float32), 'Test3.b': DeviceArray([2.], dtype=float32)})
>>> outputs
(JaxArray(DeviceArray(12., dtype=float32)),
 (JaxArray(DeviceArray([1.], dtype=float32)),
  JaxArray(DeviceArray([2.], dtype=float32))))






	
__init__(fun, grad_vars, grad_tree, vars, argnums=None, has_aux=None, holomorphic=False, allow_int=False, reduce_axes=(), return_value=False, name=None)

	



Methods







	__init__(fun, grad_vars, grad_tree, vars[, ...])

	



	cpu()

	



	cuda()

	



	ints([method])

	Collect all integrators in this node and the children nodes.



	load_states(filename[, verbose, check])

	Load the model states.



	nodes([method, _paths])

	Collect all children nodes.



	save_states(filename[, all_vars])

	Save the model states.



	to(devices)

	



	tpu()

	



	train_vars([method])

	The shortcut for retrieving all trainable variables.



	unique_name([name, type])

	Get the unique name for this object.



	vars([method])

	Collect all variables in this node and the children nodes.






Attributes







	implicit_nodes

	Used to wrap the implicit children nodes which cannot be accessed by self.xxx



	implicit_vars

	Used to wrap the implicit variables which cannot be accessed by self.xxx



	target_backend

	Used to specify the target backend which the model to run.
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class brainpy.math.jax.autograd.Jacobian(fun, vars, grad_vars, grad_tree, argnums=None, holomorphic=False, name=None, allow_int=False, has_aux=None, return_value=False, method='rev')

	Base Class to Compute Jacobian Matrix.


	
__init__(fun, vars, grad_vars, grad_tree, argnums=None, holomorphic=False, name=None, allow_int=False, has_aux=None, return_value=False, method='rev')

	



Methods







	__init__(fun, vars, grad_vars, grad_tree[, ...])

	



	cpu()

	



	cuda()

	



	ints([method])

	Collect all integrators in this node and the children nodes.



	load_states(filename[, verbose, check])

	Load the model states.



	nodes([method, _paths])

	Collect all children nodes.



	save_states(filename[, all_vars])

	Save the model states.



	to(devices)

	



	tpu()

	



	train_vars([method])

	The shortcut for retrieving all trainable variables.



	unique_name([name, type])

	Get the unique name for this object.



	vars([method])

	Collect all variables in this node and the children nodes.






Attributes







	implicit_nodes

	Used to wrap the implicit children nodes which cannot be accessed by self.xxx



	implicit_vars

	Used to wrap the implicit variables which cannot be accessed by self.xxx



	target_backend

	Used to specify the target backend which the model to run.
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Activation Functions

This module provides commonly used activation functions.

Activation functions are a critical part of the design of a neural network.
The choice of activation function in the hidden layer will control how well
the network model learns the training dataset. The choice of activation
function in the output layer will define the type of predictions the model
can make.







	celu(x[, alpha])

	Continuously-differentiable exponential linear unit activation.



	elu(x[, alpha])

	Exponential linear unit activation function.



	gelu(x[, approximate])

	Gaussian error linear unit activation function.



	glu(x[, axis])

	Gated linear unit activation function.



	hard_tanh(x)

	Hard \(\mathrm{tanh}\) activation function.



	hard_sigmoid(x)

	Hard Sigmoid activation function.



	hard_silu(x)

	Hard SiLU activation function



	hard_swish(x)

	Hard SiLU activation function



	leaky_relu(x[, negative_slope])

	Leaky rectified linear unit activation function.



	log_sigmoid(x)

	Log-sigmoid activation function.



	log_softmax(x[, axis])

	Log-Softmax function.



	one_hot(x, num_classes, *[, dtype, axis])

	One-hot encodes the given indicies.



	normalize(x[, axis, mean, variance, epsilon])

	Normalizes an array by subtracting mean and dividing by sqrt(var).



	relu(x)

	



	relu6(x)

	Rectified Linear Unit 6 activation function.



	sigmoid(x)

	Sigmoid activation function.



	soft_sign(x)

	Soft-sign activation function.



	softmax(x[, axis])

	Softmax function.



	softplus(x)

	Softplus activation function.



	silu(x)

	SiLU activation function.



	swish(x)

	SiLU activation function.



	selu(x)

	Scaled exponential linear unit activation.
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brainpy.math.jax.activations.celu


	
brainpy.math.jax.activations.celu(x, alpha=1.0)

	Continuously-differentiable exponential linear unit activation.

Computes the element-wise function:


\[\begin{split}\mathrm{celu}(x) = \begin{cases}
  x, & x > 0\\
  \alpha \left(\exp(\frac{x}{\alpha}) - 1\right), & x \le 0
\end{cases}\end{split}\]

For more information, see
Continuously Differentiable Exponential Linear Units [https://arxiv.org/pdf/1704.07483.pdf].


	Parameters

	
	x (JaxArray, jnp.ndarray) – The input array.


	alpha (ndarray, float) – The default is 1.0.
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brainpy.math.jax.activations.elu


	
brainpy.math.jax.activations.elu(x, alpha=1.0)

	Exponential linear unit activation function.

Computes the element-wise function:


\[\begin{split}\mathrm{elu}(x) = \begin{cases}
  x, & x > 0\\
  \alpha \left(\exp(x) - 1\right), & x \le 0
\end{cases}\end{split}\]


	Parameters

	
	x (JaxArray, jnp.ndarray) – The input array.


	alpha (scalar or JaxArray) – default: 1.0.
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brainpy.math.jax.activations.gelu


	
brainpy.math.jax.activations.gelu(x, approximate=True)

	Gaussian error linear unit activation function.

If approximate=False, computes the element-wise function:


\[\mathrm{gelu}(x) = \frac{x}{2} \left(1 + \mathrm{erf} \left(
  \frac{x}{\sqrt{2}} \right) \right)\]

If approximate=True, uses the approximate formulation of GELU:


\[\mathrm{gelu}(x) = \frac{x}{2} \left(1 + \mathrm{tanh} \left(
  \sqrt{\frac{2}{\pi}} \left(x + 0.044715 x^3 \right) \right) \right)\]

For more information, see Gaussian Error Linear Units (GELUs) [https://arxiv.org/abs/1606.08415], section 2.


	Parameters

	
	x (JaxArray, jnp.ndarray) – The input array.


	approximate (bool) – whether to use the approximate or exact formulation.
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brainpy.math.jax.activations.glu


	
brainpy.math.jax.activations.glu(x, axis=-1)

	Gated linear unit activation function.


	Parameters

	
	x (JaxArray, jnp.ndarray) – The input array.


	axis (int) – The axis along which the split should be computed (default: -1)
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brainpy.math.jax.activations.hard_tanh


	
brainpy.math.jax.activations.hard_tanh(x)

	Hard \(\mathrm{tanh}\) activation function.

Computes the element-wise function:


\[\begin{split}\mathrm{hard\_tanh}(x) = \begin{cases}
  -1, & x < -1\\
  x, & -1 \le x \le 1\\
  1, & 1 < x
\end{cases}\end{split}\]


	Parameters

	x (JaxArray, jnp.ndarray) – The input array.
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brainpy.math.jax.activations.hard_sigmoid(x)

	Hard Sigmoid activation function.

Computes the element-wise function


\[\mathrm{hard\_sigmoid}(x) = \frac{\mathrm{relu6}(x + 3)}{6}\]


	Parameters

	x (JaxArray, jnp.ndarray) – The input array.
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brainpy.math.jax.activations.hard_silu(x)

	Hard SiLU activation function

Computes the element-wise function


\[\mathrm{hard\_silu}(x) = x \cdot \mathrm{hard\_sigmoid}(x)\]


	Parameters

	x (JaxArray, jnp.ndarray) – The input array.
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brainpy.math.jax.activations.hard_swish(x)

	Hard SiLU activation function

Computes the element-wise function


\[\mathrm{hard\_silu}(x) = x \cdot \mathrm{hard\_sigmoid}(x)\]


	Parameters

	x (JaxArray, jnp.ndarray) – The input array.












            

          

      

      

    

  

  
    
    

    brainpy.math.jax.activations.leaky_relu
    

    

    

    

    
 
  

    
      
          
            
  
brainpy.math.jax.activations.leaky_relu


	
brainpy.math.jax.activations.leaky_relu(x, negative_slope=0.01)

	Leaky rectified linear unit activation function.

Computes the element-wise function:


\[\begin{split}\mathrm{leaky\_relu}(x) = \begin{cases}
  x, & x \ge 0\\
  \alpha x, & x < 0
\end{cases}\end{split}\]

where \(\alpha\) = negative_slope.


	Parameters

	
	x (JaxArray, jnp.ndarray) – The input array.


	negative_slope (float) – The scalar specifying the negative slope (default: 0.01)
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brainpy.math.jax.activations.log_sigmoid(x)

	Log-sigmoid activation function.

Computes the element-wise function:


\[\mathrm{log\_sigmoid}(x) = \log(\mathrm{sigmoid}(x)) = -\log(1 + e^{-x})\]


	Parameters

	x (JaxArray, jnp.ndarray) – The input array.
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brainpy.math.jax.activations.log_softmax


	
brainpy.math.jax.activations.log_softmax(x, axis=-1)

	Log-Softmax function.

Computes the logarithm of the softmax function, which rescales
elements to the range \([-\infty, 0)\).


\[\mathrm{log\_softmax}(x) = \log \left( \frac{\exp(x_i)}{\sum_j \exp(x_j)}
\right)\]


	Parameters

	
	x (JaxArray, jnp.ndarray) – The input array.


	axis (int) – The axis or axes along which the log_softmax should be
computed. Either an integer or a tuple of integers.
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brainpy.math.jax.activations.one_hot


	
brainpy.math.jax.activations.one_hot(x, num_classes, *, dtype=None, axis=-1)

	One-hot encodes the given indicies.

Each index in the input x is encoded as a vector of zeros of length
num_classes with the element at index set to one:

>>> one_hot(ops.array([0, 1, 2]), 3)
DeviceArray([[1., 0., 0.],
              [0., 1., 0.],
              [0., 0., 1.]], dtype=float32)





Indicies outside the range [0, num_classes) will be encoded as zeros:

>>> one_hot(ops.array([-1, 3]), 3)
DeviceArray([[0., 0., 0.],
             [0., 0., 0.]], dtype=float32)






	Parameters

	
	x – A tensor of indices.


	num_classes – Number of classes in the one-hot dimension.


	dtype – optional, a float dtype for the returned values (default float64 if
jax_enable_x64 is true, otherwise float32).


	axis – the axis or axes along which the function should be
computed.
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brainpy.math.jax.activations.normalize


	
brainpy.math.jax.activations.normalize(x, axis=-1, mean=None, variance=None, epsilon=1e-05)

	Normalizes an array by subtracting mean and dividing by sqrt(var).
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brainpy.math.jax.activations.relu


	
brainpy.math.jax.activations.relu(x)
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brainpy.math.jax.activations.relu6


	
brainpy.math.jax.activations.relu6(x)

	Rectified Linear Unit 6 activation function.

Computes the element-wise function


\[\mathrm{relu6}(x) = \min(\max(x, 0), 6)\]


	Parameters

	x (JaxArray, jnp.ndarray) – The input array.
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brainpy.math.jax.activations.sigmoid


	
brainpy.math.jax.activations.sigmoid(x)

	Sigmoid activation function.

Computes the element-wise function:


\[\mathrm{sigmoid}(x) = \frac{1}{1 + e^{-x}}\]


	Parameters

	x (JaxArray, jnp.ndarray) – The input array.
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brainpy.math.jax.activations.soft_sign


	
brainpy.math.jax.activations.soft_sign(x)

	Soft-sign activation function.

Computes the element-wise function


\[\mathrm{soft\_sign}(x) = \frac{x}{|x| + 1}\]


	Parameters

	x (JaxArray, jnp.ndarray) – The input array.
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brainpy.math.jax.activations.softmax


	
brainpy.math.jax.activations.softmax(x, axis=-1)

	Softmax function.

Computes the function which rescales elements to the range \([0, 1]\)
such that the elements along axis sum to \(1\).


\[\mathrm{softmax}(x) = \frac{\exp(x_i)}{\sum_j \exp(x_j)}\]


	Parameters

	
	x (JaxArray, jnp.ndarray) – The input array.


	axis (int) – The axis or axes along which the softmax should be computed. The
softmax output summed across these dimensions should sum to \(1\).
Either an integer or a tuple of integers.
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brainpy.math.jax.activations.softplus


	
brainpy.math.jax.activations.softplus(x)

	Softplus activation function.

Computes the element-wise function


\[\mathrm{softplus}(x) = \log(1 + e^x)\]


	Parameters

	x (JaxArray, jnp.ndarray) – The input array.
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brainpy.math.jax.activations.silu


	
brainpy.math.jax.activations.silu(x)

	SiLU activation function.

Computes the element-wise function:


\[\mathrm{silu}(x) = x \cdot \mathrm{sigmoid}(x) = \frac{x}{1 + e^{-x}}\]


	Parameters

	x (JaxArray, jnp.ndarray) – The input array.
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brainpy.math.jax.activations.swish


	
brainpy.math.jax.activations.swish(x)

	SiLU activation function.

Computes the element-wise function:


\[\mathrm{silu}(x) = x \cdot \mathrm{sigmoid}(x) = \frac{x}{1 + e^{-x}}\]


	Parameters

	x (JaxArray, jnp.ndarray) – The input array.
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brainpy.math.jax.activations.selu


	
brainpy.math.jax.activations.selu(x)

	Scaled exponential linear unit activation.

Computes the element-wise function:


\[\begin{split}\mathrm{selu}(x) = \lambda \begin{cases}
  x, & x > 0\\
  \alpha e^x - \alpha, & x \le 0
\end{cases}\end{split}\]

where \(\lambda = 1.0507009873554804934193349852946\) and
\(\alpha = 1.6732632423543772848170429916717\).

For more information, see
Self-Normalizing Neural Networks [https://papers.nips.cc/paper/6698-self-normalizing-neural-networks.pdf].


	Parameters

	x (JaxArray, jnp.ndarray) – The input array.
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Loss Functions

This module implements many commonly used loss functions.

The references used are included:


	https://zhuanlan.zhihu.com/p/61379965


	https://pytorch.org/docs/stable/nn.html#loss-functions


	https://github.com/ddbourgin/numpy-ml


	https://github.com/deepmind/optax/blob/master/optax/_src/loss.py


	https://github.com/google/jaxopt/blob/main/jaxopt/_src/loss.py










	cross_entropy_loss(logits, targets[, ...])

	This criterion combines LogSoftmax and NLLLoss` in one single class.



	l1_loos(logits, targets[, reduction])

	Creates a criterion that measures the mean absolute error (MAE) between each element in



	l2_loss(predicts, targets)

	Computes the L2 loss.



	l2_norm(x)

	Computes the L2 loss.



	huber_loss(predicts, targets[, delta])

	Huber loss.



	mean_absolute_error(x, y[, axis])

	Computes the mean absolute error between x and y.



	mean_squared_error(predicts, targets[, axis])

	Computes the mean squared error between x and y.



	mean_squared_log_error(y_true, y_pred[, axis])

	Computes the mean squared logarithmic error between y_true and y_pred.
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brainpy.math.jax.losses.cross_entropy_loss


	
brainpy.math.jax.losses.cross_entropy_loss(logits, targets, weight=None, reduction='mean')

	This criterion combines LogSoftmax and NLLLoss` in one single class.


It is useful when training a classification problem with C classes.
If provided, the optional argument weight should be a 1D Tensor
assigning weight to each of the classes. This is particularly useful when
you have an unbalanced training set.

The input is expected to contain raw, unnormalized scores for each class.
input has to be an array of size either \((minibatch, C)\) or
\((d_1, d_2, ..., d_K, minibatch, C)\) with \(K \geq 1\) for the
K-dimensional case (described later).

This criterion expects a class index in the range \([0, C-1]\) as the
target for each value of a 1D tensor of size minibatch.

The loss can be described as:


\[ext{loss}(x, class) = -\log\left(\]




rac{exp(x[class])}{sum_j exp(x[j])}
ight)


= -x[class] + logleft(sum_j exp(x[j])




ight)


or in the case of the weight argument being specified:


\[ext{loss}(x, class) = weight[class] \left(-x[class] + \log\left(\sum_j \exp(x[j])\]




ight)
ight)


Can also be used for higher dimension inputs, such as 2D images, by providing
an input of size \((d_1, d_2, ..., d_K, minibatch, C)\) with \(K \geq 1\),
where \(K\) is the number of dimensions, and a target of appropriate shape.


	logitsjmath.JaxArray
	\((N, C)\) where C = number of classes, or
\((d_1, d_2, ..., d_K, N, C)\) with \(K \geq 1\)
in the case of K-dimensional loss.



	targetsjmath.JaxArray
	\((N, C)\) or \((N)\)  where each value is
\(0 \leq       ext{targets}[i] \leq C-1\), or
\((d_1, d_2, ..., d_K, N, C)\) or \((d_1, d_2, ..., d_K, N)\)
with \(K \geq 1\) in the case of K-dimensional loss.



	weightmjax.JaxArray, optional
	A manual rescaling weight given to each class. If given, has to be an array of size C.



	reductionstr, optional
	Specifies the reduction to apply to the output: 'none' | 'mean' | 'sum'.
- 'none': no reduction will be applied,
- 'mean': the weighted mean of the output is taken,
- 'sum': the output will be summed.






	outputscalar, mjax.JaxArray
	If reduction is 'none', then the same size as the target:
\((N)\), or  \((d_1, d_2, ..., d_K, N)\) with \(K \geq 1\)
in the case of K-dimensional loss.
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brainpy.math.jax.losses.l1_loos


	
brainpy.math.jax.losses.l1_loos(logits, targets, reduction='sum')

	
	Creates a criterion that measures the mean absolute error (MAE) between each element in
	the logits \(x\) and targets \(y\). It is useful in regression problems.

The unreduced (i.e. with reduction set to 'none') loss can be described as:


\[\ell(x, y) = L = \{l_1,\dots,l_N\}^       op, \quad
l_n = \left| x_n - y_n\]





ight|,


where \(N\) is the batch size. If reduction is not 'none'
(default 'mean'), then:


\[\ell(x, y) =
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brainpy.math.jax.losses.l2_loss


	
brainpy.math.jax.losses.l2_loss(predicts, targets)

	Computes the L2 loss.

The 0.5 term is standard in “Pattern Recognition and Machine Learning”
by Bishop 1, but not “The Elements of Statistical Learning” by Tibshirani.


	Parameters

	
	predicts (JaxArray) – A vector of arbitrary shape.


	targets (JaxArray) – A vector of shape compatible with predictions.






	Returns

	loss – A scalar value containing the l2 loss.



	Return type

	float





References


	1

	Bishop, Christopher M. 2006. Pattern Recognition and Machine Learning.
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brainpy.math.jax.losses.l2_norm


	
brainpy.math.jax.losses.l2_norm(x)

	Computes the L2 loss.


	Parameters

	x – n-dimensional tensor of floats.



	Returns

	scalar tensor containing the l2 loss of x.
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brainpy.math.jax.losses.huber_loss


	
brainpy.math.jax.losses.huber_loss(predicts, targets, delta=1.0)

	Huber loss.

Huber loss is similar to L2 loss close to zero, L1 loss away from zero.
If gradient descent is applied to the huber loss, it is equivalent to
clipping gradients of an l2_loss to [-delta, delta] in the backward pass.


	Parameters

	
	predicts (JaxArray) – predictions


	targets (JaxArray) – ground truth


	delta (float) – radius of quadratic behavior






	Returns

	loss – The loss value.



	Return type

	float





References


	1

	https://en.wikipedia.org/wiki/Huber_loss
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brainpy.math.jax.losses.mean_absolute_error


	
brainpy.math.jax.losses.mean_absolute_error(x, y, axis=None)

	Computes the mean absolute error between x and y.


	Parameters

	
	x – a tensor of shape (d0, .. dN-1).


	y – a tensor of shape (d0, .. dN-1).


	keep_axis – a sequence of the dimensions to keep, use None to return a scalar value.






	Returns

	tensor of shape (d_i, …, for i in keep_axis) containing the mean absolute error.
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brainpy.math.jax.losses.mean_squared_error


	
brainpy.math.jax.losses.mean_squared_error(predicts, targets, axis=None)

	Computes the mean squared error between x and y.


	Parameters

	
	predicts – a tensor of shape (d0, .. dN-1).


	targets – a tensor of shape (d0, .. dN-1).


	keep_axis – a sequence of the dimensions to keep, use None to return a scalar value.






	Returns

	tensor of shape (d_i, …, for i in keep_axis) containing the mean squared error.
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brainpy.math.jax.losses.mean_squared_log_error


	
brainpy.math.jax.losses.mean_squared_log_error(y_true, y_pred, axis=None)

	Computes the mean squared logarithmic error between y_true and y_pred.


	Parameters

	
	y_true – a tensor of shape (d0, .. dN-1).


	y_pred – a tensor of shape (d0, .. dN-1).


	keep_axis – a sequence of the dimensions to keep, use None to return a scalar value.






	Returns

	tensor of shape (d_i, …, for i in keep_axis) containing the mean squared error.
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Optimizers







	make_schedule(scalar_or_schedule)

	



	Optimizer(train_vars, lr, name)

	Base Optimizer Class.



	SGD(lr, train_vars[, name])

	Stochastic gradient descent optimizer.



	Momentum(lr, train_vars[, momentum, name])

	Momentum optimizer.



	MomentumNesterov(lr, train_vars[, momentum, ...])

	Nesterov accelerated gradient optimizer 2.



	Adagrad(lr, train_vars[, epsilon, name])

	Optimizer that implements the Adagrad algorithm.



	Adadelta(train_vars[, lr, epsilon, rho, name])

	Optimizer that implements the Adadelta algorithm.



	RMSProp(lr, train_vars[, epsilon, rho, name])

	Optimizer that implements the RMSprop algorithm.



	Adam(lr, train_vars[, beta1, beta2, eps, name])

	Optimizer that implements the Adam algorithm.



	Scheduler(lr)

	The learning rate scheduler.



	Constant(lr)

	



	ExponentialDecay(lr, decay_steps, decay_rate)

	



	InverseTimeDecay(lr, decay_steps, decay_rate)

	



	PolynomialDecay(lr, decay_steps, final_lr[, ...])

	



	PiecewiseConstant(boundaries, values)

	







	
class brainpy.math.jax.optimizers.Optimizer(train_vars, lr, name)

	Base Optimizer Class.


	
target_backend = 'jax'

	Used to specify the target backend which the model to run.










	
class brainpy.math.jax.optimizers.SGD(lr, train_vars, name=None)

	Stochastic gradient descent optimizer.

SGD performs a parameter update for training examples \(x\) and label
\(y\):


\[\theta = \theta - \eta \cdot \nabla_\theta J(\theta; x; y)\]






	
class brainpy.math.jax.optimizers.Momentum(lr, train_vars, momentum=0.9, name=None)

	Momentum optimizer.


Momentum 1 is a method that helps accelerate SGD in the relevant direction
and dampens oscillations. It does this by adding a fraction \(\gamma\)
of the update vector of the past time step to the current update vector:
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brainpy.math.jax.optimizers.make_schedule


	
brainpy.math.jax.optimizers.make_schedule(scalar_or_schedule)
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brainpy.math.jax.optimizers.Optimizer


	
class brainpy.math.jax.optimizers.Optimizer(train_vars, lr, name)

	Base Optimizer Class.


	
__init__(train_vars, lr, name)

	



Methods







	__init__(train_vars, lr, name)

	



	check_grads(grads)

	



	cpu()

	



	cuda()

	



	ints([method])

	Collect all integrators in this node and the children nodes.



	load_states(filename[, verbose, check])

	Load the model states.



	nodes([method, _paths])

	Collect all children nodes.



	register_variables(variables)

	



	save_states(filename[, all_vars])

	Save the model states.



	to(devices)

	



	tpu()

	



	train_vars([method])

	The shortcut for retrieving all trainable variables.



	unique_name([name, type])

	Get the unique name for this object.



	vars([method])

	Collect all variables in this node and the children nodes.






Attributes







	implicit_nodes

	Used to wrap the implicit children nodes which cannot be accessed by self.xxx



	implicit_vars

	Used to wrap the implicit variables which cannot be accessed by self.xxx



	target_backend

	Used to specify the target backend which the model to run.
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brainpy.math.jax.optimizers.SGD


	
class brainpy.math.jax.optimizers.SGD(lr, train_vars, name=None)

	Stochastic gradient descent optimizer.

SGD performs a parameter update for training examples \(x\) and label
\(y\):


\[\theta = \theta - \eta \cdot \nabla_\theta J(\theta; x; y)\]


	
__init__(lr, train_vars, name=None)

	



Methods







	__init__(lr, train_vars[, name])

	



	check_grads(grads)

	



	cpu()

	



	cuda()

	



	ints([method])

	Collect all integrators in this node and the children nodes.



	load_states(filename[, verbose, check])

	Load the model states.



	nodes([method, _paths])

	Collect all children nodes.



	register_variables(variables)

	



	save_states(filename[, all_vars])

	Save the model states.



	to(devices)

	



	tpu()

	



	train_vars([method])

	The shortcut for retrieving all trainable variables.



	unique_name([name, type])

	Get the unique name for this object.



	update(grads)

	



	vars([method])

	Collect all variables in this node and the children nodes.






Attributes







	implicit_nodes

	Used to wrap the implicit children nodes which cannot be accessed by self.xxx



	implicit_vars

	Used to wrap the implicit variables which cannot be accessed by self.xxx



	target_backend

	Used to specify the target backend which the model to run.
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brainpy.math.jax.optimizers.Momentum


	
class brainpy.math.jax.optimizers.Momentum(lr, train_vars, momentum=0.9, name=None)

	Momentum optimizer.


Momentum 1 is a method that helps accelerate SGD in the relevant direction
and dampens oscillations. It does this by adding a fraction \(\gamma\)
of the update vector of the past time step to the current update vector:
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brainpy.math.jax.optimizers.MomentumNesterov


	
class brainpy.math.jax.optimizers.MomentumNesterov(lr, train_vars, momentum=0.9, name=None)

	Nesterov accelerated gradient optimizer 2.
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brainpy.math.jax.optimizers.Adagrad


	
class brainpy.math.jax.optimizers.Adagrad(lr, train_vars, epsilon=1e-06, name=None)

	Optimizer that implements the Adagrad algorithm.

Adagrad 3 is an optimizer with parameter-specific learning rates, which are
adapted relative to how frequently a parameter gets updated during training.
The more updates a parameter receives, the smaller the updates.


\[heta_{t+1} =    heta_{t} - \dfrac{\eta}{\sqrt{G_{t} + \epsilon}} \odot g_{t}\]

where \(G(t)\) contains the sum of the squares of the past gradients

One of Adagrad’s main benefits is that it eliminates the need to manually tune
the learning rate. Most implementations use a default value of 0.01 and leave it at that.
Adagrad’s main weakness is its accumulation of the squared gradients in the denominator:
Since every added term is positive, the accumulated sum keeps growing during training.
This in turn causes the learning rate to shrink and eventually become infinitesimally
small, at which point the algorithm is no longer able to acquire additional knowledge.

References


	3

	Duchi, J., Hazan, E., & Singer, Y. (2011). Adaptive Subgradient Methods for Online Learning and Stochastic Optimization. Journal of Machine Learning Research, 12, 2121–2159. Retrieved from http://jmlr.org/papers/v12/duchi11a.html






	
__init__(lr, train_vars, epsilon=1e-06, name=None)

	



Methods







	__init__(lr, train_vars[, epsilon, name])

	



	check_grads(grads)

	



	cpu()

	



	cuda()

	



	ints([method])

	Collect all integrators in this node and the children nodes.



	load_states(filename[, verbose, check])

	Load the model states.



	nodes([method, _paths])

	Collect all children nodes.



	register_variables(variables)

	



	save_states(filename[, all_vars])

	Save the model states.



	to(devices)

	



	tpu()

	



	train_vars([method])

	The shortcut for retrieving all trainable variables.



	unique_name([name, type])

	Get the unique name for this object.



	update(grads)

	



	vars([method])

	Collect all variables in this node and the children nodes.






Attributes







	implicit_nodes

	Used to wrap the implicit children nodes which cannot be accessed by self.xxx



	implicit_vars

	Used to wrap the implicit variables which cannot be accessed by self.xxx



	target_backend

	Used to specify the target backend which the model to run.
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brainpy.math.jax.optimizers.Adadelta


	
class brainpy.math.jax.optimizers.Adadelta(train_vars, lr=0.01, epsilon=1e-06, rho=0.95, name=None)

	Optimizer that implements the Adadelta algorithm.


Adadelta 4 optimization is a stochastic gradient descent method that is based
on adaptive learning rate per dimension to address two drawbacks:


	The continual decay of learning rates throughout training.


	The need for a manually selected global learning rate.




Adadelta is a more robust extension of Adagrad that adapts learning rates based on
a m